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Preface 
The series of Compstat conferences (on Statistical Computing) was started in Vienna in 1974, 
and quickly established the pattern of moving around Europe every two years. Compstat 1998 is 
in Bristol: the last time it was held in UK was in 1980, in Edinburgh, with an attendance of 
about 800. Soon after the series was established it became formally part of the European Region 
of the International Association for Statistical Computing (IASC, itself a section of the Interna-
tional Statistical Institute – ISI).  

ASC is formally affiliated to the IASC, so this seemed an ideal opportunity for another interna-
tional conference (following two successful conferences on Survey and Statistical Computing, 
in 1992 and 1996), to be held as an associated (satellite) conference, just before Compstat. 

We decided to try to use the conference as an opportunity to enhance the link between Survey 
Computing and the Statistical kind, and to aim particularly at the ‘Survey Professional’ working 
in the commercial or public sector. 

For the planning of the scientific programme ASC joined forces with related organisations, the 
Centre for Applied Social Surveys (CASS, an ESRC supported project hosted by Southampton 
University and SCPR, with links to Surrey University), the Office for National Statistics (ONS) 
and the Market Research Society (MRS). The conference is also officially sponsored by IASC 
and by its sister organisation IASS (the International Association of Survey Statisticians). ASC 
took responsibility for the practical arrangements. 

At its first meeting the Scientific Programme Committee decided to organise the conference as 
four half–day sessions over two days, covering different (though related) topics. Each would 
start with an invited (keynote) presentation setting out the main ideas and issues involved, and 
followed by two or three contributed presentations on the practical issues and the benefits asso-
ciated with the topic. We agreed that each organisation would take responsibility for one ses-
sion, finding the keynote speaker, taking the lead in choosing, reviewing and editing the contri-
butions, and chairing the session.  

The following topics were chosen, falling naturally into two pairs for the two days. 

 Topic Chair

Day 1: Computer Assisted Data Collection 

Session 1 The current status of computer aided interviewing (CAI) Jean Martin, ONS

Session 2 New opportunities with CAI Malcolm Rigg, MRS

Day 2: Using Data 

Session 3 Developments in Weighting Chris Skinner, CASS

Session 4 Models and Graphs Andrew Westlake, ASC
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The methods presented, though generally relatively new, are widely used in specialist areas but 
have not all made their way into everyday use in survey research or analysis. Out hope is that 
participants (and other readers) should gain some new ideas, together with enough insight to 
judge whether the methods can be useful in their own organisations. 

The first half of the book is concerned with computer-assisted data collection. In the first sec-
tion, Martin Collins and Wendy Sykes provide the keynote paper, reviewing the take-up and 
impact of computer-aided telephone and personal interviewing (CATI and CAPI) in the UK 
survey industry. This is followed by contributed papers on the use of multimedia in CAPI, on 
computer-assisted coding of complex responses (specifically for occupations) in CAPI, and on 
the generation of survey documentation for the benefit of data users from CAI programs devel-
oped by programmers. 

Looking forward, Bill Blyth discusses the organisational issues that are affecting the take-up of 
technology, and spells out the data collection challenges that face research in the future. Two of 
the contributed papers discuss the use of the latest hand-held technology for CAPI (both are 
travel surveys, though the general points apply much more widely). The third paper discusses 
options for using the Internet for data capture. 

The second half of the book addresses issues in the use of data. Graham Kalton provides the 
keynote paper on developments in weighting methods, giving particular attention to calibration 
methods, where auxiliary information is used to adjust survey estimates so that they conform to 
external values. The contributed papers all present examples of the application of these methods 
in large-scale government surveys. 

The last section is concerned with the place of statistical modelling in the analysis of survey 
data. Paul Harris offers a review of statistical modelling techniques, and discusses their take-up 
in survey research. The two contributed papers give examples of situations where the use of a 
model allows the information content of the data to be shared between subgroups, so that groups 
with few observations can draw power from related groups with more cases. The first example 
uses a simple model of fitted means to estimate rates across subgroups defined by three factors. 
The second applies the more complex technique of shrinkage estimation to rates for small areas, 
yielding significant improvements in precision. 

We have enjoyed the task of building the conference programme and editing this volume, and 
we trust that you will find the result enjoyable and informative. 

Andrew Westlake 
Jean Martin 

Malcolm Rigg 

Chris Skinner 
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About the ASC 

The Association for Survey Computing (ASC), originally known as the Study Group on Com-
puters in Survey Analysis (SGCSA), was formed in 1971 in order to improve knowledge of 
good practice in survey computing and to disseminate information on techniques and survey 
software. 

The ASC is a non-profit organisation, affiliated to the British Computer Society and the Interna-
tional Association for Statistical Computing. It has a wide-ranging membership at both individ-
ual and corporate levels, and has close working links with the Royal Statistical Society and the 
Market Research Society. Although based in the United Kingdom, it has a growing international 
membership. 

Today its aims are: 

• To act as a forum for the various disciplines within survey research and statistical computing 

• To inform members of the latest software packages and techniques 

• To organise regular conferences and workshops on key topics within the industry 

• To disseminate information via its regular newsletter 

• To catalogue current software systems 

The Association tries to keep people up to date with the role of computers in all aspects of the 
survey research process. In the past this was largely limited to collecting and analysing survey 
data. Over the 25 years of the Association’s existence the role has widened in each direction 
into the design and formulation aspects and the presentation process. Now even more possibili-
ties are emerging in the fields of dissemination and communication of survey data and survey 
results. 

For many years the ASC has organised bi-annual one-day conferences, as well as more special-
ised workshops. In 1992, to celebrate its ‘coming of age’, the ASC organised its first interna-
tional 3-day conference in Bristol, England, an event which was successfully repeated in Lon-
don in 1996. A third major conference is planned for September 1999, in Edinburgh. 

The ASC publishes its journal ‘Survey Computing’ on a regular basis and is currently updating 
its other, major publication, the Register of Software for Statistical and Survey Analysis, which 
lists details of all relevant packages known to the Association. The ASC has also published the 
Proceedings of both International Conferences, as well as more specialised monographs based 
on one-day events. 

While principally dedicated to serving its individual and corporate membership, non-members 
are welcome at all events. Membership is inexpensive and brings a number of benefits. More 
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details are available from the ASC’s Administrator, PO Box 60, Chesham, Bucks, UK, HP5 
3QH (’Phone and Fax: +44 (0)1494 793033; e-mail: asc@essex.ac.uk).  

Details of ASC activities, both past and future, are also available on the world-wide-web. At the 
time of writing the web address is 

http://www.assurcom.demon.co.uk,  
but at some stage it will change to the more appropriate  
http://www.asc.org.uk. 

The activities of the ASC are organised by a committee of volunteers, supported by a part-time 
Administrator. This major conference and compilation of papers owes much to the enthusiasm 
and efforts of the committee and to the other dedicated professionals who contributed to its de-
velopment. 

Randy Banks 

Chair, ASC 

The current ASC Committee is: 

President: Beverley Charles Rowe Committee:
Chair:  Randy Banks  
Vice-Chair: John Francis  
Treasurer: Steve Elder  
Secretary: Charles Clunies-Ross  
Administrator: Diana Elder  

Thomas Brennan, Kathy Brooks, 
Crawford Christie, Suzanne Evans, 
Joan Fairgrieve, Hugh Gentleman, 
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The Impact of Computer Assisted Interviewing on UK Survey 
Research 

Martin Collins & Wendy Sykes 

Abstract 

For almost every traditional approach to survey data collection there is now a computer assisted 
alternative. The focus of this paper is on the two most widespread - Computer Assisted Tele-
phone Interviewing (CATI) and Computer Assisted Personal Interviewing (CAPI). In it, we 
provide an update on the extent of adoption of these approaches among UK survey suppliers 
and move on to discuss their impact. Our particular focus is on the impact on survey agencies 
and the industry of the more intrusive technology of CAPI. 

Keywords 

Computer assisted interviewing; CAI; CATI; CAPI 

1. The Context - CASIC 

Our role here is to offer some thoughts on the impact on survey data collection of developments 
in computer technology. These developments are all embracing, with a computerised equivalent 
for virtually every traditional data collection process (for an example of a taxonomy, see De 
Leeuw and Collins, 1997). Even qualitative research is not immune, with a number of experi-
ments in the use of ‘virtual groups’ applying groupware or the Web. And we are promised (or 
possibly threatened with) further developments, especially in the use of the Web - now - and 
interactive television - in the near future.  

We can not hope to cover the full field of CASIC (Computer Assisted Survey Information Col-
lection). To attempt to do so would involve confounding different technologies with very differ-
ent impacts. Some technologies are already widespread; others are becoming so; yet others will 
probably never have more than highly specialised application. And the different technologies 
vary greatly in their intrusiveness on current structures and practices. Some involve new ven-
tures that can mostly be absorbed in a growth industry without damage to existing approaches 
and players; some can be adopted into existing processes without major structural change - 
technologies that ‘serve’; others are deeply intrusive, demanding major organisational change 
and probably leading to equally large changes in industry structure - technologies that ‘drive’. 

For these reasons, we have chosen to focus on the ‘mainstream’ of CAI (Computer Assisted 
Interviewing). Within that, we will concentrate on the two dominant technologies of CATI 
(Computer Assisted Telephone Interviewing) and CAPI (Computer Assisted Personal Inter-
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viewing). Narrowing our topic area still further, we will concentrate on the UK since we know 
that even these two technologies have had very different impacts on different survey ‘cultures’ - 
especially contrasting Europe and the US. And finally, in looking at some impacts of technol-
ogy, our main focus will be on CAPI - the more intrusive technology in the European context. 
In choosing this focus, we do not seek to deny the importance of other developments: we are 
concentrating on areas where we have been able to gather some knowledge (or at least reliable 
gossip) in the expectation that parallels will be found elsewhere. 

2. Computer Assisted Interviewing (CAI) 

The spread of computer technology in survey interviewing can seem dramatic and rapid. Pro-
gress is almost certainly accelerating but we have taken close to 30 years to reach the current 
position. Early CATI ventures - mostly in the US and mostly led by enthusiastic ‘nerds’ - 
emerged around 1970. By the mid 1970’s, there were several US CATI installations in both 
commercial and academic survey organisations. The technology, by current standards, was not 
high: most relied on mainframe or mini computers and dumb terminals (as many in Europe still 
do); and the software for data input ran well ahead of that for data output (as some found to their 
cost).  

In the UK, CATI emerged around 1980. It met with considerable resistance - to both computeri-
sation (‘cyberphobia’) and telephone interviewing. This resistance was not unreasoning: many 
in the industry had experienced unfulfilled promises from IT; a quarter of the UK population 
still had no telephone; and there were deep doubts about the viability of telephone interviewing 
of the general public as opposed to business populations. Collins (1983) found a technology in 
its infancy, with 19 survey organisations making some use - often only exploratory - of CATI. 
Between them, they possessed only 154 interviewing stations and 80% of these were concen-
trated in just 6 organisations.  

Subsequent growth, however, was rapid. By 1990, CATI was well established in the UK; in-
deed, it had become the norm for telephone interviewing. This rapid growth can be attributed to 
a number of factors but two seem key. First, CATI lent respectability to an interview mode that 
many still distrusted but whose adoption was encouraged by rapid growth in telephone owner-
ship and methodological studies denying the existence of negative mode effects (summarised in 
Sykes and Collins, 1987). Second, but possibly more important, CATI was relatively unintru-
sive in terms of organisation and industry structure. It involved either entirely new ventures or 
new divisions within existing survey organisations, using affordable technology and entering a 
market growing fast enough to absorb the new entrants without undue challenge to existing 
players. 

CAPI was an obvious extension of CATI but developments world-wide were delayed by hard-
ware inadequacies. Experiments in the mid 1980’s involved interviewers in transporting bulky 
terminals requiring connection to domestic power supplies and even television screens; trial use 
of hardware designed primarily for military use; and the issue by Statistics Sweden of a then 
unachievable specification. The breakthrough, around 1990, was the arrival of the (just) afford-
able laptop to complement the reasonably portable and user friendly CATI software, by now in 
the hands of people who did understand the need for output as well as input. 
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In the spread of CAPI adoption, we can see strong pressure from some research users, albeit fed 
by the enthusiasm of suppliers. In the UK, much of the pressure has been maintained by demand 
from a possibly surprising source - the public sector. There was interest, even enthusiasm, from 
the private sector, allowing one or two suppliers to make the investment on the back of large 
industry contracts. But the greater enthusiasm seems to have come from government survey 
suppliers and that enthusiasm has been fed through to government clients. Most large govern-
ment survey contracts in the UK now demand - rightly or wrongly - a CAPI capacity. The large 
suppliers - public or private - must embrace the technology if they are to bid for contracts. And, 
having embraced it, they must promote it elsewhere in order to recoup their investment. These 
are the strong pressures on the survey industry. And they can be deeply intrusive on established 
practices and structures - the point to which we will return. 

3. Levels of Adoption 

Just as it is easy to be carried away by the thought of the speed of IT development, so it is easy 
to over estimate the likely effects of its adoption or to under estimate the time scale in which 
those effects will show through. The first problem we face in making such estimates is as basic 
as counting the adopters. A rapid trawl through the recently issued ‘Orgs Book 97-98’ (a listing 
by the UK Market Research Society of organisations providing market research services; MRS 
1998) suggests substantial support for new technology. Of just over 500 organisations listed, 
435 offer quantitative research services - either full service or fieldwork only. Of these, 40% 
offer some form of CAI and almost all of these offer CATI. About half of them - just over 20% 
of all quantitative research suppliers - offer CAPI.  

This listing is dominated in numerical terms by small (or very small) suppliers. Most, in offer-
ing access to CAI, will be referring to an ability to buy in the services. And for many, the level 
of involvement is quite low. Only half of those offering CATI claimed that it accounted for an-
nual turnover of £125,000 (or 25% of their total turnover). For CAPI, the proportion making the 
same claim was even lower, about one in three.  

A rather more rigorous analysis of the listing in 1996 (to which we added personal knowledge 
of two unlisted organisations, ONS and SCPR) restricted the count to organisations that claimed 
their own interviewers among their personnel. Of the 202 organisations so identified, 43% of-
fered CAI facilities; 38% offered CATI and 22% CAPI (Collins, Sykes and O’Muircheartaigh, 
forthcoming 1999). 

With the passage of two years, there have naturally been some changes. Of our 1996 population, 
13 (6%) are not listed in the 1998 publication. Most of the rest (just over 80%) have not 
changed in respect of their CAI offerings. CATI appears to be still growing, with 19 ‘adopters’ 
and 3 ‘droppers’ - a net gain of 8% among organisations listed in both directories. Changes in 
respect of CAPI may be surprising: 8 appear to have ‘adopted’ but they are balanced by 8 who 
appear to have ‘dropped’ the technology. 

These figures may seem to cast doubt on any idea of a technological revolution in the survey 
industry. But measures of penetration tell only one part of the story of diffusion - inter organisa-
tion diffusion - how many have adopted the technology at all. The impact of CAI technology 
may depend more on its ‘share of the market’: who are the adopters and what proportion of their 
interviewing involves CAI. Consideration of these aspects of the diffusion of technology seems 
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to justify our interest in its impact. The adopters - especially of CAPI - tend to be large research 
suppliers, as shown in our 1996 analysis: 

 Annual Turnover 

 Under £1m £1m, under £5m £5m plus  

 % % % 

Offer CAI 23 63 88 

Offer CATI 18 55 88 

Offer CAPI 10 27 71 

The high level of adoption among large suppliers suggests that CAI, and especially CAPI, will 
have more impact than might be suggested by simple estimates of penetration. But much will 
depend on the extent to which the adopters use the technology within their total workload - the 
concept of intra organisation diffusion. In respect of CATI, the position seems clear: our 1996 
survey found that most CATI adopters used the technology for 75% or more of their telephone 
surveys. Here, computer technology seems to have established a dominant position. 

For CAPI, the position was very different: only one in ten adopters used CAPI for 75% or more 
of their face to face interview surveys. Our expectation two years ago was that this situation 
would change quite rapidly. The pattern of use of CAPI among its adopters looked very like that 
reported by CATI adopters in respect of their first year of adoption: surely the use of CAPI 
would develop in the same way, probably more rapidly? The adopters, making the substantial 
investment in CAPI, were major players in the industry; the clients demanding that investment 
were equally dominant (at least in value terms). Again, surely all the pressures existed for rapid 
growth, even dominance?  

Subsequent conversations with CAPI adopters cast some doubt on this view. While all express 
commitment to the technology, only a couple have made a close to 100% transition to CAPI. 
Most still report quite low usage levels and some have expressed the view that “CAPI has 
peaked”. What emerges from these conversations is that the barriers to intra organisation diffu-
sion (very short time scales, relatively small sample sizes, the ‘ad hoc’ nature of most market 
research surveys, the parallel existence of a non CAPI facility) may be greater than the barriers 
to inter organisation diffusion (principally the ability and belief to invest).  

As we will discuss below, CAPI has far deeper implications for organisation and industry struc-
ture in the UK than CATI had on its arrival on the scene. This implies that the technology will 
face greater barriers to growth, possibly justifying the views of our most pessimistic correspon-
dents. Still - entirely subjectively - we believe that CAPI will eventually become the norm for 
face to face interviews. But the progression may be much slower than IT enthusiasts expect. 
And it may well be overtaken by other technologies - the parallel technology of CASI (Com-
puter Assisted Self Interviewing) or the alternative technology of the Web.  

4. The Impact on Data Quality and Survey Costs 

Early enthusiasm for computer assisted interviewing was based largely in considerations of data 
quality and cost, although speed and the potential to handle questionnaire complexity were also 
mentioned. In terms of data quality, the computer would prevent routing errors and allow simul-
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taneous checks on ranges and logic in the responses; it would cut out the stage of data input, 
where transcription errors might occur; and it allowed more control and assessment of inter-
viewer performance. In terms of cost, the investment in hardware and software would be out-
weighed by savings in intermediate stages such as data input. . 

In these two key areas we find evidence but not indisputable evidence of benefit. In respect of 
data quality, the thorough review by De Leeuw, Hox and Snijkers (1995) argues the case for the 
quality potential of CAI but appears to conclude that better use of the technology is needed if 
that potential is to be unlocked. Nevertheless, the review does offer us reassurance concerning 
many of the early fears that computer technology - by creating ‘discomfort’ for interviewer, re-
spondent or both - might actually damage quality. A rather more upbeat view is taken by 
Nicholls, Baker and Martin (1997) but again the main messages seem to be those of potential 
benefits not yet realised and reassurance that technology is not damaging. 

For all this reassurance, some residual fears remain. De Leeuw and Collins (1997) report com-
plaints from users of regular and continuous surveys of discontinuities in time series arising at 
the time of transition. Such discontinuities are acknowledged to be relatively rare and may well 
represent quality improvement in terms of measurement. But, for the user whose single focus is 
on trends, a discontinuity represents a loss of quality. Possibly the most extreme reaction to this 
problem is that seen in the UK National Readership Survey where an Appendix warns that any 
comparisons between data collected before and after the CAPI transition in mid-1992 “are not 
recommended”. Here, though, several other changes in survey design coincided with the transi-
tion and we can not even ascribe the discontinuities confidently to the introduction of CAPI. 
This is a common story. Nicholls, Baker and Martin are probably right to tell us that the time for 
comparisons between computer assisted and ‘manual’ methods is past and that our focus should 
now be on modal comparisons of the former. But they do seem to be telling us of a missed op-
portunity.  

Turning to the factor of cost, we again receive contradictory messages. In their review of 
CASIC implementation in government statistical agencies, Clark, Martin and Bates (1999, 
forthcoming) provide examples of agencies that have achieved cost savings - some quite sub-
stantial - but also examples of agencies that have not been able to make a business case for 
CAPI. Probably the most common verdict is that CAI is approximately cost neutral. Discussion 
with commercial suppliers suggests that some have found the move to CAPI more expensive 
than expected, especially due to the need to invest in field and sample control software devel-
opments. The key to commercial viability lies probably in the availability of large, continuous 
or regular surveys that can ‘carry’ the investment costs. 

5. The Impact on Survey Processes and Organisation Structure 

The introduction of CAI technology to survey research brings with it the need for major changes 
to the way surveys are designed and managed and, usually, the parallel need for changes to 
organisational structure. As we have said, the arrival of CATI in the UK was relatively painless 
in these respects. It coincided with - probably even justified - widespread adoption of telephone 
interviewing. New companies or new departments in older ones were modelled from the 
beginning around the technology and did not need to intrude on the working practices of others 
in a buoyant industry. CAPI tends to be far more intrusive upon a well-established mode of data 
collection and equally well established processes and organisations.  
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Many adopters failed to forecast and plan for the changes needed and have had to reengineer 
their organisations reactively (Clark, Martin and Bates, op cit). Even where changes have been 
radical, no clear view emerges of an agreed ‘ideal’ structure, with different organisations 
reacting in quite different ways. Some can seem to be only ‘coping’ with issues as they arise, 
making piecemeal and uncoordinated changes to processes and structure. The fortunate few 
have experienced introduction of CAPI similar to the more general CATI pattern: business 
expansion and continuing demand for non-CAPI surveys on a scale sufficient to allow the two 
approaches to run in parallel, at least for the present. 

In terms of survey management processes, probably the most obvious impact of CAPI is on 
timetables. The technology brings major timesavings at the later stages of the traditional process 
- data input, cleaning and processing - often enough to achieve a significant overall reduction in 
time scale. But far more time is needed for questionnaire design and testing before interviewing 
can begin. With large regular or continuous surveys, this may not be a major problem - 
involving a ‘once and for all’ time shift. With smaller, ‘more urgent’ ad hoc surveys, the 
problem is far greater. This can be a powerful argument for avoiding a 100% transition and 
maintaining a strong non-CAPI capability, even for avoiding adoption altogether.  

Some of those with strong commitment to CATI argue that this problem is exaggerated: speedy 
reaction and survey completion has always been a major selling point for telephone surveys and 
CATI suppliers seem to be able to deliver it. So why not CAPI suppliers? They may forget that 
their organisations were built around the technology and, more crucially, that their centralised 
interviewing can more readily accommodate corrections (or creative fudging) to imperfect 
instruments. But still, they may have a point. 

In terms of organisation structure, the greatest impact tends to arise from the more integrated 
process implied by CAPI. This often fits badly with traditional segmented, task specific, 
organisation structures - and with some existing individual specialist skills. It calls for more, 
and more continuous, team working and for individuals to broaden their skills. Martin (1995), 
analysing the impact of CAPI introduction on the Social Survey Division of ONS, describes 
these effects. Everyone involved had to widen their horizons and learn more of the skills of 
others; in particular, all had to become more computer literate; team working had to become the 
norm at all stages of the survey. The skills of some individuals were simply no longer needed 
but - again - the pain was reduced by the context of business growth and opportunities for 
redeployment. (It would be easy to imagine the rebirth of Luddism if CAPI were to be 
introduced in a static or declining market!) 

The ONS story is of an organisation making a virtually 100% transition to CAPI, the norm in 
government survey agencies adopting CAPI. As we have reported above, very few commercial 
agencies have made the transition on this scale. Those who have come close to it, however, 
report the same issues and problems but again stress that business growth has done much to 
reduce the pain of organisational change, allowing data input clerks, for example, to be 
redeployed into other clerical functions such as scanning self-completion questionnaires. The 
incomplete transition found more generally allows organisations to change quite slowly or less 
dramatically. Most see this as a benefit but a couple see it as a problem in itself, with the 
organisation postponing changes which will eventually be needed and with growing tension 
between the parts of the organisation geared to CAPI surveys and the parts retaining traditional 
approaches.  
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The task of ‘authoring’ - translating a questionnaire into a computer programme - can be a  
particular problem for traditional organisations with ‘compartmentalised’ structures. In such 
organisations, one clear separation is usually between research and computing divisions, with 
each having only a limited grasp of the other’s skills. Organisations adopting CAI have varied 
greatly in their approach to this issue. The most radical approach is to attempt to develop 
researchers’ computing skills to the point at which they can handle alone the whole survey 
process, from the writing of the questionnaire to the analysis of the data. This approach seems to 
be more common among CATI adopters, especially the smaller ones and is rare among larger 
CAPI adopters. More commonly, the latter adopt less radical team-based approaches. Research 
staff are expected to acquire enough programming skills in the chosen software to participate 
directly in the writing of computer based versions of their questionnaires, but are assisted by 
computing specialists. The computing specialists, in turn, are more closely and continuously 
integrated into all stages of the survey process: they need and tend to develop heightened 
awareness of the complexities of research design but do not need all the skills of the researcher. 
This is the most common approach but the traditional separation of researcher and computing 
specialist does survive in some organisations, where the involvement of researchers in 
programming questionnaires is kept to the absolute minimum. Where this approach is adopted, 
it is seen as an efficient division of labour. It has the added advantage of not threatening or 
eroding the position of either specialist and fits well in organisations seeking to maintain a 
structure which can deal simultaneously with CAPI and non-CAPI surveys. Even in such 
organisations, however, the need for partnership and early involvement of computing specialists 
is recognised as being essential to the maintenance of communication and coherence in survey 
design. 

Some groups in the survey industry are obviously affected by the introduction of CAPI: data 
entry clerks may no longer be needed; researchers must become more computer literate; 
computer specialists need a better understanding of the rationale of research design. But some of 
the most dramatic effects may be on interviewers and their relationships with survey 
organisations. The CAPI interviewer needs some additional skills to work with the technology 
but no adopter has reported to us a major problem in this respect. Given good software and 
office support, an additional half or full day of training is said to bring interviewers ‘up to 
speed’. And, if CAPI becomes as much part of the norm as CATI is in telephone interviewing, 
the issue can only become less important with the passage of time.  

More dramatic changes are expected in terms of the ‘job definition’ of the interviewer and their 
consequent attitudes towards the job and expectations from employers. Such factors have not 
been highlighted in the literature, probably because of the focus there on government survey 
agencies where relationships with interviewers can be very different from those operating in the 
commercial sector. In the UK market research industry, the norm has been for an interviewer to 
see the job as an opportunity for occasional income (‘pin money’) rather than a career, to work 
for a number of different agencies and to expect a quite low level of involvement with each of 
them. Organisations making the investment in CAPI will expect more commitment. Having 
provided an interviewer with equipment, they will demand more intensive use. Instead of 
making non intensive use of the time of a large pool of part timers, they will seek a smaller 
body of interviewers more committed to the task as a career, perhaps committing at least three 
days per week. Such changes will not be only one sided - interviewers can be expected to have 
very different expectations in terms of their conditions of employment.  
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6. The Impact on Industry Structure 

As we have already said, the growth of CATI in the UK had rather few major effects on the 
survey research industry beyond helping to establish telephone interviewing as a plausible 
means of data collection. This, in the context of low levels of belief in and usage of telephone 
surveys and an industry growing fast enough to absorb the ‘newcomer’, offered an opportunity 
to new entrants without great threat to the existing structure. CAPI may prove to be more 
disruptive to the industry, just as it can be to individual organisations or workers within them.  

Our data on adoption may seem to support the ‘doubters’ among our contacts, who suggest that 
the technology will be slow to spread beyond the public sector, and is more likely to lead to 
evolution than to revolution. Still, it remains the task of the forecaster to embrace the extremes. 
With CAPI predominantly in the hands of large players (and appealing to powerful clients) we 
would be foolish to assume that its growth will be limited and slow. Furthermore, the effects on 
industry structure that CAPI is expected to have, if it takes off, will serve only to add to other 
forces for similar change. 

The most widespread opinion is that the survey industry will show a continued trend towards 
concentration. This trend is already apparent, with mergers and acquisitions reported with great 
frequency. And it extends well beyond the UK itself, into Europe and trans-Atlantic. Even if its 
share of activity remains quite low, CAPI must represent an additional pressure in this direction. 
Large survey organisations have the ability to invest and the capacity to absorb organisational 
change. And, having made these investments in technology, they must be expected to promote it 
aggressively. The implication must be that, even if immediate growth in adoption is quite slow, 
at some point CAPI technology will gain client support in the private sector to match that 
already seen in the public sector and will cross a watershed to greatly accelerated growth. 

In this scenario, most observers feel that small, specialist suppliers will survive or even prosper. 
They will not need to make the capital investment themselves, at least in the medium term, but 
will be able to contract out to the larger players. If and when they do need or wish to invest, 
others will have tackled the problems, costs will have fallen still further and their smallness will 
probably bring with it the flexibility to absorb the technology without major pain. Their 
‘personal touch’ might well be valued even more highly than now if the growth of the heavily 
capitalised ‘research machine’ leads to reduced creativity, flexibility or responsiveness in the 
large organisations. At the extreme, it would come as no surprise if we saw CAPI based 
ventures parallel to some early CATI operations - relatively small and technology centred 
(although some argue that the technology is more likely to be Web based). Medium sized 
organisations - too large to specialise; too small to carry the investment - are seen to be most at 
risk. Some will disappear, others will merge, acquire or be acquired.  

Another group seen to be at high risk is that of specialist fieldwork suppliers. Many of these are 
seriously undercapitalised. They are highly dependent on the existing pattern of interviewer use, 
with access to large pools of part time interviewers, quickly and flexibly available to all comers. 
If this pattern of use does not survive, nor will those dependent upon it. And it seems unlikely to 
survive, given that this is another area where the impact of CAPI would serve only to reinforce 
other factors such as changes in employment or taxation law. To prosper in a CAPI 
environment, such suppliers would need to invest and embrace change, especially establishing 
clearer and more continuing relationships with their interviewers. And they would have to offer 
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far more than merely access to a pool of interviewers. In particular, they would surely be 
expected to offer the computing expertise needed to operationalise CAPI surveys. This would 
not necessarily be supplied in-house: perhaps the most logical development arising from a 
technology that stresses the need for an integrated approach to survey research would be the 
establishment of partnerships - or, at least, contractual networking - between organisations 
whose focus is on only one part of the process.  

But of course none of this may happen - or at least CAPI may not be the driving force. We may 
all be allowed to continue in our old ways, each with our own area of expertise. Or other 
pressures might encourage integration outside the areas of survey conduct and data collection, 
most obviously between market research and marketing consultancy. Or we might all be 
overtaken by other technologies - the Web and interactive TV - or by other philosophies - the 
activity of database building which fits so well with current trends towards ‘one-to-one’ 
marketing and which does not seem to offend the modern and highly aware consumer, who 
would probably prefer to be clearly targeted than to be buried in junk designed with ‘M. 
Average’ in mind.  

We obviously live in ‘interesting times’ - according to Confucius (ref. unknown) the worst one 
can wish on one’s worst enemy. Computer technology may be a driving force, in our industry 
just as elsewhere. It is exciting. But our reviews of adoption levels and conversations with 
adopters and non-adopters of CAI suggest that its impact may be less than revolutionary. And 
even that impact will not be felt unless the developers of computer technology recognise their 
role of reinforcing and supporting other much stronger societal pressures. 
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Multimedia CAPI - The future of face-to-face interviewing 
Helen Lythgoe 

Abstract 

Multimedia CAPI integrates full colour video and sound into CAPI interviewing and offers 
many benefits to survey research. This paper will look at the features of the system and their 
application to different areas of research. From our extensive experience in the field we are also 
able to comment on the impact of this new technology on research results. 

Keywords 

CAPI; Multimedia CAPI; advertising research; telepics; prompts; video 

1. Change in data collection methods 

It is hard for us to believe now that less than ten years ago interviewers recorded responses on 
paper questionnaires which were mailed back to Head Office. RSL were the first commercial 
agency to introduce CAPI (Computer Assisted Personal Interviewing) in 1990 on a large-scale 
customer satisfaction monitor for British Telecom. Electronic questionnaires are constructed on 
computer by executives at Head Office then e-mailed via modem to interviewers’ homes 
throughout Britain and completed interviews are returned to Head Office by e-mail at the end of 
each day’s work. 1993 saw the introduction of CAPI at BMRB International. Similarly it was 
the winning of a large contract with BT that allowed us to invest in the technology. 

The advantages of CAPI are well known and are documented in John Samuels’s paper to the 
ESOMAR Congress in 1994. Not only does it offer vast improvements in the speed of delivery 
of results due to e-mail and the removal of the data entry stage, but there are also tremendous 
improvements in data quality. These are comprehensively described in Mike Denny and Linda 
Galvin’s 1993 MRS paper: there is far greater control over the interview with the sequence of 
questions and routing being controlled by the computer program, built in validation checks and 
facilities like text substitution and randomisation of question order. These features ensure that 
the interviewer’s task is confined to eliciting responses from questions without having to worry 
abut which question comes next. It allows researchers greater flexibility to construct more so-
phisticated and complex interviews, without worrying whether interviewers will be capable of 
following the routing. 

BMRB has now launched the next generation of CAPI technology - Multimedia CAPI. Multi-
media CAPI has all the advantages of traditional CAPI and has the added dimensions of sound 
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and vision. The interviewer carries a multimedia laptop computer that has a colour screen and 
soundcard. This enables the interviewer to show still photographic images and moving film 
clips on screen to respondents. It is also possible to play audio recordings and to record respon-
dents’ verbatim comments directly on to the PC with no additional equipment. 

We find it hard to believe that some relatively large agencies are still coping with paper ques-
tionnaires. Of course cost is the greatest barrier to smaller agencies equipping their fieldforces 
with CAPI. Much has been written about the financial implications of CAPI. MORI’s Welch, 
Gerrard and Wallace concluded that “in itself, CAPI is not certain to be a financial success” It is 
not my intention to prove the financial worth of Multimedia CAPI (I will leave that to the ac-
countants) but this paper will demonstrate that this application of technology brings real benefits 
to the research process and thereby deserves a price premium. 

2. What can it do? 

I will first outline the features of the software. Multimedia CAPI is revolutionising market re-
search. It has many features that simply cannot be accommodated within traditional methods. 

Use of film 

The most apparent application of multimedia CAPI is for prompting advertising awareness. 
Rather than using telepics (a telepic being a series of still frames taken from a commercial) to 
prompt recognition of advertisements we can use the film in its entirety. This is shown to re-
spondents, full screen, on the interviewer’s laptop. The next chapter outlines the benefits of this 
to advertising research. 

There are many opportunities for using film clips in the course of an interview. Apart from tele-
vision or cinema advertisements, incidents from popular soap operas, for example, news reports, 
promotional videos or trailers for television series, may have a role as prompt material. We can 
construct special video prompt materials filmed on a home video camera if necessary, to offer 
different scenarios to choose between, for example to evaluate different store layouts. Video can 
also be used to get across concepts for a new service or product with greater impact than a pho-
tograph or ‘mock-up’ pack. 

It offers tremendous opportunities for assessing the suitability or success of programmes for 
sponsorship, or testing out concepts for new television shows, in home during an evaluative 
interview, rather than only in Hall tests where samples may be unrepresentative and the setting 
less ‘realistic’. 

Pre-testing of advertising can also be conducted quantitatively in home. The flexibility exists to 
present ads at any stage of development - story boards, animatics, uncut film, and the editing 
process is sufficiently simple to explore the effects of different combinations of music, voice-
overs, without heavy production costs. 

Prompt material  

Research problems frequently demand that we show respondents prompt material of one sort or 
another in the course of a personal interview. With multimedia CAPI the material appears in-
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stantly on screen in colour, rather than pulled out of an interviewer’s bag. If the quantity of ma-
terial is substantial, this has been a clumsy exercise in the past, damaging the flow of the inter-
view. To avoid this, practical limits have to be imposed on paper-based show materials. 

Using multimedia, magazine ads, posters, brochures, leaflets, newspaper pages, coupons, indeed 
any hard copy can be scanned in and presented in photographic quality on screen for recognition 
or evaluation. The advantage of multimedia CAPI is the sheer quantity of prompt materials such 
as these that can be stored on one CD and accessed at the appropriate moment for use in a single 
interview. The quantity is far more than the average interviewer could possibly carry, let alone 
access quickly and easily. The computer can be programmed to randomise the order of presenta-
tion of prompts and the cost of reproducing the CD can be far less than colour copying and 
postage.  

For the evaluation of press campaigns Multimedia can be used in conjunction with conventional 
paper prompts: it may not always be appropriate to show press ads on screen, e.g. detailed copy 
cannot be replicated on screen. 

However, we are also able to control the length of time each ad is displayed on screen and hence 
reflect more realistically the time someone spends exposed to a press ad. This is useful for 
measuring impact. In order to understand in greater depth the messages communicated by the 
advertising respondents would be shown paper copies of press ads in the normal way. 

The most apparent benefits are in media and readership research with, for example, the ability to 
gain accurate specific issue readership by prompting respondents with the front cover of the last 
six issues of any number of publications.  

The same technology can also be applied to pack testing and pricing research - the benefits in-
cluding the ability to present photographs of the product alongside the price with automatic 
routing for trade-off and other sophisticated techniques. 

Sound 

The ability to play sound without pictures also has numerous applications. Radio advertisements 
can be played in full or edited (as with video) to measure recall, impact and appeal. This has 
been successfully conducted before - either by equipping interviewers with tape recorders (both 
face-to-face or in telephone research) or by asking the respondent to call a freephone telephone 
number. However, with Multimedia CAPI, aural prompts become an integral part of the inter-
view: interviewers cannot omit or play the wrong prompt, and there is no need for expensive 
copying of tapes. 

The editing function allows us to try alternative voices, tones or accents for ad pre-testing. 

The sound facility can even be used to ask the question itself, if appropriate. This ensures con-
sistent delivery of the question, with no interviewer variability in tone or emphasis. ‘Sensitive’ 
questions could be delivered through headphones for greater privacy, encouraging more truthful 
responses and fewer refusals. 

Respondents’ comments on open-ended questions can be digitally recorded through the in-built 
microphone. The recording of comments is faster than interviewers’ typing and removes the 
tendency for respondents (and interviewers) to abridge or cut short their comments. Multimedia 
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CAPI ensures that the whole sense is retained - including intonation such as sarcasm, which is 
often lost in print. 

The verbatims can be delivered as audiocassettes or in electronic reporting media allowing ‘the 
voice of the consumer’ to be heard in the boardroom and adding a qualitative dimension to a 
quantitative study. 

On the down side, analysis of recorded comments is more difficult and expensive. It is much 
more time consuming to draw up a codeframe from spoken verbatims and it takes longer to 
code (by coders wearing headphones). The transfer of data from interviewers’ machines via 
modem to Head Office is more costly when it includes sound files. The method should not al-
ways be regarded as a superior alternative to interviewers’ typing  in the response - if it is im-
portant to have the text then the traditional method should be used (although if voice-to-text 
software continues to improve the transition could soon become relatively straightforward). 

However, the method can usefully be employed for questions where a very simple codeframe 
can be constructed without listening to the verbatims. Otherwise it can still provide a qualitative 
feel by recording ‘one in n’ answers (every 5th or 6th) with the remainder recorded in the tradi-
tional way and the frame can be constructed from the typed answers. 

3. Benefits for advertising evaluation 

Portrayal of television advertising 

The most apparent application of multimedia CAPI is for prompting advertising awareness. 
Traditionally the effectiveness of television advertising has been evaluated by recording re-
sponses to telepictorials or ‘telepics’ (a telepic being a series of still frames taken from a com-
mercial, sometimes accompanied by the transcript). This seemed to provide a fairly reliable in-
dication of an advertisement’s comparative success or failure. We now believe the method has 
serious limitations. 

As commercials become more and more sophisticated, they are increasingly difficult to repre-
sent by a series of still frames. Telepics can never replicate the whole experience of seeing an 
advertisement - particularly those that rely on sound or movement and those that are designed to 
provoke an emotional response. 

Multimedia CAPI allows the respondent to see the commercial in its entirety: the only way to 
prompt recognition for an accurate measure of advertising recall, in the more realistic setting of 
the home environment.  

It is also possible to isolate separate elements to see what effect music, branding, a theme or 
character has on recall of advertising. At BMRB we have our own editing suite which allows us 
to deconstruct advertisements, to remove the music or key scenes or to remove or ‘cloud over’ 
an element of the ad such as the brand name. This can be useful to gain an understanding of 
how the advertisement is working - which parts were particularly memorable or whether re-
spondents associated the visuals (or the music) with the brand. 
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Figure 1 shows findings from some experimental work that we ran last year with two matched 
samples being interviewed in parallel. One sample saw ads on telepics, the other the full ad on 
Multimedia.  

Recognition:  Gordon’s  Gin ad
% of all respondents

9

18

 

This example is based on recall of an ad for Gordon’s Gin. The film was edited to remove the 
branding. In May when the campaign had only just started, 9% remembered the ad from the 
telepic and 18% from the film. That’s double the recall even at early stages of a campaign.  

It is no real surprise that respondents were better able to recognise the commercial from a fully 
accurate replication of the film than from a series of still frames, as these respondents’ com-
ments illustrate: 

“A lot of the perceptions are picked up by sound so with this method it comes alive. As soon as 
you hear the sound you recognise the ad.” 

“If you did not recognise the adverts from the pictures it reminded you when you heard the 
sound”   
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10 11 10

5

28

Full branded ads

Recognition: : Execution A
% of all respondents

Aug    Sept       Oct        Nov       Dec        Jan

Telepics Multimedia

On air  

BMRB International has run Abbey National’s advertising and corporate image tracking survey 
since 1987, originally on paper and converting to CAPI in 1993. In November 1996, Abbey Na-
tional commissioned BMRB International to switch their continuous tracking survey to Multi-
media CAPI. Figure 2 shows some results from the tracking study. 

The chart shows prompted recognition of an execution over six months. This particular adver-
tisement used a creative technique that relied heavily on movement of images: this could not be 
well replicated in telepics. 

In August, September, October and December, a telepic which included frames with branding 
on was shown, and respondents were asked whether they remembered seeing the commercial. 

As Figure 2 shows, while the execution was on air, recognition remained at around ten or eleven 
percent, but when the advertisement was next tracked in December, this figure had fallen to five 
percent. In January, the entire commercial was shown to respondents for the first time using 
Multimedia CAPI. As a result, recognition was more than double its on air peak, despite the fact 
that it had not been on air since October. This suggests that ‘real’ awareness at the time of the 
campaign could have been as high as 40%, but that many respondents who had seen the com-
mercial did not recognise it from the still images. We are as likely to have been measuring how 
well our telepic represents the ad, as to have been measuring recall of the ad itself. 

Therefore, recognition does not always increase by a fixed factor using multimedia CAPI. This 
is because telepics inevitably vary in the extent to which they depict commercials accurately and 
this variability is not quantifiable. Multimedia enables us to start with a level playing field so 
that recall of different advertisements reflects reality and is not dependent on how well the ads 
translate into telepics.  

This is evidence that the use of telepics in prompting advertising recall is a pure lottery - as 
likely to under estimate recall as it is to over estimate. A perfectly good campaign could easily 
be wrongly scrapped on the basis of poor impact or lack of memorability when the problem lies 
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with the telepic not the advert. Effective evaluation of advertising performance cannot be guar-
anteed with such huge random effects introduced by the measurement technique. Multimedia 
CAPI is a more accurate and sensitive tool to measure recognition of TV advertising than the 
use of telepics. 

Evaluating the specific contributions of elements of the advertising 

As well as enjoying the benefits of better quality of recall data from playing a fully integrated 
commercial, it is also possible now to isolate individual elements such as branding and music 
and measure their contribution. This is simply done by editing the film shown to respondents. 

With Multimedia CAPI we can prompt respondents with as much or as little of the ad as we 
choose: from a snippet of the music, through a short scene, to the whole ad. The purpose of giv-
ing a partial prompt is to measure the association of the brand with the visual or aural imagery. 
A strong association with the brand is extremely important for successful advertising - what is 
the point if a respondent remembers the advertisement but cannot recall what company was be-
ing advertised? 

Correct brand attribution:
Gordon’s Gin ad

% of all recognisers

9

35

 

Figure 3 returns to the Gordon’s Gin example. The telepic and the film had the branding se-
quence removed. Respondents who recognised the ad from either source were asked which 
brand was being advertised. Only 9% of recognisers of the telepic could name Gordon’s as the 
brand. 35% of those recognising the film knew it was for Gordons - four times as many. In this 
case the client would have got the wrong impression of their ad from two of the most fundamen-
tal measures of advertising evaluation.  
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This technique of isolating components of an advertisement is a very powerful tool to a better 
understanding of how advertising works and can allow researchers to assess the relative impact 
of different styles of advertisements. The different components of a single ad (e.g. specific 
scenes, personalities, voice-overs) can be isolated and their contribution investigated. This can 
provide invaluable guidance to clients and advertising agencies in the development stages of 
campaigns (i.e. pretesting) as well as aiding decisions about cut downs (shortened versions of 
the ads) and the mix of advertisements in a campaign. 

Greater abundance of data 

As well as improving the quality of the advertising evaluation on Abbey National’s tracking 
study, we have also been able to glean additional information from new sources. 

Whereas it would be unrealistic to ask people their opinions of a commercial they had only seen 
on a telepic, multimedia CAPI enables us to get feedback from the whole sample, including 
people who have seen the ad for the very first time in the interview. This is something that has 
never been possible before, in the more realistic surroundings of an individual in-home inter-
view. This can be particularly useful if recall among the target audience proves to be poor as 
you can discover whether it was an element of the creative that didn’t work - hence a tracking 
survey can offer learning for the development of ads. 

The optimum frequency of exposure has been hotly contested in the advertising industry re-
cently and a better understanding of how opinions change with exposure will be enormously 
useful to the industry. It may prove possible to predict wearout of a campaign, even in its early 
stages, by comparing the reactions of those who have seen it many times, a couple of times or 
once only.  

As well as obtaining feedback from a wider base, we are now able to gain a richer insight into 
respondents’ reactions to the ads because they have just recently been exposed to the film rather 
than relying on what could be a distant memory of the ad, prompted only by telepics which may 
highlight a particular scene. As one respondent said: 

“I think it is very useful if you want someone’s impression of an advert because you can’t rely 
on people’s memory”. 

4. Looking to the future 

Most of the evidence I have presented in this paper comes from advertising evaluation studies 
because this is the area that is enjoying the most immediate benefits. However, new applications 
are emerging constantly as we use the technology to tackle clients’ research problems overcom-
ing the barriers which researchers, interviewers and respondents have faced in the past. 

It would be foolish to predict that Multimedia CAPI will replace CAPI in the near future - the 
introduction of Rolls Royce did not put Ford out of business - as CAPI has not replaced all pa-
per interviewing. I have demonstrated that multimedia CAPI offers significant improvements in 
data quality, both in terms of increased accuracy and richness, for some research needs. These 
are additional benefits over CAPI which will demand a price premium. As clients are under in-



HELEN LYTHGOE: MULTIMEDIA CAPI - THE FUTURE OF FACE-TO-FACE INTERVIEWING 21 

NEW METHODS FOR SURVEY RESEARCH 

creasing pressure to justify their advertising budgets, it is highly important that research has the 
tools to provide sensitive measures of effectiveness. 

On a lighter note, respondents also find the interview more interesting and involving enabling 
interviewers to retain their attention throughout lengthening surveys. In an industry facing de-
clining face-to-face response rates, technology that can solve clients’ research problems and 
provide interest for the respondent can only be a good thing. 
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An Evaluation of Computer-assisted Occupation Coding 
Diane Bushnell 

Abstract 

Most of the social surveys carried out by the Office for National Statistics are conducted using 
computer-assisted interviewing. Occupation coding is carried out by interviewers, at home after 
the interview, using traditional clerical methods. This article describes a study carried out to 
evaluate the impact of computer-assisted coding on the quality of coded occupation data. An 
experiment was conducted comparing clerical coding to two computer-assisted coding systems, 
with respect to reliability and accuracy of coding, cost, speed and ease of use. The article con-
cludes that computer-assisted coding of occupation by interviewers is feasible, but that the qual-
ity of the resulting data is dependent on the coding system used. 

Keywords 

Interviewer coding; computer-assisted coding; coder reliability 

1. Introduction 

At the 1996 ASC conference I described the first stages of a study comparing occupation coding 
by interviewers using clerical and computer-assisted procedures (Bushnell, 1996). This paper 
describes the final results and recommendations from the study. 

Social Survey Division (SSD) of the Office for National Statistics (ONS) conducts many large 
scale social surveys on behalf of government departments and other public bodies. Occupation 
details are collected from respondents on each of these surveys, which are later coded to the 
Standard Occupational Classification (SOC)(OPCS, 1990). SSD interviewers code occupation 
at home, after the interview, by referring to a paper coding index. As most surveys are now car-
ried out using computer-assisted interviewing (CAI) SSD has been investigating the feasibility 
of using computer-assisted techniques for coding occupation. 

Although computer-assisted coding is used routinely for straightforward coding frames, such as 
countries, vehicle makes and models and food items, it has not been used on a large scale for 
occupation coding in the UK. Occupations are notoriously difficult to code as there is consider-
able variation in the responses which respondents give, the interpretations which coders can 
give to the job titles, as well as ambiguity in the coding frame itself. 



24  

NEW METHODS FOR SURVEY RESEARCH 

It is often assumed that coding quality will always be improved, or at least made no worse, by 
the introduction of computer-assisted coding, but there is little empirical evidence to back this 
up. Previous studies of computer-assisted coding of occupation have shown modest improve-
ments in reliability and accuracy of coding but they have either been based on office coding 
(Campanelli et al, 1997) or on automated coding, where the system selects the ‘best’ code with 
no coder intervention (Dalton and Keogh 1995, Eurostat 1995). No work has been carried out to 
date on the quality of occupation coding by interviewers using computer-assisted techniques 
during the interview or within a CAI questionnaire. This study was designed to test whether com-
puter-assisted coding of occupation by interviewers would, in fact, increase coding accuracy 
and/or reliability. 

2. Background 

Standard Occupational Classification 

In the UK, the most commonly used classification system for social and health-related research is 
the Standard Occupational Classification (SOC). SOC is a hierarchical scheme consisting of 371 
occupational unit groups (SOC codes): these can be aggregated to form 77 Minor and 9 Major 
groups. For example, unit group 270 (Librarians) is in Minor group 27 (Librarians and related Pro-
fessionals) which is in Major group 2 (Professional Occupations). 

The ideal coding procedure for use with the classification is to collect the respondents job title 
and, where possible, job description, whether employed or self-employed, details of industry, 
qualifications required for the job, size of the establishment, number of employees and whether 
carrying out any managerial or supervisory tasks. Obviously, this amount of information is not 
always available, e.g. on death certificates. However, in the context of a survey, the interviewers 
can collect all the information required. The coders (whether interviewers or office-based) then 
search through a paper coding index for a match to the job title. If there is no exact match the 
coder can use other available information or must use a series of rules to identify the appropriate 
code. In the absence of sufficient detail the coder can assign a default code to the occupation. 

Office versus interviewer coding 

SSD has been coding occupation in the field since the mid-1980s. Previously, in common with 
most other survey organisations, specialist coders based in the office were employed. Studies 
carried out at that time (Dodd 1985, White 1983) comparing office and field coding showed that 
although interviewers could not achieve the same levels of inter-coder consistency as office 
based coders, their smaller workloads meant that any systematic bias demonstrated by individ-
ual coders had less impact on the precision of the results. Moreover, they learnt what occupation 
details were important to the coding process and became better at eliciting appropriate informa-
tion in the interview. Finally, the cost and time savings were sufficiently large to offset any con-
cerns about a reduction in data quality. 

The studies carried out in the 1980s involved interviewers who were new to coding. In 1995, 
ONS carried out an experiment with SCPR (Social and Community Planning Research, an in-
dependent research institute carrying out many social surveys in Britain) to compare office with 
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field coding of occupation (Martin et al, 1995), given that the interviewers were now more ex-
perienced. ONS and SCPR jointly carry out the fieldwork for the Family Resources Survey 
(FRS): for the experiment 200 cases were extracted from the FRS and coded using the respec-
tive standard coding methods of the two organisations (office coding for SCPR and field coding 
for ONS).  

Table 1 Results of a study comparing office and field coding of occupations 

 Reliability % agreement with expert 
 Office Field Office Field 

SOC  0.82 0.74* 80 77 

SOC Major group 0.90 0.86* 88 87 
* statistically significantly different at 5% level from Office coding 

 

Although inter-coder reliability was still lower for field coding compared to office coding, there 
was no significant difference in accuracy between the two groups of coders (Table 1). (Accu-
racy was defined as the percentage agreement between the coders and an expert occupation 
coder). As in the previous trials, any coder bias had a potentially greater impact on the precision 
of occupation-related estimates when office coded, compared to coding carried out by inter-
viewers (not shown). The quality of field coding has clearly improved since its introduction but 
we felt that there was further scope for improvement. 

Computer-assisted coding systems 

In SSD, occupation details are collected during the interview and then reviewed and coded later by 
the interviewers when they are at home. Therefore, it is essential that any coding system adopted 
can be used by interviewers (i.e. non-specialists in occupation and coding), can be integrated with 
the CAI system used for collecting the data and can be used on a laptop computer. Ideally, the oc-
cupation details would be coded during the interview so that queries could be resolved immedi-
ately with the informant.  

Most CAI systems incorporate coding facilities but these are often not sophisticated enough for 
the complex coding requirements of occupation. Some specialist coding systems have been devel-
oped, but these have mainly been constructed with the requirements of a Census of Population in 
mind, or for organisations where coding is carried out by a few skilled coders in the office.  

In 1995, a study was carried out in ONS to evaluate various systems for occupation coding (Bush-
nell, 1995) comparing each against a set of essential and desirable criteria. The application which 
seemed to meet most of our requirements was CASOC (Computer Assisted Standard Occupa-
tional Coding), a system developed by the University of Warwick, with the University of Cam-
bridge (Elias et al, 1993). CASOC is a knowledge-based coding system, built around the Standard 
Occupational Classification: it applies the same standard coding rules as ONS Census and Survey 
coders. In the CASOC system, weights are attached to the index entries according to how likely 
the occupation is to occur in the population as well as how good an index entry is to the given job 
title (e.g. if the given job title is Secretary, then the index entry Secretary/Typist will be given a 
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higher weight than Secretary of State). CASOC also allows the option of using employment status 
information to narrow the search for a suitable code (e.g. where the respondent is self-employed, 
occupation codes most appropriate for self-employment are given higher weights) and the data-
base of job titles contains synonyms and additional titles not listed in the published index. As 
CASOC is intended for stand-alone use SSD commissioned the authors to produce a customised 
version which could be incorporated into its standard CAI software, Blaise. 

Once we had established the feasibility of integrating a computer-assisted occupation system with 
the usual CAI procedures, we began a further study to investigate the impact on data quality from 
using such a system, compared to the normal clerical procedures used by SSD interviewers. The 
scope of the study was extended to include a system based on the in-built coding facilities of 
Blaise, so that the expert system could be compared with a simple word-matching system. 

The word-matching algorithm used in Blaise is based on trigrams: the entered description is split 
into successive three-letter substrings. Entries in the index with a set percentage of matching tri-
grams will be displayed, with the highest matches listed first. This method of matching has the 
advantage of coping with spelling errors and of allowing words to be in any order in the descrip-
tion. These are obviously important attributes when coding occupation from verbatim responses 
given by informants: interviewers are likely to make spelling mistakes and to abbreviate titles, and 
job titles may be given in many different ways, e.g. primary teacher or teacher primary.  

3. Aims of the study 

The main aim in carrying out the study was to determine whether computer-assisted coding of 
occupation by interviewers could improve the quality of coded occupation data, particularly by 

• improving coding consistency 

• improving coding accuracy 

• reducing costs 

• decreasing interviewer burden. 

Arguments against using interviewers as coders have generally been concerned with the lower 
reliability and accuracy of coding achieved by field coders, when compared to office staff with 
ready access to a supervisor. We, therefore, wanted to assess whether the use of computer-
assisted coding methods could increase levels of coding consistency and accuracy to those ob-
tained by office coders. 

Another, less important, aim was to assess the feasibility of coding occupation during the inter-
view. If this could be achieved then we would expect the validity of the code assigned to the 
occupation to be improved. 
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4. Design of the study 

Three hundred sets of occupation details were extracted from Labour Force Survey (LFS) data 
collected in March, April and May 1995. The details included the respondent’s job title, a descrip-
tion of the main duties and responsibilities of the job, the qualifications required, the industry and 
some employment status information, i.e. whether the respondent was self-employed, a manager 
or supervisor, and the number of employees working in the establishment. 

The experiment was constructed in three stages. At the first stage, 24 interviewers each coded the 
300 sets of occupation details using the standard clerical procedure (using an adapted Blaise ques-
tionnaire). 

For the second stage, another Blaise questionnaire was developed, incorporating the customised 
CASOC/Blaise 2.5 system. The coding interface was adapted to look and behave like Blaise so 
that there would be no need for the interviewers to learn new keystrokes or procedures. This time 
the CASOC system searched through its database of occupations for suitable matches to the job 
title and employment status information. A list of suggested matches were displayed on the screen, 
along with the appropriate code and the unit group title. Where there was more than one possible 
match the interviewers could review the list of suggestions and select the code that they felt was 
most appropriate. Alternatively, they could edit the job title to add or remove information and 
search through the database again. 

To minimise memory effects, we allowed nine months to elapse between the first two stages of the 
experiment and the occupation details were presented to the interviewers in a randomly rearranged 
order. 

At the third stage, a different set of 24 interviewers coded the same 300 occupations using the in-
built Blaise coding system. By this time, SSD had upgraded to the next version of Blaise (Blaise 
III). The word match was initially based on the job title. Similarly to the CASOC system, the in-
terviewers could look through all the suggested matches and choose one, or they could edit the 
given job title and search through the database again. The interviewers could also search through 
the levels of the classification hierarchy to check against the unit group heading that the code was 
appropriate. 

At the second and third phases, the interviewers were asked to complete a semi-structured ques-
tionnaire giving us their views on using the computer-assisted system, and comparing it to their 
normal procedures.  

As well as looking at quality of coded data at the SOC code level, we were also interested in the 
impact of the coding systems on the quality of classifications derived from SOC: SOC Major 
groups, Social Class and Socio-economic Group. For simplicity, in this article, I have only pre-
sented results for SOC and SOC Major groups (MG). 

All significance tests carried out were at the 95% level of significance. Where appropriate, ad-
justments were made for multiple tests and for repeated measures (e.g. the cases being coded 
were the same for all interviewers and there was an overlap between coders taking part in the 
first and second phases.). Differences between methods are only quoted where statistically sig-
nificant, unless otherwise stated.  
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5. Coding reliability 

In this study, coding reliability was defined as the extent to which two independent coders would 
assign the same code to the same case. A straightforward index of reliability is the proportion of 
agreement or P  (Kalton and Stowell, 1979). It can be estimated by computing the proportion of 
all paired comparisons in which two codings agree. Reliability statistics will range between 0 and 
1, with 1 indicating perfect reliability: all coders will assign the same code to the same case. 

With any comparison between raters, some degree of agreement can occur by chance alone (Fleiss 
1971). However, with a long coding frame like SOC at the three-digit level, the probability of two 
coders assigning the same code by chance will be low, and it is usually sufficient to use P  (Elliot 
1982). 

We hypothesised that computer-assisted coding would result in higher levels of reliability than 
clerical coding. The standard coding rules should be more consistently applied; the suggestions 
displayed will always be the same for a particular combination of job title and employment status 
so the coders will be presented with a consistent set of choices; the list of codes to choose from 
will be much shorter than using a paper index (containing over 20,000 job titles at present). The 
chance of making a transcribing error will be reduced as the interviewer no longer has to type in 
the code, only press the ENTER key, but this may be offset by interviewers selecting a code from 
the list by mistake. 

In addition, a knowledge-based coding system should result in higher reliability than a simple 
word-matching system: the shortlist of codes presented should be more appropriate so that the in-
terviewers pick codes from that list more often, resulting in higher agreement between interview-
ers. 

Table 2 Reliability ( P ) for clerical and computer-assisted coding methods 

  Clerical method CASOC Blaise III 

SOC   0.73 0.74 0.76* 

SOC Major group  0.85 0.86 0.88* 
* statistically significantly different at 5% level from Clerical method 

 

There was no statistically significant difference in reliability between the CASOC system and 
clerical coding at either the SOC code (most detailed) or Major group (most aggregated) level. 
However, Blaise III coding was significantly more reliable than coding clerically (Table 2). Thus, 
we cannot conclude that computer-assisted coding, in general, is more reliable than clerical coding 
by interviewers. Contrary to our expectation, coding based on a simple word-matching system 
seems to improve coding reliability more than using a knowledge-based system. 

Interviewers using CASOC had the same reliability as field clerical coders in the previous experi-
ment, whilst those using the Blaise III system were nearer to levels achieved by the office coders 
(levels for SOC and MGs respectively were 0.76 and 0.88 for Blaise III coding, compared to 0.82 
and 0.90 for office coding, Table 1). The only statistically significant difference was at the SOC 
level between CASOC and office coders. However, the same substantive difference between reli-
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ability statistics will be considered significant in one instance and not the other due to the nature of 
the tests being carried out (tests for two independent samples between the studies and tests for 
paired samples within the studies), thus the interpretation of these statistical tests is unclear. 

6. Accuracy 

By itself, reliability is not sufficient to assess data quality: reliability may be high even when the 
codes assigned are incorrect. For example, reliability will be perfect if all coders assign a single 
code to all occupations, regardless of whether the code is suitable or not. It is, therefore, impor-
tant to ensure that an increase in reliability is not offset by a decrease in validity or accuracy of 
coding. 

We were not able to assess validity of coding, that is, whether codes assigned to occupations 
were actually the most appropriate, as we were not able to go back to respondents to check their 
answers. Instead, we examined the accuracy of coding by comparing the codes assigned by the 
interviewers in the experiment and an expert occupation coder. The expert coder had coded 
thousands of occupations on the 1991 Census of Population and was very experienced in apply-
ing the coding rules and resolving queries. We defined coding accuracy as the percentage 
agreement between the interviewers and the expert. 

The relative accuracy of coding using the various procedures will depend on whether the inter-
viewers are influenced by the coding system used or whether they continue to code as they do 
clerically. In the first instance, accuracy will depend on how good the system is at suggesting 
appropriate codes; in the second instance, accuracy will remain the same as for clerical coding. 
We expected, by definition, that a knowledge-based system must be more accurate than a word-
matching system, especially as the CASOC system was designed with the standard SOC coding 
rules as part of its knowledge base. 

Table 3 Percentage agreement with expert coder 

 Clerical CASOC Blaise III 

SOC 76.5 75.2 79.5* 

SOC Major groups 86.9 87.3 90.0* 
* statistically significantly different at 5% level from Clerical method 

 

On average, the accuracy of codes assigned using the CASOC system was no different from 
codes assigned clerically, but the Blaise III accuracy levels were significantly higher than both 
the clerical and CASOC levels (Table 3). This result contradicted our assumption that the 
CASOC system would produce the most accurate codes. 

The accuracy of codes assigned using the CASOC system was again similar to levels obtained 
by the field clerical coders, whereas the accuracy of coding using the Blaise III system was as 
high as that obtained by office coders (Table 1), even at the SOC code level (levels of accuracy 
for SOC and MGs respectively, were 80 and 88 for office coders, compared to 80 and 90 for 
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Blaise III coders). There were no statistically significant differences between the two studies but 
again, these findings are difficult to interpret due to the differing nature of the tests applied. 

7. Bias 

Coders can contribute two types of error to survey estimates: random or haphazard errors in as-
signing codes; and correlated errors - the effect of individual coders using the coding frame in a 
systematically different way from the ‘average’ coder. In the case of correlated errors, although 
the individual errors may be thought of as bias, the impact of these systematic differences is to 
increase variance around survey estimates of that particular code category. 

When using a computer-assisted system, errors may also be correlated between coders. This will 
arise when coders select suggested codes, especially the first suggested code. In a perfect coding 
system, this first code would have a high chance of being the correct code. However, occupations 
are notoriously difficult to code: the informant can describe their job in many different ways and 
there are some occupations that are difficult to classify, even by experts. So, where interviewers 
systematically accept suggested codes that are incorrect a ‘coding system’ bias will be introduced.  

Whereas the individual coder biases are likely to cancel out on average, the ‘coding system’ bias 
will not (as there is only one system in use). Therefore, the correlated errors produced through 
using a computer-assisted occupation coding system are more likely to result in an overall bias.  

Coding system bias 

Assessing bias is usually very difficult: data collected on surveys is usually subject to some sort 
of error (measurement, recall, sampling, etc.) and so we have no ‘true’ value against which to 
compare our estimates. In this study, we made the assumption that the codes assigned by the 
expert coder were the correct codes. We looked for evidence of bias by comparing the distribu-
tions of the occupation codes found in the experiment with the distribution obtained from the 
expert coder. Sample sizes from the experiment were not large enough to allow comparisons 
between distributions at SOC code level but it was possible to examine SOC Major groups. To 
gauge whether the proportion in each group were significantly different from those obtained by 
the expert, confidence intervals were constructed around each estimate: if the expert value was 
not contained within the confidence interval then this was defined as a significant difference. 
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Table 4 Distribution of occupations by Major Group 

SOC Major Group Expert Clerical CASOC  Blaise III 
  % % %  %
1 Managers & Administrators 14.0 15.9 * 16.0 * 13.9
2 Professionals 6.3 6.4 6.3  7.1 *
3 Associate Prof. & Technical 12.0 11.3 * 11.6 * 11.7
4 Clerical & Secretarial 14.0 14.2 14.0  14.2
5 Craft and Related  12.0 12.0 11.9  12.1
6 Personal & Protective Service 10.0 9.8 9.5 * 9.4 *
7 Sales 9.0 7.9 * 7.6 * 8.4 *
8 Plant & Machine Operatives 9.7 9.9 9.7  9.6
9 Other Occupations 13.0 12.7 13.3 * 13.6 *
* statistically significant difference at 5% level from Expert    

 

The distributions of Major Groups, resulting from each of the coding methods do show some 
differences from the distribution obtained by the expert coder (Table 4). However, the pattern of 
bias for each method is different and it is difficult to assess whether any one of the methods is 
more biased than another. We cannot draw any conclusions from this about whether computer-
assisted coding is more biased than clerical coding or whether a coding system bias exists. 

Influence of coding systems 

If the coders have a tendency to select codes which have been suggested by the systems, regard-
less of whether they are correct or not, then survey estimates will inevitably be biased: the ex-
tent of bias depending on the accuracy of the suggested codes. Coders in this study were using 
the systems for the first time: it is likely that their experience in clerical coding prevented them 
from being influenced totally by the codes offered by the system. However, if such a system 
were introduced, it is possible that over time the interviewers will become more dependent on 
suggested codes. This is even more likely amongst new interviewers who will never be trained 
to use traditional clerical methods.  

With computer-assisted systems, as opposed to completely automated coding systems, coders 
are generally presented with more than one suggestion to choose from. One method of assessing 
the system influence is to look at the agreement between the code assigned by the interviewer 
and the first code suggested by the coding system, i.e. the code at the top of the suggestions list. 
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Table 5 Percentage agreement between first code suggested by coding system and 
interviewers  

 CASOC Blaise III 
   
% correct first codes 62 50 

% first codes selected by interviewer 64 50 

% correct first codes selected by interviewer 90 92 

% incorrect first codes selected by interviewer 23 8 

 

Looking at the amount of agreement between the first code suggested by each system and the 
expert coder, we can see that the percentage of correct first codes is higher for the 
CASOC/Blaise 2.5 system than for the Blaise III system (62% compared to 50%) (Table 5). At 
face value, if interviewers tend to agree with the suggested codes, those using the CASOC sys-
tem will be more accurate than those using the Blaise system. However, we know that this is not 
the case. 

The key finding from this analysis is that the amount of agreement between the first codes and 
the codes assigned by the interviewers is dependent on whether the first codes are correct or not. 
When broken down by whether the first codes is correct, we can see that for both systems, in-
terviewers were more likely to agree with the first code suggested if that code was correct, than 
with an incorrect suggestion (about 90% agreement for both systems). However, there is a dif-
ference between the systems in the agreement with incorrect first codes: 23% of interviewers 
using the CASOC system agreed with codes suggested which were incorrect, compared to only 
8% of interviewers using the Blaise III system.  

To summarise, interviewers using the CASOC coding system were more likely to select sug-
gested codes, regardless of whether the code was correct or not, whereas interviewers using the 
Blaise III system selected correct codes but tended to reject incorrect codes more often, going 
on to find solutions of their own.  

Two questions arise from these findings: why don’t interviewers select correct codes when they 
are suggested; and why is there a greater tendency to agree with suggested codes when using the 
CASOC system? 

Reasons why interviewers might reject a correct code include the possibility that, although the 
code is correct, the word match presented may not look appropriate when compared to the job 
title; also interviewers may have preconceptions about the appropriate code or may remember 
the code they ‘normally’ use for that job title and search through the database until they find it.  

A possible explanation why interviewers using CASOC seem to agree with incorrect codes 
more often those using Blaise could be that the codes suggested by an expert system are more 
plausible than those suggested by a word matching system. The Blaise suggestions may be so 
obviously wrong that the interviewers immediately reject them and search for better alterna-
tives. 
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Total agreement with system suggestions 

If, as speculated earlier, coders change their behaviour over time to the extent that they agree 
with every first code suggested, this would be the same as using each of the systems to code 
automatically. We can easily look at the result of this behaviour by comparing the distribution 
of first codes arising from the systems to that obtained by the expert coder. 

Table 6 Distribution of first codes by Major group 

SOC Major Group Expert CASOC Blaise III 

  % % % 

1 Managers & Administrators 14.0 15.7 13.0 
2 Professionals 6.3 4.7 9.3 
3 Associate Prof. & Technical 12.0 14.7 11.3 
4 Clerical & Secretarial 14.0 13.3 12.3 
5 Craft and Related  12.0 12.7 10.7 
6 Personal & Protective Service 10.0 8.3 10.3 
7 Sales 9.0 7.3 9.0 
8 Plant & Machine Operatives 9.7 9.0 11.7 
9 Other Occupations 13.0 14.0 12.0 

 

Clearly, in the extreme case that coders always selected the first code suggested, there would be 
serious consequences for the estimation of the proportion of occupations assigned to the Major 
groups (Table 6). If computer-assisted coding is adopted, it will be essential to regularly moni-
tor the coding behaviour of interviews by measuring their agreement with first codes.  

8. Speed 

The interviewers were asked to record the time they spent coding the 300 occupations so that we 
could compare the relative speeds of the methods. Although this was prone to all the usual er-
rors: rounding, memory lapse, differing computer speeds, and so on, it did give us an approxi-
mation of the kind of time savings which might be achievable. 

Computer-assisted coding was significantly faster than clerical coding. Interviewers using the 
CASOC/Blaise 2.5 system averaged time savings of between 20 and 30 minutes per 100 codes 
assigned; those using the Blaise III system saved between 30 and 40 minutes per 100 codes, 
compared to those using the clerical method. 

Although it appears that significant time savings (and therefore cost savings) can be made by 
using computer-assisted coding, in practice, interviewers will be assigning codes one at a time, 
rather than in a batch of 300 and therefore time savings may not be so substantial in the field. 



34  

NEW METHODS FOR SURVEY RESEARCH 

9. Usability 

The interviewers taking part in the trials were asked to fill in questionnaires to provide us with 
feedback on the use of the systems. Most of the interviewers found using a computer-assisted 
system easier than coding clerically, although some found ambiguous occupations slightly more 
difficult to code. Most of the problems that arose were due to deficiencies with the coding frame 
and index, rather than the coding systems. Despite some reservations, all the interviewers 
thought that occupation coding should be computerised and looked forward to using such a sys-
tem in the future. 

When asked whether the systems, as used in the study, could be used during the interview, the 
interviewers were less enthusiastic. Their main objection was that the systems were too slow 
and that spending a lot of time coding during the interview would interrupt the flow of the inter-
view and disrupt the rapport they had established with the respondent. They also felt that it was 
not appropriate to spend a lot of time on occupation issues when it may appear to the respondent 
to have little relevance to the survey topic. 

10. Conclusions 

This experiment clearly demonstrates that computer-assisted coding of occupation by interview-
ers is feasible, without a reduction in data quality, where coding is carried out after the inter-
view.  

However, computer-assisted coding will not automatically improve data quality: the coding sys-
tem used has a significant impact on the quality of occupation coding. Although there were sig-
nificant improvements in reliability and accuracy of occupation coding when using the Blaise 
III system, coding using the CASOC/Blaise 2.5 system developed for our study was no more 
reliable or accurate than coding clerically. 

One of the objectives of the study was to see whether interviewers using computer-assisted cod-
ing could match the coding quality achieved by office coders. This objective seems to be attain-
able: reliability and accuracy for coders using the Blaise III system were as good as those 
achieved by office coders in a previous experiment.  

From the analysis carried out so far, it was difficult to establish whether bias would be intro-
duced into survey estimates if a computer-assisted coding method was introduced. There did, 
however, appear to be a tendency for interviewers using the CASOC/Blaise 2.5 system to agree 
with the code suggested by the system, even where that code was incorrect. If this tendency 
were to increase over time then, unless the proportion of incorrect codes suggested were re-
duced, a bias would almost certainly be introduced. 

The use of either of the computer-assisted systems is likely to result in cost savings due to a re-
duction in the time interviewers spend coding. Other cost considerations, such as one-off costs 
associated with a change to computer-assisted coding and the costs of maintaining the systems, 
will be similar whichever is used. In the long term, therefore, it is likely that using a computer-
assisted coding method will be cheaper than the existing clerical method. 
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There was a definite decrease in interviewer burden when using the computer-assisted systems. 
Improvements suggested by the interviewers either concerned the coding frame and index 
(which ONS is currently reviewing) or were technical details, which will be relatively easy to 
change (e.g. screen layout). 

All the interviewers thought that occupation coding during the interview, using the systems in 
the trial, would not be possible, even though they recognised the advantages that it would bring. 
With the continuing advances in computer technology and with revisions to the coding index 
and frame taking place for the 2001 Census of Population, it is possible that the issues that in-
terviewers thought would prevent successful interactive coding, will be resolved in the next few 
years. 

In conclusion, compared to the standard clerical procedures, interviewers using computer-
assisted methods can code occupation more consistently and accurately, faster, more easily and 
with cost savings. 

However, before deciding whether to adopt computer-assisted occupation coding for all SSD 
surveys, some further analyses will need to be carried out to assess any impact on time series 
which may result from a change in coding method. Although we can argue that the data will be 
more accurate, it is important that we inform users of the data of potential changes.  
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Survey documentation: the representation of CASIC 
questionnaires 

Roger Thomas, Martin Bulmer and Paul Donagher 

Abstract 

The introduction of computer assisted survey information collection (CASIC) has made techni-
cally feasible a much higher level of questionnaire complexity than was possible in paper and 
pencil days. However, the content, structure and workings of a CASIC questionnaire are much 
more difficult for the non-technical reader to comprehend. Various attempts have been made to 
render these intelligible to non-specialists. It is argued that a more comprehensive attack on the 
documentation problem is needed. 

Keywords 

Computer-assisted interviewing, CAPI, PAPI, documentation, questionnaire, interview routing, 
electronic documentation 

1. A revolution in survey data collection 

CASIC (computer-assisted survey information collection) is a generic name for methods where 
survey data collection is controlled through a computer program, rather than a paper question-
naire. This is one of the biggest transformations to have taken place in survey research during 
the last half century. Starting in the mid-nineteen eighties, Social Survey Division of OPCS 
(now part of the Office for National Statistics) embarked on a programme to convert its range of 
continuous household surveys. Using the CAPI variant of CASIC (computer assisted personal 
interviewing). The surveys converted to CASIC included the Labour Force Survey, the General 
Household Survey, the Family Expenditure Survey, the National Travel Survey and a number of 
others. 

One important reason why the change was made at that time was that the falling real price and 
increasing power and reliability of laptop computing devices had (for large survey organisa-
tions) made the costs of equipping a large force of field interviewers with laptops capable of 
running CASIC (and the concomitant investment in infrastructure and retraining) economically 
feasible, and it was hoped to achieve improvements in the efficiency of the data collection proc-
ess.  

Apart from hardware, the other fundamental requirement was suitably versatile and reliable 
software. At the time there were (and still are) a number of strong competitors in the field (Mar-
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tin and O’Muircheartaigh 1991), but a key development was the forging of a collaborative link 
between OPCS and the Netherlands Central Bureau of Statistics. CBS had developed the com-
puting package BLAISE, using the PASCAL language, with government applications of CASIC 
particularly in mind and this, in its successive versions, became the de facto standard CASIC 
package for UK government (though not commercial) applications. In the commercial field, 
geared to the needs of market research, different packages are in use in the UK, such as Quan-
cept, Bellview and others. The focus on BLAISE here follows from its dominance in UK (and 
indeed EU) public sector survey research.  

Other organisations that do much central government work, such as SCPR, also acquired the 
BLAISE software and built up a strong CAPI capability based around this package. Currently 
not only a range of ONS surveys, but also the European Household Panel surveys and the Fam-
ily Resources Survey (both of which are collaborations between ONS and SCPR) and surveys 
conducted by SCPR such as the British Crime Survey, the Health Surveys for England and 
Scotland, the British Social Attitudes surveys and others, use BLAISE and CAPI. Once the ini-
tial investments in hardware, infrastructure and interviewer, researcher and support staff training 
had been made, it became economic and efficient to design (or convert) and run as many other 
surveys as possible under CAPI and there is now a generation of major and complex govern-
ment surveys that from the outset have been designed and run in CAPI.  

In the commercial survey field, meanwhile, a variety of CAPI/CATI computing packages offer 
increasingly sophisticated facilities of special interest to market researchers (cf Snijkers 1992). 
In terms of basic principles all CASIC applications have a lot in common, but developments in 
the commercial and government fields have tended to diverge to some extent. The government 
surveys at the head of the queue for conversion to CAPI tended to be large, continuous, rela-
tively slow moving and concerned with problems of handling complex data structures (eg mul-
tiple household interviews, internal data hierarchies). This contrasts with the emphasis in many 
market research applications on doing things very quickly, cheaply and flexibly and on ability to 
use special facilities such as multi-media.  

2. Some concomitants of the move to CASIC 

A move to computer-assisted methods requires the creation of technical infrastructure and the 
employment of experts in the use and maintenance of CASIC software. Costs also arise from 
the need to write and test an application program or programs for each survey project. The time-
table profile of surveys is also affected, with a greater need for “up-front” investment of time 
and effort (cf Nicholls et al. 1997). However, where surveys are similar and not too complex 
and questionnaire designs are rather standard, this is balanced by savings. Design and printing 
of paper questionnaires and separate data entry are no longer necessary and the data as they 
emerge from the data collection process are likely to be more tractable and error-free, thus pay-
ing backing the CASIC program development costs.  

However, this implies that all other factors are held constant. Some indeed hailed the advent of 
the all-electronic survey process, though as with the ‘electronic office’, this is clearly some way 
away. In  practice the introduction of CASIC in government surveys has sometimes led to an 
increase in survey complexity, rather than simply to the streamlining of survey procedures as 
they existed before CASIC. This is probably an inevitable concomitant of the introduction of 
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powerful new technologies. Survey organisations, finding that there were inconvenient limits 
and rigidities built into early versions of the packages, demanded improvements from the soft-
ware producers, who responded by providing more powerful and versatile versions. These al-
lowed more complex programming manoeuvres to be attempted (and required higher specifica-
tion laptop computers to run them). Survey researchers and their clients then tend to devise 
more ambitious surveys to exploit the enhanced facilities that the software designers and the 
more powerful hardware have placed in their hands.  

ONS, SCPR and other survey organisations that have invested heavily in CASIC technology 
still use other methods of data collection for certain surveys (particularly, of course, postal and 
other self-completion surveys, but also interview surveys the structure of which does not play to 
the strengths of CASIC), but the technical cultures of these two organisations has been strongly 
influenced by CASIC. In contrast to the situation ten or so years ago, the question has become, 
whether and how to maintain paper and pencil questionnaire design and interviewing skills, 
rather than whether and to what extent to invest in the development of CASIC.  

Currently, government survey organisations are visibly passing from Phase 1 to Phase 2 of the 
CASIC revolution. At Phase 1 much of the thinking of survey data collection instrument de-
signers was still rooted in the design of paper questionnaires; indeed, much of the work done 
was actually concerned with converting surveys to CASIC, starting from existing paper ques-
tionnaires. At Phase 2 we have a new generation of survey designers who are computer-
sophisticated, have grown up as professionals with CASIC and whose thinking about survey 
data collection is conditioned by that. As a result of the developments described there are now 
CAPI survey data collection instruments (ie programs designed to run on powerful laptops) that 
simply could not be converted back into paper and pencil interview (PAPI) questionnaires, at 
any rate without total redesign and reduction and simplification of objectives.  

3. Features and facilities of CASIC program packages 

In the UK (and also most of Europe) BLAISE currently has a virtual monopoly of major gov-
ernment survey applications. The situation in the USA, Canada and Australia, is different with a 
wider range of competing packages in public sector survey research, including Surveycraft [ear-
lier incarnations as Autoquest or Microtab], Cheshire (Westat) and CASES (US Bureau of the 
Census) as well as BLAISE and there are several major software contenders in the field which 
offer broadly similar facilities, but may be based on notably different programming approaches. 
It is therefore important to remember in discussing the documentation of CASIC surveys that 
local European solutions are likely to be closely dovetailed with technical developments in 
BLAISE and that the two increasingly tend to influence each other. 

Current generation CASIC packages include many facilities that serve functions other than pro-
ducing an “electronic questionnaire”. However, the questionnaire construction facilities typi-
cally include the ability to - 

• present question and response texts, instructions etc to interviewers on-screen in a way 
which lends itself to error-free and fail-safe interviewing; 

• allow interviewers to back-track and correct responses already entered; 
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• supply appropriate text-fills, so that interviewers do not have to work out how to adapt ques-
tion texts referring to individuals by substituting “he” for “she”, plural for singular etc;  

• implement very complex routing through the questionnaire based on multiple conditions; 

• prevent the entry through interviewer error of illegal response codes;  

• apply on-line data-vetting routines and pass instructions to interviewers to query entered re-
sponses which appear implausible or illogical according to some programmable criterion. 

• randomise of the ordering of questions or response stimuli between respondents or between 
presentations 

• call other programs and visual aids such as multi-media as adjuncts to the data collection 
process. 

The sophistication of the current generation of packages resides partly in the way these facilities 
can be integrated within an application, but also in the provision of other facilities which may be 
described as “electronic management of the data collection process”. These include (for exam-
ple): 

• telephone call scheduling and sample management; 

• ability to handle hierarchical and other complex data structures at the stage of data capture, 
so that for example data files relating to households, families and individuals can be simulta-
neously “live”; 

• rationalising on-line data checks and controlling interactions between them. 

• outputting data which have been converted from the format in which they were collected into 
a format suitable for analysis.  

From a technical systems design and programming viewpoint the last four features are much 
more demanding to design and complex to use than the standard questionnaire programming 
facilities. A complete set of application programs for a major household survey that involves 
multiple cross-cutting data checks, data hierarchies and other elaborate data structures such as 
tables is therefore likely to contain a very large number of lines of program code. Most of this is 
actually concerned with the organisation of the data collection and recording process than with 
the “electronic questionnaire” as such. Similarly, a number of the facilities listed extend well 
beyond the functions of “the questionnaire” in traditional paper and pencil surveys.  

CASIC is thus changing the traditional “shape” of surveys, with sample management on the one 
hand and data checking and data management on the other becoming increasingly closely inte-
grated with data collection. This makes the term “documentation” rather ambiguous: it may be 
understood either more narrowly to mean “explaining how selected parts of the questionnaire 
programs work”, or more broadly as “explaining all the survey processes that the CASIC pro-
grams are carrying out”. 

4. The documentation problem 

One consequence of this period of development and change in the data collection technology of 
complex social surveys is that the representation of what the CAPI program does – that is, the 
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documentation of the data collection instrument – has become a significant problem. It affects 
survey organisations themselves, their clients, secondary users of the data from particular sur-
veys and those who wish to duplicate the methodology of CASIC surveys in order to obtain 
comparable results. 

Survey documentation pre-CASIC 

Since well before the CASIC era the documentation of complex surveys for secondary analysts 
and for those who might wish to repeat, or learn from, their methodology has been a somewhat 
unglamorous task, but one which is vital to the dissemination of survey data for secondary 
analysis and to the understanding of how large quantitative surveys work. Rather notoriously, 
survey sponsors have been reluctant to fund it adequately (since it does not benefit them di-
rectly) and survey organisations have tended to give it low priority, being driven by the dead-
lines of current projects. However, central government departments have for some time ac-
cepted in principle (the Rayner aberration aside) that they have a responsibility to make both 
results and data from surveys that they sponsor available to outside analysts and researchers, for 
example via the Data Archive at the University of Essex. 

It is also notorious within survey organisations that the effort needed to provide good survey 
documentation is usually under-estimated. The task might appear to be a routine one of  identi-
fying and gathering together for archiving those technical documents which, by their nature and 
purpose, define a survey operation and explain how the data were obtained or derived. In prac-
tice, however, the documentation of a complex survey for secondary analysts and other users 
who have hitherto had no involvement in the survey involves scrutinising the existing documen-
tation for omissions, such as important aspects of design or execution which were understood 
within the survey organisation but never committed formally to writing, for undocumented as-
sumptions and for expressions, conventions, abbreviations etc which may have served well 
enough to communicate within the survey organisation and with an involved client, but are 
likely to be opaque to an outsider. It is largely this factor which makes documentation so time-
consuming. Of course it helps if the internal documentation has been done to standards and 
conventions agreed for archiving purposes at the outset. The Data Archive has been a very sig-
nificant force for good in providing specifications and models of good survey documentation. 

One of the great boons to documentation in PAPI days was the paper questionnaire, supple-
mented by interviewer instructions and other fieldwork-related documents. Any intelligent per-
son who is willing to invest a little time and make themselves familiar with the conventions of 
questionnaire design and notation can obtain a great deal of information about the data collec-
tion process from a study of the printed questionnaire. The transparency of the paper question-
naire is no accident, since it is specifically designed to record and convey - 

• to research designers, the structure and detail of the data collection instrument that they 
have designed and are putting into the field (questions, responses categories, response units, 
data collection format, routing); 

• to survey sponsors and users, what is the topic content of the survey and what information 
they can expect to obtain about different sub-groups (routing and filtering structure); 
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• to interviewers, how in detail they should administer the questionnaire and handle the indi-
vidual questions (exact question wordings, response coding instructions, what questions to 
put to whom);  

• to respondents, what the survey is about, what information they are required to give and in 
what form;  

• to data processing staff, what the data format is and how they should proceed in coding and 
keying data items and transferring them to computer. 

This same transparency and multi-functionality of the PAPI questionnaire explains one of the 
main complaints, from survey designers and survey users alike, that followed on the application 
of CAPI to long and complex survey questionnaires. This was, that under CASIC the vital and 
illuminating questionnaire document disappears and is replaced by a computer program. For 
certain purposes an easily scanned and assimilated version of the survey questionnaire is 
needed. For example, researchers need to check the question wordings and sequences that they 
have designed and to discuss them in detail with clients and sponsors, who themselves require a 
clear record of what the questionnaire contains and how it works. Secondary analysts of the data 
also require adequate documentation of the way in which the data items were collected. The 
need therefore remains for, at the minimum, clearly set out information on the question word-
ings, the response categories, the routing, the raw form of the data items, the checks made by 
interviewers and so on. 

Documentation of CASIC programs 

Of course a listing of the CASIC program or programs can quite readily be produced as a substi-
tute for the PAPI questionnaire. For simple surveys and simple and limited programs that 
mainly implement the “electronic questionnaire” it is possible for many users to make some 
sense of such a listing, since the programming languages are high level and for some purposes 
English-like. However, for the complex surveys and sophisticated programming packages 
which we are considering here, program listings are enormously voluminous and largely unin-
telligible to people other than programming experts.  

There are several reasons for this. One is, of course, that the conventions and procedures of pro-
gramming languages are obscure to normal human understanding; the program does not handle 
information in the way and in the order natural to a human being. A second is that, in the case of 
very complex programs, even programming experts find it difficult to see the wood for the trees 
unless the code has been carefully annotated and laid out in a way that assists understanding of 
the aims and structure of the programming. A third is that the program listing contains masses 
of code that is not to do with what most users mainly want to know about, such as the question 
and response texts and the routing of respondents through the questionnaire. Instead, they im-
plement the many ancillary screen formatting, data management, data checking, text filling and 
other functions which powerful packages provide and programmers use.  

There are clearly different types of users of CAPI surveys, and some sharper distinctions need 
to be made between them. Users will include: 

• the customer: survey sponsors who wish to be able to see what information they are getting 
through the survey, and how, who might include government ministers and officials approv-
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ing survey expenditure, politicians judging the acceptability of surveys, professionals whose 
co-operation is sought (eg ethical committees, doctors), any of the above and others inter-
ested in the content of the survey instrument, etc. 

• the survey research designer who is creating the CAPI research instrument, whether working 
with a programmer or doing their own programming; 

• the interviewers, who have to conduct the CAPI interview in the field 

• the data processing staff, who handle the data produced by the CAPI instrument and check 
automated processes in the handling of the resulting data 

• the primary analyst, who may be a member of the survey staff, or may be on the staff of the 
customer, charged with writing a report on the survey results 

• secondary analysts, who are interested in the data structure of the dataset and the sub-groups 
to which particular variables apply. 

The majority of these will want to know about topic content, question and precoded category 
response wordings, and routing, while some, particularly those with an interest in the survey 
process, will need to know about how data collection worked in detail. We do not as yet know 
very much about how far CAPI will alter the picture for these different groups of users. Further 
investigation is needed. There is no doubt that in certain respects CAPI renders the survey proc-
ess somewhat more opaque for those not technically minded. Our experience in developing the 
CASS Question Bank (URL: http://www.scpr.ac.uk/cass/) points to the possibility of widening a 
gap between specialist survey organisations going over wholesale to CAPI, and academic and 
other survey researchers who continue to use PAPI and who do yet know a great deal about, 
and/or cannot afford to invest a great deal in CAPI. 

The problem with program based documentation is not that information relevant to the collec-
tion of the survey data has been suppressed, but that now, instead of being accessible through a 
reasonably human-friendly paper questionnaire, it is locked away within the CASIC computing 
package and the application programs. Anyone who has access to these and to a suitable com-
puter could in theory run the programs and have access to exactly the same information on how 
the data collection process works as a CASIC interviewer. But the package and the application 
source code are normally the property and stock-in-trade of the software provider and the survey 
sponsor respectively, and are not made available to outsiders. 

Also, and very importantly, even people who are in a position to run the programs cannot do the 
equivalent of leafing through a well-designed paper interview questionnaire, quickly and easily 
getting a rough but not misleading idea of how long it is, what the main question topics are, how 
the questionnaire fits together and exactly what the interviewers were expected to do - that is, of 
the data collection strategy and tactics of the survey. Because CASIC programs for household 
surveys involving linked interviews with household members, for example, have now become 
so complex, maintaining a grip and exercising quality control over both the high level and the 
low level structure of the programs is a major problem even for the questionnaire design and 
programming teams. What is badly needed is a “schematics” function that would allow the crea-
tor or user to summon up on screen a strategic “high-level” view of the application program, 
from which lower level detail had been omitted, but then to focus in at will on the lower level 
detail of particular parts of the program. It is possible, speculatively, to look beyond this to-
wards a form of documentation of the data collection process which even the paper documents 
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do not provide, but which could be included in an electronic “survey handbook” perhaps made 
available via the World Wide Web. This might consist of video sequences showing the actually 
administration of the questionnaire in a realistic data collection environment.  

5. Approaches to the documentation of CASIC surveys 

Having realised that “raw” program listings would not serve the crying need for accessible 
documentation which had been supplied by paper questionnaires, survey organisations during 
the period of transition from PAPI to CASIC resorted to filling the gap by creating “pseudo pa-
per questionnaires”. These are special, artificial documents that contain a subset of the informa-
tion to be found within the CASIC program, rearranged in roughly the style of a paper question-
naire. Examples from, the General Household Survey, the Survey of English Housing, and the 
British Social Attitudes Survey may be consulted on the Question Bank. 

In practice “pseudo-questionnaires” have tended to develop into a new kind of document, the 
style and content of which varies according to the nature and complexity of the survey. Recently 
there have been moves to automate the process of deriving pseudo-questionnaire style documen-
tation from program code. For some simpler surveys this has been partly successful, but for 
really complex surveys the problem of automatically yet intelligently reducing the mass of pro-
gram detail to provide documentation that is transparent to users - including secondary analysts 
- has not yet been completely solved.  

All styles have in common that they seek to display question and precoded response texts and 
the filtering and routing structure of the questionnaire. However, many in addition add “code-
book” features, such as variable names referring to the data output files and even raw response 
distributions. These aspects are what most users want to know about. However, some users, for 
example of complex financial surveys, need to know in addition exactly how on-line checks 
have been applied to the data and other low-level detail. Full documentation for all these pur-
poses can lead to the production of volumes running (in certain cases) to as much as 1500 
pages. A reduced version runs to 241 pages. Both of these include material (for example on data 
checks) that in PAPI days would have been part of the computing, rather than the data collec-
tion, documentation. 

Others whose needs are still not fully addressed even by documentation on that scale are survey 
designers interested in how the interview process actually works. A key thing they want to see is 
the equivalent of the printed questionnaire page - what the interviewer actually saw and worked 
from. The pages of a well-designed paper questionnaire for a complex interview survey are 
products of skill, experience and modern word-processing facilities. They are made up of many 
different combinations of typographic and layout elements and conventions, such as lines, 
boxes, columns, arrows, grids, different type fonts, appropriate use of line and question spacing 
and so on. Organisations which constantly create such documents have developed their “house 
styles” for questionnaire design over many years of trial and error, striving always to combine 
clarity, conciseness, transparency and interviewer- and data-processor-friendliness. Given well-
designed paper questionnaires as models, the perceptive learner can pick up how to deploy this 
design repertoire. 
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In government surveys paper questionnaires are becoming rarer. There is some concern about 
decay of paper design and layout skills, but it is possible to argue that the world moves on and 
that other, CASIC-oriented design skills are now more important. However, current approaches 
to documentation do not facilitate the transfer the skills built up by designers of CASIC inter-
viewer screens. Most readers of survey reports and secondary analysts may not be interested, 
but this is important for students who actually want to know about survey design and the survey 
process. The code that creates the special customised screens is tucked away in what to most is 
an unrecognisable form within the voluminous package and application program documenta-
tion. It is thus effectively hidden from learners who are not in a position actually to run the in-
terview programs. Other information that is latent in the program code, but not made available 
through the “pseudo-questionnaire” approach, includes exactly how the interview was con-
trolled by the program and how the raw data-set was constructed using on-line checks and data 
manipulations.  

In summary, the stage has now been reached where CASIC programs, exploiting the powerful 
facilities of current packages, are so complex that the sheer mass of program detail swamps the 
survey user. Survey organisations’ policy of creating simplified “pseudo-questionnaires” to fill 
the questionnaire documentation gap has so far shielded users from having to grapple with pro-
gram code and may satisfy many. However, if derived in an automated fashion from program 
code, these documents may still be difficult to understand; and if “hand-crafted” for user-
friendliness they are laborious and resource consuming to produce and there is a constant risk of 
errors and inconsistencies creeping in. The “pseudo-questionnaire” approach does not even at-
tempt to unfold all the relevant information about modern survey data collection that is latent 
within the package and application program code and does not convey information to be found 
in pre-CASIC paper questionnaires that some users want or need to know, for example if they 
wish to harmonise their own data collection methods with those used on benchmark government 
surveys. 

In our view the rather backward-looking “pseudo-paper questionnaire” approach to documenta-
tion of complex CASIC surveys has, in its “hand-crafted” forms, served a useful purpose. How-
ever, the fact that it can address only a part of the documentation problem is becoming more 
obvious as the complexity of the surveys increases. Ultimately what is needed is a completely 
new, electronically implemented approach to documentation which enables users of the docu-
mentation to focus at will not only on the details of question and precoded response category 
texts and questionnaire routing (both extremely basic and important, of course), but also to 
summon up: 

• high level and lower level structure and routing diagrams (schemas); 

• examples of “what the interviewer sees”, including ancillary instructions and information as 
well as the question texts;  

• how the capture and recording of information is managed within CASIC; 

• what checks are made on-line in the course of the interview;  

• the formatting of the data at the collection stage and how information is stored on files;  

• the reformatting of the data into output files suitable for further checking and analysis. 
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It may be objected that this is unduly ambitious, but the answer is, surely, that the non-technical 
enquirer (who may nevertheless be a sophisticated researcher) should be able to understand how 
CASIC surveys work as readily as they could understand how paper and pencil surveys worked. 
Some moves to achieve this are on foot in this and other countries where advanced CASIC sys-
tems are now widely used, but we still await a major breakthrough. 

References 

Martin J and O’Muircheartaigh C (1991), “Evaluation of Computer Assisted Survey Sys-
tems” London, Joint Centre for Survey Methods, SCPR 

Nicholls William L II, Baker RP and Martin J (1997), “The Effects of New Data Collection 
Technologies on Survey Data Quality” in L Lyberg et al (eds) Survey Measurement and Pro-
cess Quality (New York, John Wiley) pp 221-48 

Snijkers G J M E, “Computer Assisted Interviewing: telephone or personal?” in Westlake A, 
Banks R, Payne TC and Orchard T (eds) Survey and Statistical Computing, Amsterdam 
North Holland 1992 pp137-146 

About the Authors 

Roger Thomas is a Research Director in the Survey Methods Centre at SCPR and is Director of 
CASS. 

Martin Bulmer is Professor of Sociology at the University of Surrey and is the Academic Direc-
tor of the CASS Question Bank. 

Paul Donagher is a Researcher in the Survey Methods Centre at SCPR and is Manager of the 
CASS Question Bank. 

This paper arises in part from ESRC Research Grant no H519255038 to Martin Bulmer, Paddy 
Costigan, Graham Farrant and Roger Thomas on Standards for Computerised Survey Documen-
tation for the year 2000. A small conference will be held in connection with this grant in late 
1998 or early 1999. Any interested reader is asked to notify Martin Bulmer by email: 
<m.bulmer@soc.surrey.ac.uk>. The three authors are responsible for the CASS Question Bank, 
which is supported by ESRC Resource Centre grant no. H548475001 



THOMAS ET AL: SURVEY DOCUMENTATION: THE REPRESENTATION OF CASIC QUESTIONNAIRES 47 

NEW METHODS FOR SURVEY RESEARCH 

Appendix A: The Family Expenditure Survey 1997-98  

Northern Ireland Rates questions  

TABLE:  HHOLD1 

Section applies if in N Ireland   (Country = 4) 

 80.5  QNIRTS.RebtCh (*) 

  APPLIES IF (QBTENUR.OwnRent = 3 or 4) AND (QBRENTS1.HBenefit = 1) 

  May I check, did your rebate cover... 

   a rent rebate only.............................................................................................  1 

   or a rent and rates rebate combined?...............................................................  2 

80.10  QNIRTS.RatesInc  (HHOLD_RatesInc) 

  APPLIES IF (QBTENUR.OwnRent = 3 or 4) AND (QBRENTS1.HBenefit = 2) 

  Does your rent also include rates? 

   Yes ................................................................................................................... 1 

   No..................................................................................................................... 2 

80.15  QRATES.PayRates (*) 

  APPLIES IF ( QBTENUR.Ownrent = 1, 2 or 5 ) OR ( QNIRTS.RatesInc = 2 ) 

  Do you pay rates on this accommodation? 

    Yes ................................................................................................................... 1 

   No..................................................................................................................... 2 

80.20  QRATES.PayRamt (*) 

  APPLIES IF QRATES.PayRates = 1 

  How much did you pay last time? 

   0..9997.00 

80.25  QRATES.PayRfrq (*) 

  APPLIES IF QRATES.PayRates = 1 
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Appendix B: The Survey of English Housing 

ALL HOUSEHOLDS 

Tenure  

ASK ALWAYS:  

Ten1 

In which of these ways do you occupy this accommodation?  
 SHOW CARD C           MAKE SURE ANSWER APPLIES TO HoH 
(^DMNAMES[QHoH.HoHnum])          (HELP<F9>)  

(1)  Own outright  
(2)  Buying it with the help of a mortgage or loan  
(3)  Pay part rent and part mortgage (shared ownership)  
(4)  Rent it  
(5)  Live here rent-free (including rent-free in relative's/friend's property; excluding 
squatting)  
(6)  Squatting  

ASK IF: (Ten1 = Rent) OR (Ten1 = RentF)  

Tied 

Does the accommodation go with the job of anyone in the household?  

(1)  Yes  
(2)  No  

ASK IF: (Ten1 = Rent) OR (Ten1 = RentF)  

LLord 

Who is your landlord... (HELP<F9>)  
 CODE FIRST THAT APPLIES  

(1)  the local authority/council/New Town Development/ Scottish Homes?  
(2)  a housing association or co-operative or charitable trust?  
(3)  employer (organisation) of a household member?  
(4)  another organisation?  
(5)  relative/friend (before you lived here) of a household member?  
(6)  employer (individual) of a household member?  
(7)  another individual private landlord?  

ASK IF: (Ten1 = Rent) OR (Ten1 = RentF)  

Furn 

Is the accommodation provided ... (HELP<F9>)  

(1)  furnished  
(2)  partly furnished (eg carpets and curtains only)  
(3)  or unfurnished?  
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Handhelds in a laptop world 
James Gray 

Abstract 

The International Passenger Survey (IPS) is perhaps the largest of the face-to-face interview 
surveys conducted by the Office for National Statistics (ONS), accounting for some 230,000 
personal interviews per year.  It is also the only one where the data is collected on paper ques-
tionnaires.  We look at why this should be so, when the rest of the face-to-face social surveys 
conducted by ONS moved to Computer Assisted Personal Interviewing (CAPI) on laptop com-
puters some years ago. 

Social Survey Division of ONS have been evaluating the use of Handheld Personal Computers 
(HPCs) running Windows CE for use on the IPS.  These devices are much smaller and lighter 
than notebook-sized laptop computers, and have the potential to enable us to implement CAPI 
on the IPS. 

We review some aspects of this evaluation.  The issues involved, and the leaps that have to be 
made, for an implementation of HPC-based CAPI are not dissimilar to those that were faced 
during the initial move to notebook-based CAPI in the early 1990s.  We will examine some of 
these issues, and look at what would be necessary for a successful CAPI project using this tech-
nology for this particular survey. 

The evaluation is reaching a critical stage, as we decide whether to press ahead with a rapid in-
troduction of CAPI on the IPS.  We hope to be able to report on the decisions made. 

About the Author 

James Gray is a Survey Computing Manager in the Social Survey Division of the Office for Na-
tional Statistics. He can be contacted by e-mail at Janes.Gray@ons.gov.uk. 

 

 

 

The work on which this paper is based was facing some critical decisions at the time the pro-
ceedings were being prepared, so it was not possible to finalise the contents in time to meet the 
printing deadline. However, the full version of the paper can be found, with the other material 
from the conference, on the ASC web site, at www.assurcom.demon.co.uk/Events/C98 
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Handheld PC-based travel data collection by self-administered 
interviewing 

Ines Haubold & Kay Axhausen 

Abstract 

The project Technologies for European Surveys of Travel Behaviour (TEST) aims to improve 
current practice of long-distance travel behaviour surveys. The development of a handheld per-
sonal computer (H/PC) based travel diary is one part of the TEST project. 

This paper describes the design and implementation of a prototype computer-based travel diary 
application (TDA). The first section gives an overview of the specific task elements of the 
TEST project which is designed to improve data collection, enrich the data collected and to en-
hance data quality to increase the cost-effectiveness of the survey work.  

The arrival of various cheap hand-held palmtop organisers provides the opportunity to conduct 
complex real time travel diary surveys. The second part presents an analysis of the issues in-
volved in selecting and developing appropriate for the travel diary application (TDA). 

The third section describes the travel diary screen and provides an overview of the data collec-
tion items and structure. 

Finally, first experiences with the travel diary application will be gained by field tests in Austria 
and Sweden during the spring/summer 1998. The H/PC will be carried by respondents during 
the pilot survey period, allowing them to record their travel ”on-line“ in which respondents will 
have the opportunity to edit their answers every time and everywhere, e.g. before, during or af-
ter a journey, at home or office, in train or bus. The acceptability and effectiveness of the field 
tests are evaluated and presented, focusing in particular on user experience with the system. 

Keywords 

Travel diary survey, Europe, mobile data collection, hand-held PC, TEST, self administered 
interview 

1. Introduction  

The project Technologies of European Surveys of Travel Behaviour (TEST, 1997), together 
with its companion project Methods of European Surveys of Travel Behaviour (MEST, 1996), 
aims to improve the quality of long-distance travel behaviour surveys, which are a central data 
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source for the formulation and evaluation of European transport policies for transport infrastruc-
ture, transport regulation and financing.  

TEST project will develop technologies to improve data collection, enrich the data collected and 
enhance data quality to improve the cost-effectiveness of  survey work. It will cover all modes 
and will pay particular attention to the interchange and interoperability between them. It will 
draw on new technologies for the presentation and processing of information  

TEST tasks 

The tasks of this project is made up of seven elements, which can be briefly explained as fol-
lows 

• Assessing the technology options: A multitude of new computing, communication and in-
formation gathering tools are currently being implemented or adopted, e.g. set-up-boxes for 
the TV, GPS-Systems, personal organisers, GSM telephones etc. This first brief work pack-
age will assess the suitability of these developments for travel diary survey work. 

• Real-time recording of travel diaries: Palmtop-computers and other portable tools, should 
allow the completion of complex, real time travel diary surveys without overburdening the 
respondents. The element will develop an appropriate pilot questionnaire to test in the field 
to establish the longer-term potential of this approach.  

• Supporting respondents: The increasing availability and familiarity with computers opens up 
the possibility of conducting travel diary surveys using home computers. Basing the survey 
on this tool will allow the combination with other tools such as geographical information 
systems, which can be used to make the data entry task easier, as well as more consistent 
through error checking. 

•  Enriching the travel diary results with GIS: GIS are profoundly changing the framework, in 
which travel diary data is coding and stored. This element will focus on how GIS-support 
could improve the coding of the routes chosen by travellers. This is an area of great concern 
to transport planning. 

• Parsing travel diary results: The purpose of this element is to develop a AI-based parser of 
coded travel diary results, which would check the entries for completeness and consistency 
thereby enhancing the quality and  speed of this crucial processing stage.  

• WWW-interface to travel diary results: Access to the results of travel diaries is generally 
poor, as it requires specialised software and expertise. This element will establish a WWW-
based interface between the user and this specialised software to permit easier access to the 
results of the surveys. 

• Assessment: The tools developed will be compared and evaluated against traditional ap-
proaches.  

A pilot survey using a handheld device 

In the first phase the software was developed on a normal PC accompanied by the successive 
porting to the H/PC. The Travel Diary Application (TDA) consists of the four modules house-
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hold, person, vehicle and journey. The journey module provides the respondent with three op-
portunities to enter data. Recording: 

• a past journey 

• a current journey 

• a planned future journey 

The second phase was an in house test of the H/PC based application by a small number of re-
spondents (10 persons). Their critique was used in improving the TDA before the start of the 
field test.  

The third phase included a field trial of the H/PC version in Austria (about 30 respondents) and 
in Sweden (about 5 respondents). Reasoned by the limited amount of devices was the field test 
in Austria held in four time periods of 14 days with seven to 8 devices or respondents. 

2. Travel diary technology options  

Hardware and Development options 

The computer based travel diary depends on the available software and hardware products. 
Three main directions in this market were identified and then evaluated, in terms of devices, 
operating systems (OS) and development environment: 

a) The communicator product group (including hand-held PC and GSM): By April 1997 
was the Nokia 9000 the only device in the communicator product group available on the 
market, but several manufacturers intended to launch similar ones. The advantages of this 
group are the high frequency of using the phone and organiser. That could result in greater 
travel data recording by the respondent, because the respondent will be reminded on travel 
data input by every opening the device.  

The disadvantages are the device specific operating system and the lacks of an integrated 
development environment (IDE) The operating system GEOS is not compatible with other 
common PC operating systems and so the data exchange will be complicated.  

b) The personal digital assistant group: The PDA-group includes a variety of devices, dif-
ferent in design, software and performance, like the Apple Newton, Sharp Zaurus, U.S. Ro-
botics Pilot and Psion Series. For example, the Psion range can work in three development 
environments. Debugging requires cables and a target machine and no on-screen simulator 
exists. Psion with its OVAL language, which is a spitting image of Visual Basic, an inter-
preted language, suffers performance wise. Various other products are available, but none of 
them has an installed base of over one million units. That has positive consequences on the 
amount of accessible software tools as well as on available advice.  

c) The hand-held PC group: All H/PC’s will run on the Windows CE with PC-based Inte-
grated Development Environment, like Casio Casiopeia, Compaq PC Companion, NEC 
MobilePro and Philips Velo 1. Microsoft intended to define a standard operating system, 
Windows CE for hand-held PCs, with desktop data synchronisation, which is easy to learn 
and to use, because it is similar in handling with Windows 95 (look and feel). The collabo-
ration of MS with more than twenty OEMs will support the world-wide use of these prod-
ucts and many current programmers will be able to use it. The hardware design and per-
formance of all these devices are similar as a result of the MS standards for the manufactur-
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ers. Creating and debugging of Win CE code is identical to that used for desktop code. The 
chosen target device, Philips Velo1 based on Windows CE, belongs to this group. 

Win CE delivered applications to undertake basic tasks like reading E-mail, checking a 
schedule or sending a fax. That may be an incentive to use the device frequently and to re-
port on more of their journeys. 

Chosen H/PC device: Philips Velo 1 

The CeBit in Hanover enabled us to examine and briefly try obtainable devices. In April 1997 
available hand-held PC devices were manufactured by seven original equipment manufacturers 
(OEMs) . The attached comparison (see Appendix A) provides an overview of  today available 
devices and their technical features. All of them are similar, the differentiating points are the 
software included and the inclusion of various accessories (e.g. docking cable or docking sta-
tion).  

After comparison of the commonly available devices it was finally decided to purchase the Phil-
ips Velo1 for the Travel Diary Application development stage, because at April 1997 it was the 
fastest, most expandable and most richly configured of those on the market.  

The Windows CE platform combined with the strong performance of the Velo1 target device 
delivers an open architecture that permits future flexibility in the device used and allows rapid 
re-design of the TDA programme. 

Figure 1: Target device for Travel Diary Application (TDA) – Philips Velo1 
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The Philips machine has a strong PC connectivity, a standard touch screen (480x240 pixels) 
with back-lightning and a very power full build-in modem (19.2 Kbps) for transferring files and 
sending faxes against most other hand-held PCs which need a additional PC Card modem. The 
Velo supports two Intel Miniature modules that can be used to add either RAM or Flash RAM. 
Unlike PC Card memory, this RAM acts as system memory (upgrade to 36 MB). The Velo1 
uses a high-speed (230 Kbps) serial port and a special cable that links directly to a GSM phone. 
Detailed technical features are listed in the Appendix B. 

The new device generation of H/PC’s, running on OS Windows CE version 2.0, will have a 
wider coloured screen, faster processors and more memory (e.g. Velo 500 with 75 MHz Mips 
processor, 16 MB RAM standard (upgrade to 80 MB), grey-scale screen 640x240 pixels) . 

The benefits from this package, Velo1 and Microsoft CE, comes from its ability to take advan-
tage of the familiar Windows interface and that the device is the most expandable and the only 
one with a power-full built in modem. 

3. Travel Diary Application  

Modern surveys of travel behaviour require an increasing amounts of information from respon-
dents., to understand more of individual travel behaviour. The information is usually obtained 
through respondents keeping a travel diary over a period of time. A mobile computer-based 
travel diary produce more accurate results than the common Paper Pencil  (PAPI) method, be-
cause coding errors and recall problems memory gaps of respondents should be reduced.  

Through the development of the Travel Diary Application (TDA) for self-administered inter-
views time and cost saving effects will be gained as well as more accurate travel-data. The TDA 
program consists of independent small procedures that can be restructured to test different 
methods of data gathering for a long-distance travel survey.  

Electronic data collection 

A hand held computer based travel diary application (TDA) could improve the data collection 
and data quality for long distance travel surveys. The design of the application for the palmtop 
device should exploit the specific advantages of a computer and support the respondent better 
because they offer: 

• Greater ease of use 

• benefits for the respondent 

• provision of help 

• portability and compactness 

• provision of background data to support the user 

• reduction of data incompatibilities 
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The Travel Diary Application will guide and support the respondent as much as possible during 
the interview. During the development stage of the travel diary program special attention was 
given to the following points: 

• Ease of use: CE duplicates the look and feel of Microsoft 95, but only in grey scale. The us-
ers of Windows are people who will already know how to use the Win CE system, because 
they feel familiar with hand-held PC as soon as they get used to tapping with a stylus instead 
of clicking a mouse. To avoid the use of the tiny keyboard, the TDA screen design uses 
touch-sensitive radio buttons, selectable item lists and data entry tools like pick-date or pick-
number, where possible. 

• Provision of help: The travel data quality should improve through the availability of feed-
back to the respondent on request by presenting summary information. Hidden help-contexts 
to every particular question are available if the respondent requests help. 

• Provision of background data to support the user: If sufficient RAM is available it will be 
possible to provide information (e.g. timetables, maps etc.) by connecting to the Internet via 
modem.  

• Reduction of data incompatibilities: The input data can be checked during the data re-
cording. Incompatible answers can be highlighted on-screen and checked on the spot.  

Figure 2: Data structure of the TDA 

I. PERSON

1  First name
2  Year of birth
3  Martial status
4  Gender
5  Disability-type
6  Drivers licence
7  Obtained degree
8  Job status
9  Job title
10 Weekly working hours
11 Travel discount card
12 Frequent flyer card
13 Studying towards
14 Second residence
15 Reason for sec. residence
16 Type of accommodation
17 Visiting sec. residence

I. VEHICLE

1  Owner
2  Main user
3  Leased car
4  Type of vehicle
5  Brand/make
6  Production year
7  Miles per year
8  Payers fixed costs
9  Payers variable costs
10 Catalytic converter
11 Fuel/Petrol

I. TRIP/Stage

1  Origin and destination
2  Date/time of departure
3  Date/time of return
4  Estimated  travel distance
5  Size of travelling party
6  Transport modes
7  Situational handicaps

8  Who paid travel costs
9  Overnight stays (number)

11 Who paid overnight stays
10 Type of accommodation

I. JOURNEY

1 Surname traveller
2 Main purpose of journey

HOUSEHOLD

1 Postal code of residence
2 Type of accommodation
3 Tenant or owner
4 Persons living in household
5 Vehicles belonging to the “
6 Phones (number)
7 Mobile phones (number)
8 Fax (number)
9 Internet access
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The aim of the TDA development is to trial a new way of data entry to generate required data 
rather than testing a new survey protocol. The attributes of the four major data categories, 
household, individual, vehicle and travel are represented by records. These data records will be 
exported in two ascii files (household.txt and journey.txt, see above figure 2) with “,” as separa-
tor to ensure data interchange between the TDA database and other database standards.  

It is planned to improve the system through implementation of data logic and plausibility checks 
during and after the input session. The program will not be able to show up an error message for 
every possible contradictory answer, but the most commonly errors will be covered (e.g. a 14 
year old boy possessing a driving licence).  

Screen layout 

The user-interface of the program is designed in English, German, French, Portuguese and 
Swedish. The following figures shows a selection of the most frequently used screen-shots in 
original size of the English version of the Travel Diary Application. These screen-layouts will 
be redesigned after testing the program in Austria and Sweden in the light of the experience of 
the trial lists. 

Figure 3: Screen-shot of the household questions 
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Figure 4: Screen-shot of the person questions 

 

 

Figure 5: Screen-shot of the vehicle questions 
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Figure 6: Screen-shots of the travel questions 

 

 

 

 

Respondent’s data completion requirement 

The respondent has to answer a minimum of 53 questions. The 36 questions on household, per-
sons and vehicles are answered just once (see figure 2). The amount of data collected on travel 
depends on the individual’s travel pattern.  

The TDA stores data in two databases, one covers questions which have to be answered once on 
household, individuals and vehicles, and the other stores the travel questions which will be an-
swered as travel takes place. 

4. First experience with the TDA  

A small pre-test of the PC-version of the TDA program was held in April 1998. Ten people, 5 
male and 5 female, were selected and recruited as beta-tester of the TDA-program, according to 
their level of Windows knowledge: 
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• beginner level 

• average user 

• expert level  

After testing the program, the respondents were interviewed about their understanding of the 
questions, and their views about the screen designs, user guidance and functionality of the TDA. 
The next section summarises the improvements that resulted from the trial. 

Improvements to the TDA 

As a result of the comments and recommendations of the respondents, the following features 
were redesigned for the field test in Innsbruck, Austria:  

Screen design:   

• questions were written in a line rather than in a column with a maximum of 3 questions per 
screen 

• optional short tabs 

• sample initialisation of input fields 

• samples and long explanations by moving to the help page 

• most respondents preferred to tick an answerrather than type a response 

Screen structure:  

• opportunities were provided for free navigation through the form (both back and forward) 

Data checking: 

•  providing the respondent with a summary list of journeys and  trips/stages 

These improvements were made to the Travel Diary Application in time for the first field test in 
June 98 based on a small sample of seven respondents (limited by the availability of HPC’s). 
They carried their devices for about 14 days. Respondents in the first test period were asked to 
complete trip based travel data, from start to destination; but during the other test periods they 
provided stage based travel data. 

194 data records of long distance trips (min. 25 km) were collected in total. 

User acceptance of the system 

Elderly people in particular had problems with reading the grey scale screen. By now, however, 
there are new hardware devices with a colour screen available in Europe, which improve the 
legibility of the screen. 

Questions about journey, trip and stage confused some respondents, and so the redesigned ver-
sion of the TDA will focus consistently on the smallest unit, namely “stages”. Most respondents 
preferred to enter their travel data after rather than before the journey in order to avoid having to 
make amendments arising from changes to their plans in the course of the journey. 
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Summary  

To the knowledge of the author, the TDA reported here is the first HPC based self-administered 
interview program used for long distance travel data collection in Europe. The advantages of 
this method arise from  the opportunity to carry the pocket device and enter the data during the 
journey which offers the possibility of improving data quality because problems of recall can be 
minimised.. The acceptance of this tool will be evaluated after the small field tests in June/July 
1998 n Austria and Sweden. In August and September are further field tests planned in Portugal 
and France.  

At this stage, after the first test period, there is evidence that those participating in the trials ac-
cept the TDA program. However, there are many more opportunities for improving the Travel 
Diary Application in order to support respondents (e.g. data checking tools, provision of the re-
spondent’s individual destination list created with GPS). Ultimately, of course, it is essential 
that there should be widespread acceptability such that response rates can be maintained, re-
spondent satisfaction improved allied to improvements in efficiency and effectiveness. 

A further evaluation of the TDA will be carried out after the test results have been analysed.  
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Appendix1 H/PC Comparison  
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Appendix2  Technical features of the Philips Velo 1 

Price $549.99 (Includes NiMH Rechargeable Battery Pack)  

Performance High-performance 3.3V 32-Bit MIPS R3910 RISC processor @36MHz. 
Designed for low power consumption, fast access and high throughput of Windows CE 
applications.  

Memory 8MB of EDO DRAM and 8MB Fast Page Mode ROM. Two industry-standard 
expansion slots for more DRAM, Flash or system ROM.  

Display Backlit, non-glare touchscreen display. Grayscale LCD (480x240 pixels, .24 
mm dot pitch, .23 dot size) and on-demand backlighting, complete with a contrast dial.  

Keyboard Familiar QWERTY keyboard (61 keys) includes 10 Quick Start keys to 
jump start all your applications with the touch of a key.  

Sound Omnidirectional microphone used in conjunction with the Velo Voice Memo 
application. Audio speaker for .wav file play back  

Communication Built-in 19.2 Kbps V.32bis/ter data/fax modem. The low-profile RJ-
11 jack fits the Velo 1's streamlined design. IrDA infrared transceiver (up to 115Kbps) 
allows you to send files or messages to other handheld PCs or IrDA-compliant devices. 
The high-speed serial port connects at to up to 230Kbps.  

Power Standard is a NiMH rechargeable battery pack. Every time that you synchronize 
your Velo with your desktop PC you are charging your batteries too, so that you virtu-
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ally never run out of power. The CR2032 lithium backup battery safeguards your data 
when your main batteries run low.  

Included Software Microsoft Pocket Word, Pocket Excel and Pocket Internet Explorer, 
HPC Explorer, Fax Send, World Clock, Solitaire, Calculator, Contacts, Tasks and Cal-
endar. Microsoft Schedule+ 7.0a. Inbox, complete with Microburst Virtual Courier, Per-
sonal Edition, ties you directly into cc:Mail or MS Mail. AllPen Mobile Forms Data-
base. Voice Memo and Automap Pocket Streets.  

Supplied Accessories AC adapter, NiMH Rechargeable Battery Pack, CR2032 lithium 
backup battery, stylus, phone cable, 9-to-25 pin adapter and the Velo Dock.  

Optional Features 4MB DRAM Miniature Card, 8MB DRAM Miniature Card, 4MB 
Flash memory Miniature Card, Type II PC Card V-Module, extra Velo Dock, Velo-to-
PC Traveling Cable, Traveling AC Adapter, extra NiMH Rechargeable Battery Pack, 
Velo Carrying Case, and the Velo Car Charger. 
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On-line Research – Some options, some problems, some case 
studies. 

Pete Comley 

Abstract  

The paper is in three parts.  The first describes what options there are for on-line market re-
search eg Email surveys, web surveys, on-line groups etc.  The second highlights the key issues 
and problems there are with these on-line research techniques.  The last part shows some real 
case studies where it has been used. 

Already on-line research is becoming widely used in the USA and UK practitioners have been 
slow to adopt this new technique.  This function of this paper is partly educational and partly to 
act as a focus for debate. 

1. Internet Research Options 

Internet penetration 

This is still low in the UK (about 15%) compared with the USA and some other European coun-
tries like Scandinavia.  Two thirds of those who are on the Internet are men, their average age is 
30-35 and they have a higher education/social class and income.  However growth rates are very 
high and technology such as WebTV/Digital Satellite is likely to have a big impact on penetra-
tion levels and demographics in the coming years. 
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Motivation 

There are three main motivations for using the Internet for market research: speed, cost and 
suitability for of the sample for certain research (eg web research). 

Cost Comparison of Email vs Postal (per 500)  

 Postal Email

Q’aire set up £200  £200

Printing £1000        -

Despatch £1150        -

Telephone calls    £25

Despatch admin £400  £150

Total admin costs £2750  £375
NOTE: Costs exclude sample selection and analysis 

 

Methodologies 

There are three main on-line research methods being regularly used: email, web surveys and on-
line focus groups. 

Email surveys  

These involve sending questionnaire as part of an email.  There are three main questionnaire 
options: 

• typed as ascii text file 

• produced from an email program 
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• be an executable file (“disk by mail”) attached to email document 

The main benefit of ASCII file questionnaires is that they can be made to work across all sys-
tems.  However their layout is very limited and data extraction electronically is very difficult.  
There are email programs available like Decisive (ww.decisive.com) but not all users are very 
happy with them because of limitations.  Disk by email rarely works over the Internet because 
of the file sizes involved and their rejection by file walls. 

Web Surveys 

In contrast, web forms have a much better user interface and allow sophisticated routing and 
validation.  The main version of these is html forms.  These are easy to create in any html edi-
tor.  However most MR tabs companies are now bringing out their own automated versions of 
these, often run by scripts similar to those used for CATI.  These have much greater functional-
ity but this comes at a price – slow speed usually and sometimes limited layout options.  It is 
likely that both these types will be replaced by Java based interviews in the future.  Indeed, oth-
ers are already planning to replace the conventional interview interface with a pure Java based 
web one  - be it face-to-face, CATI or web.  You are warned! 

 

 

In spite of the obvious benefits of web surveys over email, there are still times when it is useful 
eg short interviews, b-2-b research, recruiting for web interviews and also to get better response 
rates.  

On-line focus groups 

These have a number of benefits over conventional research:  

• Able to reach difficult target groups 

• Perfect transcripts for all recipients available immediately 

• Clients can “watch” from desk 

• Cheaper international projects 
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They are therefore very appropriate for research on the web itself.  However it should be borne 
in mind that the non-verbal side of groups is lost and care needs to be taken with this. 

 

 

2. Key Issues 

On-line research is not without its problems. Here are some of the most important: 

1. Sample.  Where do you get your sample?  Recruiting blindly off the web is not recom-
mended.  Furthermore there is no such thing as an on-line directory of email names.  In re-
sponse to this, researchers have set up panels.  However pop-up surveys seem a very good 
way of doing web site research and are capable of obtaining response rates of up to 50% (see 
http://www.virtaulsurveys.com for an example). 

2. Representativeness of the sample.  Apart from pop-ups, response rates are very low, so 
great care needs to be taken over extrapolating from this type of research.  

3. Data Validity.  Care also needs to be taken to avoid junk data.  Furthermore it is often not 
possible to verify who respondents exactly are. 

3. Case Studies 

Case Study 1:  Email Survey for Henley Centre 

This was conducted as part of project on Media Futures (1995), in which it was required to in-
terview early adopters of the Internet. In the UK, survey divided into two parts: 

EMAIL: 

• premail sent 

• questionnaire sent to all responding 

• reminder sent out after 1 week 

• reply by email 

POSTAL: 

• paper version sent by post 

• no reminder 

• return by post 
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The same study was conducted with US respondents, but the survey was done only by email, 
with the option given to fill out a web form.  Most chose to do this and we received 78% of the 
web site interviews within 24 hours. 

Response Quality 

 Postal Email 

Open comments:   

Q10 2.7 3.4 

Q11 1.8 2.2 

Completeness: 

Q10 89% 97% 

Q11 80% 94% 

Item omission: 

Q1,Q2a,&Q2b 0.4% 1.2% 

 

Case Study 2:  Thomas Cook Pop Up Survey 

The purpose of this survey was to examine the demographics of web site visitors and also to 
recruit people for a more in-depth survey. The pop up ran for a period of just two weeks in April 
98, and was shown to every 10th visitor to avoid unduly hassling visitors. Over 1000 responses 
were obtained from the 4500 exposed to the survey, ie a response rate of 22%. 

We then conducted a more in-depth quantitative survey with 100+ of these and also on-line fo-
cus groups. 
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Case Study 3:  Future Foundation On-line Focus Groups 

The purpose of this survey was to examine a series of web sites to provide an understanding of 
the factors important in their design and how interacting with the sites influenced future behav-
iour. 10 respondents were recruited from an Internet panel. The group ran over a period of one 
week. All respondents visited one web site a day and completed a task in order to understand 
usage of the site. Group then convened on-line every day at 1pm for a discussion on the site. 
The groups were moderated by executives. 
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Case Study 4:  UKOPINION 1997 Election Survey 

This survey was conducted just after the election was announced in March 1997. Recruitment 
was via adverts in the national press, at Yahoo.co.uk and from the UKOPINION panel: 600+ 
responses achieved. 

Web based interviews were conducted at UKOPINION, and a sample was emailed 4 weeks later 
(just before the election) to monitor any change in voting intention. 

UKOPINION 1997 Election Survey: Comparison with Other Polls 

 SGA  
23-27 March 

SGA 
21-23 April 

Other Polls  
23-27 March 

Other Polls  
21-23 April 

Conservative 26 32 29.5 31.5 

Labour 52.5 46.5 52 47.5 

LibDemocrat 9 13.5 12.5 14 

Referendum 6 3 n/a n/a 

Others 6.5 5 6 7 

Labour Lead +26 +14.5 +22.5 +16 

UKOPINION 1997 Election Survey: Comparison with Actual Result 

 SGA Poll 
21-23 April 

Actual Result 
1st May 

Conservative 32 31.4 

Labour 46.5 44.4 

LibDemocrat 13.5 17.2 

Referendum 3 2.4 

Others 5 4.6 

Labour Lead +14.5 +13 
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Abstract 

Weighting adjustments are commonly applied in surveys to compensate for nonresponse and 
noncoverage, and to make weighted sample estimates conform to external values. Recent years 
have seen theoretical developments and increased use of methods that take account of substan-
tial amounts of auxiliary information in making these adjustments. The paper uses a simple ex-
ample to describe such methods as cell weighting, raking, generalised regression estimation, 
logistic regression weighting, mixtures of methods, and methods for restricting the range of the 
resultant adjustments. It also discusses how auxiliary variables may be chosen for use in the ad-
justments and describes some applications. 

Keywords 

Calibration; generalised regression estimation; post-stratification; raking; trimming weights. 

1. Introduction 

Weights are commonly assigned to respondent records in a survey data file in order to make the 
weighted records represent the population of inference as closely as possible. The weights are 
usually developed in a series of stages to compensate for unequal selection probabilities, nonre-
sponse, noncoverage, and sampling fluctuations from known population values (Brick and Kal-
ton, 1996). 

The first stage of weighting for unequal selection probabilities is generally straightforward. 
Each sampled element (whether respondent or nonrespondent) is assigned a base weight that is 
either the inverse of the element’s selection probability or proportional to that inverse. With 
probability sampling, the selection probabilities are known, and the base weights are readily 
determined. The only difficulty that can occur with the base weights arises from sampling frame 
problems that result in some sampled elements being selected with markedly different probabili-
ties than desired. For example, an element may be classified into the wrong stratum, and hence 
have a much lower selection probability than intended. If sampled, the element will be assigned 
a large base weight, which will result in a loss of precision for the survey estimates. To reduce 
this loss of precision, the base weights for such elements may be trimmed in a manner discussed 
in Section 3. Base weights will not be addressed further in this paper. 
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The second stage of weight development is usually to attempt to compensate for unit, or total, 
nonresponse. The base weights of responding elements are adjusted to compensate for the non-
responding elements. The general strategy is to identify respondents who are similar to the non-
respondents in terms of auxiliary information that is available for both respondents and nonre-
spondents, and then to increase the base weights of respondents so that they represent similar 
nonrespondents. In many cases little is known about the nonrespondents (often only their stra-
tum and cluster), in which case a simple cell weighting adjustment may be used. Respondents 
and nonrespondents are sorted into weighting cells formed from the auxiliary information avail-
able, and the weights of the respondents in each cell are increased by a multiplying factor so that 
the respondents represent the nonrespondents in that cell. This method works well when there is 
limited auxiliary information available for the nonrespondents. However, when a sizeable 
amount of auxiliary information is available, and the researcher wants to incorporate much of it 
in the nonresponse weighting adjustments, then alternative methods are needed. 

For most surveys with only one round of data collection, nonresponse adjustments are made in a 
single operation. However, in panel and multiphase surveys, where nonresponse may occur at 
each successive round of data collection, a sequence of nonresponse adjustments may be em-
ployed. In this case, a good deal of auxiliary information is available about later round nonre-
spondents from their responses at earlier rounds. Complex forms of weighting adjustments may 
then be needed to take account of a sizeable amount of this information in carrying out the later 
adjustments. 

The third stage of weight development involves a further adjustment to the weights to make the 
resultant weighted estimates from the sample conform to known population values for some key 
variables. A common form of this type of adjustment forces the sample joint distribution of cer-
tain variables (e.g., the sex by age-group distribution) to match the known population joint dis-
tribution. This type of adjustment is often termed poststratification. This stage of adjustment 
serves two purposes:  to compensate for noncoverage and to improve the precision of the survey 
estimates. It can also be used to compensate for nonresponse. It should be noted that the theory 
for poststratification presented in survey sampling texts assumes full response and perfect cov-
erage. In this situation, the adjustments are generally relatively small provided that the sample 
sizes in the poststrata are reasonably large, and on average poststratification can be expected to 
lead to gains in precision for the survey estimates (e.g., Holt and Smith, 1979; Kish, 1965). 
However, when there is sizeable noncoverage and/or nonresponse involved, the adjustments can 
be substantial;  in this case the adjustments are used to reduce the bias of the survey estimates, 
but standard errors may be increased. 

Nonresponse cell weighting adjustments and poststratification adjustments have been widely 
used for many years. A more recent development has been the increasing use of more complex 
adjustment methods that can incorporate more auxiliary information than is possible with meth-
ods that employ adjustment cells. These methods may be used both to compensate for nonre-
sponse, particularly in later rounds of surveys that involve several rounds of data collection, and 
to force sample distributions to conform to known population distributions, as with poststratifi-
cation. The methods include raking, generalised regression estimation (GREG), logistic regres-
sion modelling, and combinations of weighting cell methods with these methods. 

The main purpose of weighting adjustments is to reduce the bias in the survey estimates that 
nonresponse and noncoverage can cause. A concern with making the adjustments, however, is 
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that they result in increased variability in the weights and thereby lower the precision of the sur-
vey estimates. In the case of nonresponse adjustments, a useful measure of this loss of precision 
is F = 1+CV(wi )2, where CV(wi ) is the coefficient of variation of the weights wi (see, for exam-
ple, Kish, 1992). The measure F represents the multiplying factor that is applied to the variance 
of a survey estimate due to the variability in the weights in the situation where equal weights are 
optimal. In this paper F relates to the weighting adjustments after the base weights have been 
applied. Henceforth it will be termed the variance inflation factor. Since the magnitude of this 
factor is particularly affected by large weighting adjustments, methods have been developed to 
constrain the adjustments within specified bounds or to trim extreme weights, as discussed later. 
Such methods serve to improve the precision of the estimates, while accepting some possible 
loss in bias reduction. It should be noted that the variance inflation factor does not apply for 
weighting adjustments that benchmark survey estimates to population values;  as noted above, 
absent nonresponse and noncoverage, these adjustments can be expected to increase the preci-
sion of survey estimates involving variables related to the auxiliary variables used in the ad-
justments. However, in this case also, large variability in weighting adjustments due to variable 
noncoverage can lower the precision of the survey estimates. 

This paper reviews a number of weighting methods that are currently being applied. Section 2 
describes the methods, illustrating their application with a simple artificial example. Section 3 
describes methods for constraining the variability of the weights. Section 4 discusses how auxil-
iary variables may be chosen for use in weighting adjustments when many such variables are 
available. Section 5 describes some applications in actual surveys. The paper ends with some 
concluding remarks. 

2. Weighting Methods 

This section outlines a selection of methods that are used for making weighting adjustments for 
nonresponse and for making certain weighted sample distributions or estimates conform to dis-
tributions or estimates obtained from other sources. The same methods can be applied for each 
of these two purposes. Nonresponse weighting adjustments are employed to adjust the base 
weights so that the weighted respondent distributions for certain variables conform to the total 
sample distributions for these variables. Subsequent adjustments are employed to make the re-
sultant weighted respondent sample distributions or estimates conform to distributions or esti-
mates from an external source, such as population distributions or totals obtained from the sam-
pling frame, from another source (such as population estimates by age and sex), or from a large 
high quality survey (such as a labour force survey). Kalton and Kasprzyk (1986) term the first 
type of adjustments ‘sample weighting adjustments’ and the second type ‘population weighting 
adjustments’. In both cases, the adjustments are used to bring the weighted respondent sample 
data in line with other data. For simplicity, the presentation here will be made in terms of mak-
ing weighted sample data conform to population data, but it should be borne in mind that this 
can be readily converted to nonresponse adjustments by interpreting ‘population data’ as ‘data 
for the total sample’. 

The approach adopted in this section is to briefly describe each adjustment method and the as-
sumptions of its underlying statistical model and to illustrate its application with a simple ex-
ample. The same example is used throughout so that results can be compared across methods. 
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For ease of presentation, the example employs two auxiliary variables, A and B, in making the 
weighting adjustments. Since complex weighting adjustments are applicable mostly in situations 
where several auxiliary variables are to be used in making the adjustments, the example is artifi-
cial. Nevertheless, it serves as a useful illustration. For most methods A and B will be treated as 
categorical variables, with A having four categories (A1, A2, A3 and A4) and B having three 
categories (B1, B2 and B3). The initially weighted sample joint distribution and the population 
joint distribution of A and B are given in Table 1. 

Table 1: The initially weighted sample and population joint distributions for the 
auxiliary variables A and B 

Sample  Population 

 B1 B2 B3 Total   B1 B2 B3 Total 
A1 20   40  40   100  A1 80  40  55   175  
A2 50   140  310   500  A2 60  150  340   550  
A3 100   50  50   200  A3 170  60  200   430  
A4 30   100  70   200  A4 55  165  125   345  

Total 200   330  470   1000  Total 365  415  720   1500  

 

It may be seen from Table 1 that the overall sample and population totals are 1000 and 1500. 
The sample total is made to be smaller than the population total because of nonresponse (in the 
case of nonresponse weighting adjustments) or noncoverage (in the case of adjustments to ex-
ternal controls). A comparison of the numbers in corresponding cells of the sample and popula-
tion tables shows some substantial differences in the relative magnitudes (for example the ratio 
of the population total to sample total in cell A1/B1 is 4 whereas the ratio in cell A1/B2 is 1). 
These differences may be accounted for by differential nonresponse or noncoverage rates. 

Six methods will now be described. The weighting adjustments obtained by applying each of 
the six methods to the data in Table 1 are presented in Table 2, Parts A to F. They are discussed 
below. Parts G and H of Table 2 give the weighting adjustments for two methods that constrain 
the range of the adjustments. These and other methods for constraining the variability of the 
weighting adjustments are discussed in Section 3. 

Table 2: Weighting adjustments obtained from various weighting methods for the data 
in Table 1 

A:  Cell Weighting  B:  Raking 

 B1 B2 B3   B1 B2 B3 
A1 4.00 1.00 1.37  A1 1.81 1.45 2.02 
A2 1.20 1.07 1.10  A2 1.08 0.87 1.21 
A3 1.70 1.20 4.00  A3 2.20 1.76 2.45 
A4 1.83 1.65 1.79  A4 1.83 1.47 2.04 
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F = 1.24  F = 1.10 

C:  Linear Weighting  D:  GREG weighting 

 B1 B2 B3   B1 B2 B3 
A1 1.82 1.50 1.97  A1 1.21 1.17 1.14 
A2 1.09 0.78 1.24  A2 1.43 1.40 1.36 
A3 2.19 1.88 2.34  A3 1.66 1.62 1.59 
A4 1.83 1.52 1.98  A4 1.88 1.85 1.81 

F = 1.10  F = 1.02 

E:  Logistic regression weighting  F:  Mixture 

 B1 B2 B3   B1 B2 B3 
A1 1.87 1.35 1.99  A1 1.71 1.33 2.19 
A2 1.11 1.04 1.13  A2 1.32 1.03 1.10 
A3 2.23 1.49 2.40  A3 2.12 1.65 2.71 
A4 2.05 1.42 2.20  A4 1.75 1.36 2.24 

F = 1.10  F = 1.12 

G:  Logit weighting  H:  Truncated linear weighting 

 B1 B2 B3   B1 B2 B3 
A1 1.87 1.46 1.98  A1 1.81 1.48 1.99 
A2 1.08 0.74 1.27  A2 1.08 0.75 1.26 
A3 2.17 2.09 2.18  A3 2.20 2.00 2.20 
A4 1.89 1.49 1.99  A4 1.83 1.50 2.00 

F = 1.10  F = 1.10 

 

Cell Weighting  

The standard cell weighting procedure is to adjust the sample weights so that the sample totals 
conform to the population totals on a cell-by-cell basis. Thus the weighting adjustment for cell 
A1/B1 is 80/20 = 4.00 and that for cell A1/B2 is 40/40 = 1.00. The cell weighting adjustments 
for sample elements in each of the cells are given in Part A of Table 2.  

The assumption underlying cell weighting adjustments for nonresponse is that the respondents 
within a cell represent the nonrespondents within that cell. Using a response probability model, 
this assumption is satisfied if every population element in a cell has the same probability of re-
sponding if sampled (Kalton and Maligalig, 1991). This corresponds to the missing at random 
(MAR) assumption of Little and Rubin (1987). A similar model applies if the adjustment is be-
ing made for noncoverage. Unlike other methods, cell weighting makes no assumptions about 
the structure of the response (or coverage) probabilities across cells. Cell weighting has been 
used for many years to compensate for nonresponse and there is a substantial literature on the 
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method (see, for example:  Oh and Scheuren, 1983;  Kalton, 1983;  Little, 1986;  Elliot, 1991;  
Brick and Kalton, 1996). Applications in some U.S. surveys are described by Chapman et al. 
(1986). 

A potential disadvantage of cell weighting is that it can lead to a large variability in the distribu-
tion of the weighting adjustments, thereby inflating the variances of the survey estimates. The 
cell weights in Table 2 have a four-fold variation from 1.00 in cell A1/B2 to 4.00 in cells A1/B1 
and A3/B3, leading to a variance inflation factor of F = 1.24, i.e., to a reduction in the effective 
sample size of almost 20 percent. Variance inflation is a particular concern when sample sizes in 
a number of the adjustment cells are small (as can occur when there are many cells), since small 
sample sizes give rise to an instability in the adjustments. It is this feature that leads to the use 
either of weight trimming methods or of alternative adjustment methods. 

Raking 

Whereas cell weighting forces the sample joint distribution of the auxiliary variables to conform 
to the population joint distribution, raking operates only on the marginal distributions of the 
auxiliary variables. Raking is an iterative proportional fitting procedure:  first, the row sample 
totals are forced to conform to the population row totals (e.g., multiply all the sample weights in 
row A1 by 200/100);  then the adjusted column sample totals are forced to conform to popula-
tion column totals;  then the row totals are readjusted to conform;  and so on until convergence 
is reached. The weights obtained from this raking procedure are displayed in Part B of Table 2. 

When raking is used for nonresponse adjustments, the response probability model being as-
sumed is that the response probabilities are equal for all population elements within cells, as 
with cell weighting, and also that the response probability for cell (h,k) is of the form φhk = αh βk 
(Kalton and Maligalig, 1991). This additional assumption in the raking model leads to less vari-
ability in the weights and hence in the example F is reduced from 1.24 with cell weighting to 
1.10 with raking. Note, however, that the additional assumption leads to substantial differences 
in the weights for many cells from the cell weighting method (see, for example, cells A1/B1 and 
A1/B3). The appropriateness of the raking model needs to be carefully considered in such a 
case. 

Raking has been widely used for many years for benchmarking sample distributions to external 
distributions (see, for example, Deming and Stephan, 1940). When benchmarking to population 
distributions from external sources, sometimes only the marginal distributions of the auxiliary 
variables are available, in which case raking is possible but cell weighting is not. When the joint 
distribution is available, the choice between raking and cell weighting involves balancing the 
smaller loss in precision with raking from reduced variability of the weights against the bias 
resulting from a failure of the assumed structure of the response probabilities across cells. When 
the number of cells is relatively small and the cell sample sizes are reasonably large, cell 
weighting may generally be preferable. However, when there are many cells (as arises from the 
use of a sizeable number of auxiliary variables) raking may be the better choice. 

The raking method described above is also known as the raking ratio method. Sharot (1986) 
calls it rim weighting. It is one form of the generalised raking methods of Deville et al. (1993) 
(see also Deville and Särndal, 1992). This class of methods is designed to minimise the weight-
ing adjustments needed to make sample marginal distributions conform to population marginal 
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distributions according to some defined distance function; some of the methods also set upper 
and lower limits to the adjustments. 

Linear Weighting 

Linear weighting is another form of generalised raking that is similar to raking except that a dif-
ferent distance function is used (Deville et al., 1993). Like raking, it adjusts the weights to make 
the sample marginal distributions agree with the population marginal distributions. Linear 
weighting to marginal distributions is a special case of generalised regression estimation (see 
below). The weighting adjustments derived for the example using linear weights are given in 
Part C of Table 2. The variance inflation factor F is 1.10, the same as for the raking weighting 
adjustments. The cell weighting adjustments in Part C of Table 2 differ somewhat from those in 
Part B for raking, but the differences are not great and are much less than those between either 
of these sets of adjustments and the adjustments with cell weighting. 

Linear weighting has the undesirable feature that it can produce negative weights in some situa-
tions. As discussed in the next section, the method may be modified to place constraints on the 
adjustments that avoid this outcome. 

GREG Weighting 

To this point, the weighting adjustments have been developed for equating joint or marginal 
distributions with the population distributions. An alternative form of benchmarking is to make 
weighted sample estimates for quantitative variables conform to population parameters. For ex-
ample, the estimate of total output from a sample of businesses may be equated to the popula-
tion total output. To illustrate this approach, assign values 1, 2, 3 and 4 to the classifications A1, 
A2, A3 and A4, and similarly 1, 2, 3 to B1, B2, B3. The population total for A is then 3945 and 
the unadjusted sample total is 2500;  for B the corresponding totals are 3350 and 2270. The 
GREG weighting adjusts the weights so that the weighted sample totals become 3945 for A and 
3350 for B. The weights needed to achieve these specifications are given in Part D of Table 2. 

Since the unadjusted sample mean for A is 2.50 whereas the population mean is 2.63, it is to be 
expected that the weighting adjustments will be below the average adjustment of 1.50 for low A 
scores and above that average for high A scores, and this turns out to be the case. The unad-
justed sample mean for B is 2.27 and the population mean is 2.34, so that again one might ex-
pect the high B values to have higher adjustments. In fact, the reverse applies. This occurs be-
cause of the particular joint distribution of the sample given in Table 1. 

The GREG weighting adjustment derives from the standard regression estimator in survey sam-
pling (see, for example, Cochran, 1977, Chapter 7). The method involves incorporating the ad-
justment for the auxiliary variables used in the regression estimator as a modification of the 
weights (Bethlehem and Keller, 1987; Bethlehem, 1988; Deville and Särndal, 1992; Fuller et 
al., 1994). As a simple illustration, for an equal probability sample without nonresponse or non-
coverage, the regression estimator of the population total Y is 

Y Y b X XR = + −( ) , 

where Y dyi= ∑ , X dxi= ∑ , X is the known population total for the auxiliary variable x, b is the 
sample regression coefficient for the regression of y on x, and d is the inverse of the sampling 
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fraction (the base weight). This estimate may be alternatively expressed as Y w yR i i= ∑ , where 
the adjusted weight wi is given by 

[ ]w d X X x x x xi i i= + − − ∑ −( )( ) ( )2 . 

The GREG weighting approach readily extends to cover several auxiliary variables in the re-
gression model and to incorporate unequal weights. As with standard regression modelling, 
transformations of variables can be used and interaction terms can be included. Note that, al-
though the GREG weights come from a regression model with a dependent variable y, the 
weights do not depend on y. They are general weights that are applied for all analyses of the 
survey data. The use of GREG weighting in Statistics Canada’s Generalized Estimation System 
is described by Estevao et al. (1995). 

The linear weighting described above is a special case of GREG weighting when the auxiliary 
variables are categorical variables, or treated as such. Note that by making the sample weighted 
marginal distributions conform to the population marginal distributions, linear weighting also 
makes the weighted sample totals conform to the population totals if A and B are discrete vari-
ables, as considered in Part D of Table 2. Equating weighted sample totals to population totals 
imposes far fewer constraints on the weighting adjustments than the linear weighting in Part C. 
As a result the cell-by-cell variation in the weighting adjustments in Part C is much reduced, 
and the variance inflation factor is only F = 1.02. 

Logistic Regression Weighting 

Logistic regression modelling has been used to develop weighting adjustments for nonresponse. 
A logistic regression model is constructed to predict the probability of responding if sampled 
based on the auxiliary information, and each respondent’s weighting adjustment is then equated 
to the inverse of the respondent’s predicted response probability (see, for example, Iannacchione 
et al., 1991; Lepkowski et al., 1989). When the auxiliary information is a set of categorical vari-
ables and no interactions are included in the logistic regression model, logistic regression 
weighting is similar to raking. However, unlike raking, it cannot give weighting adjustments of 
less than 1. Also, logistic regression weighting is more flexible than raking in that it can include 
continuous predictors without categorising them and interaction terms as needed to best predict 
the response probabilities. 

Part E of Table 2 gives the weighting adjustments for the data in Table 1 obtained using logistic 
regression weighting with A and B treated as categorical variables and with no interaction terms 
in the model. Not surprisingly, these weighting adjustments are seen to be fairly similar to those 
obtained by raking as presented in Part B of the table. However, the simple use of logistic re-
gression modelling as conducted here does not ensure that the weighted sample marginal distri-
butions conform to the population marginal distributions; Iannacchione et al. (1991) address 
that problem. 

Mixture of Cell Weighting and Another Method 

Cell weighting has the attraction over other methods that it avoids assumptions apart from the 
missing at random (MAR) assumption that is common to all the methods under review. How-
ever, it can produce unstable weighting adjustments, particularly when the sample sizes in some 
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cells are small. A compromise approach is to use cell weighting for cells with large sample sizes 
and some other weighting method for other cells. Oh and Scheuren (1987), for instance, have 
used a combination of cell weighting and raking in this fashion, and termed the method modi-
fied raking. 

To illustrate this general approach, consider using a cell weighting adjustment for the large cell 
A2/B3, and raking for the other cells, after removing cell A2/B3. The results of this procedure 
are displayed in Part F of Table 2. The weighting adjustment for cell A2/B3 is set at 1.10 as in 
Part A of the table for cell weighting, lower than the 1.21 for overall raking in Part B. Other 
weighting adjustments in the A2 row and B3 column are therefore higher than the raking ad-
justments in compensation, and this feature, in turn, leads to lower weighting adjustments in the 
remaining cells. 

3. Methods for Constraining Weight Adjustments 

The variance inflation factor F is increased greatly by extreme weighting adjustments. To avoid 
this increase, several alternative procedures have been used to eliminate very large weighting 
adjustments. 

With cell weighting, common procedures are to trim the large weighting adjustments to some 
specified level or to collapse cells. For example, if a maximum allowable weighting adjustment 
is specified, cells with adjustments greater than the maximum are assigned the maximum ad-
justment, with the adjustments of other cells modified to ensure the weighted total is unaltered. 
Alternatively, these cells are collapsed with other cells such that the weighting adjustments of 
the collapsed cells are not larger than the specified maximum. Potter (1988, 1990, 1993) re-
views procedures for trimming weights and Kalton and Maligalig (1991), Little (1993), Lazze-
roni and Little (1998), and Tremblay (1986) discuss procedures for collapsing cells. 

As is shown in Part A of Table 2, the weighting adjustment for cells A1/B1 and A3/B3 is 4.00. 
If these adjustments were trimmed back to, say, 2.50, without further adjustment the weighted 
population total would be 1395 rather than 1500 as in Table 1. To bring the weighted population 
total back up to 1500, the weights in other cells may be increased by 1325/1220 = 1.09. Thus, 
the trimming procedure leads to a redistribution of the weights, with a part of the population in 
cells A1/B1 and A3/B3 being represented by sample elements in other cells. 

The alternative procedure of collapsing cells has a similar effect. Consider the problem cell 
A1/B1. With collapsing, the cell is combined with an adjacent cell, say A1/B2. The weighting 
adjustment is then the ratio of the population total (120) to the sample total (60) for the col-
lapsed cell, i.e., an adjustment of 2.00. Thus the effect of this collapsing is that half of the popu-
lation in cell A1/B1 is being represented by sample elements in cell A1/B2. 

The techniques of weight trimming and collapsing cells can be applied with any method but 
there are alternatives that have the advantage of being built into the weighting adjustment proc-
ess, rather than being modifications made after extreme weights are discovered. Huang and 
Fuller (1978), Jayasuriya and Valliant (1996), Singh and Mohl (1996), and Rao and Singh 
(1997) describe methods for ensuring nonnegative weights with regression weighting. Deville et 
al. (1993) describe a logit method that corresponds to raking and a truncated linear method that 
corresponds to the linear method, in both of which the user can specify lower and upper bounds 



88  

NEW METHODS FOR SURVEY RESEARCH 

for the weighting adjustments. Both of these methods can be applied using the CALMAR (cali-
bration on margins) program, as can unconstrained raking and the linear method. 

The results of applying the logit and truncated linear methods, with lower and upper bounds of 
0.5 and 2.20 respectively, to the data in Table 1 are displayed in Parts G and H of Table 2. As 
can be seen from Parts B and C of the table, only cell A3/B3 has a weighting adjustment that 
exceeds 2.20 with raking and linear weighting. Placing the restriction of a maximum weighting 
adjustment of 2.20 reduces the weighting adjustment for that cell to that amount and distributes 
the excess weight to other cells, particularly to cells in the A3 row and B3 column. 

4. Choice of Auxiliary Variables 

When a sizeable number of auxiliary variables is available for use in making weighting adjust-
ments, it may be that only a selection of them can be employed, even when applying the meth-
ods described in the previous section. That selection may be guided by analyses of the relation-
ships of the auxiliary variables to the response or coverage rates and to the survey variables. 

Consider the bias caused by nonresponse in using the simple unadjusted (base-weighted) sample 
mean ( )y  to estimate the population mean ( )Y . That bias can be expressed approximately as 

B y
N

Y Yi i( ) ( )( )≈ ∑ − −
1
φ

φ φ , 

where φ i  is the response probability of element i  (φ i  > 0), φ  is the average response probabil-
ity in the population, and N is the size of the population. As can be seen from this formula, the 
bias in y  arises from differential response probabilities that are associated with the y-values. If 
φ i  = φ  for all population elements, y  is unbiased for Y . 

To illustrate the effect of weighting adjustments, consider cell weighting. The effect of cell 
weighting can be seen by expressing the bias of the unadjusted mean as 
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N Y Yci c ci c c c c( ) ( )( ) ( )( )≈ ∑∑ − − + ∑∑ − −
1 1
φ

φ φ
φ

φ φ , 

where c denotes cell c, Yci and φci are the value of y and the response probability for element i  
in cell c, Nc is the number of elements in the population in cell c, and Yc  and φ c  are the mean of 
y and the average response probability in cell c (Brick and Kalton, 1996). The effect of cell 
weighting is to remove the second term from the bias. Both the average response probabilities 
and average y-values must differ across cells for this term to be non-zero. Unless these two con-
ditions apply, cell weighting adjustments are ineffective. 

The sample mean computed with cell weighting adjustments is unbiased for Y  if the first term 
is zero, which occurs when the y-values and response probabilities are unrelated within cells. If 
the y-values or response probabilities were constant within cells, the adjustment mean would be 
unbiased. In practice, it is of course unrealistic to expect that weighting adjustments will remove 
the bias, but it is hoped that they will reduce it. However, if the two terms in the above equation 
are of opposite sign, it is in fact possible for the adjustments to increase the absolute bias 
(Thomsen, 1973). 
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To be effective, adjustment cells need to differ in average response probabilities and in y-values. 
Since surveys generally collect data on many variables, most emphasis is usually placed on con-
structing cells that differ in response probabilities since it is likely that at least some of the sur-
vey variables will differ in level across such cells. Techniques for identifying auxiliary variables 
to be used in forming adjustment cells with differing response probabilities include logistic re-
gression and tree algorithms such as CHAID (see, for example, Rizzo et al., 1996). 

When a survey collects data on only a few variables, or there are only a few variables of key 
interest, then appropriate statistical models can be constructed for predicting the key variables 
from the auxiliary variables. A combination of important predictors from these models and from 
the models predicting response probabilities may then be used for creating the adjustment cells. 

With nonresponse adjustments the main consideration in choosing auxiliary variables is gener-
ally that they predict response probabilities. With weighting adjustments to make the sample 
data conform to external sources, however, often the main consideration is that the auxiliary 
variables predict key survey variables. This is because benchmarking to external sources that are 
closely related to the key survey variables increases the precision of the survey estimates based 
on those variables if there is no noncoverage, and retains some of this benefit if there is noncov-
erage. 

5. Two Illustrations 

This section briefly outlines the application of complex weighting adjustments in two large-
scale U.S. survey programs. One program collects data on food intakes by individuals and the 
other is a panel survey of income and participation in welfare programs. 

Surveys of Food Intakes 

The U.S. Department of Agriculture’s (USDA’s) 1987-1988 Nationwide Food Consumption 
Survey collected food use information from sampled households with interviews spread across 
the seasons of the year. Since only 37 percent of occupied housing units provide the requisite 
data, there was a serious concern about nonresponse bias. To address these concerns extensive 
benchmarking to external controls was carried out by regression weighting (Fuller et al., 1994). 
Fifteen auxiliary variables that were believed to be related to food behaviour - including such 
variables as household income as a percentage of the poverty level, household size, presence of 
a child under 7 years of age, age of household head, and geographic region - were used. All but 
two of the external controls came from the March 1987 Current Population Survey (CPS). Con-
trols for urbanisation came from another source and control for season was an even distribution 
over the four seasons. All the variables except household size were treated as categorical vari-
ables. In addition to the 25 indicator variables for the categorical variables, household size and 
the square of household size were included in the regression. The regression weights were con-
strained to fall within defined limits, limiting the variance inflation factor to 1.32. 

The USDA’s Continuing Survey of Food Intakes by Individuals (CSFII), conducted in 1994-96, 
achieved a much higher response rate than the 1987-88 survey, but it also used extensive 
benchmarking to external controls, primarily taken from the CPS. In the CSFII, nonresponse 
adjustments were made in two stages. The first stage involved adjustments for nonresponses to a 
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screener interview and were based on characteristics of the segment (final stage cluster) in 
which they fell. The second stage adjustment compensated for nonresponse to the interview 
about the first day’s food intake. Cell weighting adjustments were made, with cells identified by 
a CHAID analysis and with auxiliary variables selected from the segment characteristics and 
screener responses (e.g., age, sex, income status). The final adjustment was raking to CPS data 
and to equal distributions by season and day of the week. The 16 raking dimensions were simi-
lar to those used for the 1987-88 survey, with household size being treated as a categorical vari-
able. Raking was conducted separately for four subgroups (males, 20 years of age or older; fe-
males, 20 years of age or older; children 0-5 years of age; persons 6-19 years of age), thereby 
covering some interaction effects. Further interactions were covered by crossclassifying auxil-
iary variables (e.g., age group and home ownership for those 20 years of age or older; age group 
and sex for those under 20 years of age) and treating the cells of the crossclassification as a sin-
gle control variable. Chu and Goldman (1997) provide further details. 

Survey of Income and Program Participation 

The Survey of Income and Program Participation (SIPP) is a repeated household panel survey 
conducted by the U.S. Bureau of the Census. New panels were started each year from 1984 to 
1993 and a redesigned panel started in 1996. The current discussion relates to the 1987 SIPP 
panel. That panel started with a sample of about 12,300 households, and followed the members 
of those households for seven waves of interviews, conducted at four-month intervals. The 
panel weights produced for the 1987 panel relate only to respondents to all of the seven waves 
for which they were eligible. Nonresponse adjustments are made for the 6.7 percent of nonre-
sponding households at the initial wave and for the 20.8 percent of panel nonrespondents, that 
is, respondents at the initial wave who failed to respond for one or more of the subsequent 
waves for which they were eligible. 

The weighting adjustments for panel nonrespondents can employ the responses to the initial 
wave interviews as auxiliary variables. Several approaches have been examined for developing 
these weighting adjustments. Rizzo et al. (1996) conducted logistic regression analyses to de-
termine which of 58 initial wave items to retain, and thereby reduced the number of items to 31. 
They examined the use of several alternative weighting adjustments including cell weighting 
with cells obtained from a CHAID analysis, logistic regression weighting, raking, and a mixture 
of cell weighting for cells with large sample sizes and logistic regression weighting for other 
cells. They found a fair degree of similarity between the weights produced with these different 
methods. However, all these sets of weights were somewhat different from the current weights, 
which were based on a different set of auxiliary variables. 

Folsom and Witt (1994) examined the use of a constrained logistic regression model to compen-
sate for panel nonresponse in the 1987 SIPP panel. Their analysis suggested that the weight ad-
justments should be developed separately for seven subgroups of the population defined in 
terms of household income, race/ethnicity, marital status and census region. Sizeable numbers 
of predictor variables were included in most models. 

An et al. (1994) treated the SIPP panel respondents as a three-phase sample starting with the 
CPS as the first phase. The second phase was the respondents at the initial wave and the third 
phase was the panel respondents. They then applied regression weighting methods in three dif-
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ferent schemes to develop weights for each phase and hence overall, with substantial numbers 
of predictor (control) variables in each model. 

Another aspect of SIPP weighting that is of interest here is the development of weights for state 
level analyses. Recent welfare reform has transferred many welfare programs to states, with the 
consequent increased interest for state estimates from SIPP. To improve the precision of state 
estimates, research is being conducted to benchmark the state age, sex and race/ethnicity sub-
group population counts from SIPP to state postcensal population estimates. The level of detail 
of the benchmarking will vary by state. 

6. Concluding Remarks 

Recent developments for complex weighting adjustments are now being increasingly applied. 
By permitting more auxiliary information to be used, they have the potential to reduce biases 
arising from nonresponse and noncoverage. Benchmarking to external data both addresses non-
coverage bias and has a poststratification effect that works towards improving the precision of 
some survey estimates. It needs to be recognised, however, that when noncoverage is large and 
variable across the population, the overall effect of benchmarking may well be to lower the pre-
cision of most survey estimates. The use of methods that constrain the variability of the weight-
ing adjustments or trim large weights can avoid serious losses in precision. 

In general these complex methods are most useful when there is a sizeable amount of auxiliary 
information available. With sample adjustment for nonresponse, this situation mostly occurs in 
later rounds of panel surveys and surveys with several phases of data collection. With popula-
tion adjustments for noncoverage and improved precision, it occurs when the survey data are 
benchmarked to another large-scale survey, and when a great deal is known about the popula-
tion (as in some establishment surveys). When a substantial amount of auxiliary information is 
available, a variety of alternative methods may be used. Many of the methods are in fact fairly 
similar and the weighting adjustments they produce are likely to be highly correlated (Deville et 
al., 1993;  Rizzo et al., 1996). Thus the choice of auxiliary variables and of the mode in which 
they are employed in the adjustments may be of more significance than the choice of a particu-
lar method. 

In applying a complex weighting adjustment procedure, attention should be paid to the assump-
tions of its underlying statistical model. Most of the models control to marginal data, using 
some type of ‘no interaction’ assumption. This assumption needs to be carefully assessed, and 
modifications made if it is obviously erroneous (for example, by combining auxiliary variables 
into a single variable with raking, performing the adjustments separately for different subsets of 
the population, or including interaction terms in regression models). Similarly, methods that 
automatically restrict the range of the adjustments are redistributing the excess adjustments that 
would otherwise be given to some respondents to other respondents. The appropriateness of this 
redistribution should be examined. Although a complex method may be readily applied using 
available computer software, the need remains for a careful review of the method’s applicability 
for a given survey. 

Finally, it should be noted that survey weights that include weighting adjustments for nonre-
sponse, for noncoverage, and for poststratification-type gains in precision should not be treated 
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as constants when estimating the variances of survey estimates. One approach that deals with 
this complication is to use a jackknife variance estimation procedure with the weighting adjust-
ments recomputed for each replicate. Another is to employ a Taylor series linearization proce-
dure that takes account of the weight variation. See, for example, Stukel et al. (1996). 
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The use of calibration weighting on large government surveys 
Sharon Bruce & Dave Elliot 

Abstract 

Calibration methods of weighting survey data which incorporate demographic data at a person 
level to produce household-level weights have recently been trialled on the UK Family Expen-
diture Survey, the UK Labour Force Survey and the General Household Survey. A summary of 
the results obtained so far on the effect on variable estimates, precision and non-response bias 
are presented. The paper discusses some of the practical aspects of implementing this approach 
to survey weighting.  

Keywords 

Weighting, grossing, calibration weighting, non-response bias  

1. Introduction 

Data from the UK Family Expenditure Survey is used in several applications by a number of 
different Government departments. Some of these applications calculate and apply weights to 
compensate for nonresponse and to gross to the population using a variety of methods and oth-
ers don’t. Currently however there is no attempt to generate a single set of weights at source.  

The UK Labour Force Survey uses population data to generate person-level weights by post-
stratification and raking despite the fact that the sampling and response unit is essentially a 
household. The household data from this survey is not currently released but there are plans to 
make this available in the future. 

The General Household Survey is widely acknowledged as a reliable source of data about Brit-
ish  society and yet has never supplied weights to compensate for nonresponse, despite several 
studies demonstrating evidence of bias. 

Calibration methods which incorporate demographic data at a person level to produce house-
hold-level weights have recently been trialled on all these surveys. The early work on the FES 
concentrated on bias reduction using data from a special study in 1991 when the households 
selected for the survey were linked with their Census records (Foster (1998)). More recently the 
method has been used on several full years’ data and the plan is to introduce weighting on the 
survey in the near future. 
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Following an initiative from Eurostat, ONS also investigated the use of calibration methods on 
the UK LFS, concentrating particularly on the feasibility and impact of applying a large number 
of separate controls to a quarterly dataset, the size of the differences in the key economic status 
indicators, particularly the numbers of employed and unemployed people, and the precision of 
the estimates. 

More recently as part of an initiative on developing recommendations for good practice across a 
range of government surveys both in the social and business areas, ONS has been looking at the 
impact of weighting data from the GHS both in terms of the plausibility of the adjustments 
made and the effect on precision in a survey with a more orthodox sample design. 

Our paper will mention the main conclusions from the earlier work on the FES and LFS but will 
concentrate mainly on the more broadly based GHS results. 

2. The Family Expenditure Survey  

The households selected for interview between February and May 1991 for the FES were 
matched with their Census records as part of an investigation of nonresponse bias to major Gov-
ernment surveys. Significant biases were identified on a number of Census variables, in particu-
lar the area type, household size, the presence of children, the marital status, ethnic group and 
qualification level of the household head and the number of adults in employment. As well as 
examining ways of predicting response propensity from these data, Foster considered other 
more traditional approaches to weighting these data using auxiliary data from the population or 
the sampling frame. These were largely ineffective at removing the biases so more recently we 
tried a calibration approach using demographic estimates of population totals by age group, sex 
and region. Selected results are shown in Table 1. 

The results from this exercise can be summarised thus. 

a) Person-level calibration methods using data on age and sex are effective at reducing nonre-
sponse bias associated with household size and composition for the FES 

b) Bias associated with characteristics of the head of household tends to increase with person-
level calibration 

c) Applying person-level weights via a head of household weight increases bias on all charac-
teristics considered 

d) Use of regional control totals at the household level in the calibration increases the bias 
compared to using just age and sex 

e) Use of the response propensity weights (derived from a CHAID analysis which identified 
10 groups) as prior weights to the calibration is beneficial 

Following this work the calibration approach to weighting was recommended for use on the 
FES. The FES steering group has now endorsed this recommendation. 
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Table 1: Effect of Calibration Weighting on Nonresponse Bias on the 1991 FES 

 Set Sample Bias: 
Respondents 

Bias: 
Calibration  

Bias: CHAID 
& Calibration

Number of Adults % % % % 

1 29.7  0.8  0.1 -0.4 

2 50.9  2.1  1.2  0.5 

3 13.0 -1.9 -1.2 -0.1 

4+  6.4 -1.0 -0.1   0 

Household composition     

1 adult, no child 26.5  0.5  0.2 -0.3 

1 adult & children  3.2  0.3 -0.1 -0.1 

2 adults, no child 32.9   0 -0.1 -0.1 

2 adults & children 18.0  2.0  1.3  1.0 

3+ adults, no child 14.1 -2.7 -1.6 -0.4 

3+ adults & children  5.3 -0.1  0.3 -0.1 

Tenure     

Buying with mortgage 42.8  0.8  1.6 1.5 

Owned outright 25.5 -1.0 -1.6 -1.5 

LA rented 21.0 -0.2 -0.7 -0.6 

Privately rented  4.5  0.1  0.5  0.4 

Rented from HA/with job  6.2  0.3  0.2  0.2 

 

3. The UK Labour Force Survey 

The UK LFS is the primary source for data on unemployment rates and totals using the interna-
tionally comparable ILO definitions. The survey is large and, in each quarter, unclustered at the 
address level. In 1996 Eurostat issued a draft regulation on how the data from this survey should 
be weighted to produce estimates of population totals. They specified that weights should be 
derived at a household level with a requirement that the weighted sample of individuals should 
match national population totals by sex, age group and region. 

The current method of grossing the UK LFS uses a post-stratification approach for individuals 
and because of the large unclustered sample it is able to match the sample to a total of over 1000 
separate age, sex and regional control totals. These are defined in three groups and a raking ap-
proach is used to match to the margins on these three separate classifications. 
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The statistical offices of a number of EC members expressed reservations about this proposal 
and Eurostat commissioned research on its effect on the main LFS estimates and their precision, 
part of which was undertaken by ONS. 

We used the CALMAR macro that had been developed by INSEE to trial the calibration method 
and the logit method to determine the weights. The Taylor series method proposed by Deville 
and Sarndal (1992), linked with SUDAAN was used to estimate variances.  

Using CALMAR to fit the data to 1028 separate control totals in a single step proved unrealistic 
but the nature of the controls meant that to satisfy most of them, the data could be segmented 
and separate runs made in a number of different regions. Even so fitting a total of 130 controls 
in some regions took a considerable time and we estimated that using this method of generating 
weights would probably add at least one day to the dataset production timetable. One set of con-
trols that we never succeeded in matching completely was the single year of age totals by sex, 
which are not disaggregated by region because the corresponding LFS sample sizes are consid-
ered too small. These were fitted approximately by calculating an initial post-stratification 
weight and treating this as a “prior” weight, departures from which are minimised in the calibra-
tion algorithm. This was only partially successful. 

The proportional changes to the main estimates were small at the aggregate level but these ag-
gregates masked some much larger estimates for certain age/sex subgroups. Overall use of the 
calibration weights would have resulted in an increase in total employment of around 110,000 
or 0.4% and a reduction in total unemployment of around 10,000 or 0.4%. Among adults aged 
25-34, the male unemployment rate would increase by 2% and the female rate would reduce by 
6% as a result of calibration weighting. 

The effect on the sampling errors of these estimates is also relatively modest with the sampling 
error for the male unemployment rate increasing by 4% and that for the female unemployment 
rate falling by 6%. Other work conducted at around the same time by Statistics Sweden on their 
LFS produced broadly similar results. 

The draft directive on LFS weighting was subsequently withdrawn by Eurostat and, because of 
the size of the discontinuities in the time series, no decision has yet been taken on whether to 
move to this method of grossing the survey in the future. Nevertheless work is proceeding on 
producing a data file of household level variables with calibration weights. 

4. The General Household Survey  

The General Household Survey (GHS) covers a wide range of topics for the household popula-
tion of Great Britain. Since it began in 1971 the survey has included questions on population 
and fertility, family and household information, housing, health, employment and education. Its 
particular strength is in allowing researchers to explore the inter-relationship between these ar-
eas of social policy and to monitor changes in their associations over time. In addition other top-
ics are covered periodically by the survey and new topics are introduced over time.  

Data from the GHS are currently not weighted. A study was recently carried out using GHS data 
for a wide range of variables, looking at the effect of calibration weighting on survey estimates 
and their precision and where possible the effects of the weighting on known GHS biases. The 



BRUCE & ELLIOT: THE USE OF CALIBRATION WEIGHTING ON LARGE GOVERNMENT SURVEYS 99 

NEW METHODS FOR SURVEY RESEARCH 

objective was not to produce a definitive method of weighting the GHS, rather it was to look at 
the issues surrounding weighting and the choice of weighting approach, using a broader range 
of variables than on the earlier studies. The results given in this paper cover only some of the 
work carried out but highlight the main themes explored.  

In common with estimates produced from the GHS the work focussed on estimates of propor-
tions and means (rather than totals). As in the earlier work the CALMAR macro, developed by 
INSEE, was used to determine the weights. The Taylor series method proposed by Deville and 
Sarndal (1992) was implemented using SPSS (for the estimation of regression residuals) and our 
in-house sampling errors estimation program, EPSILON, to estimate variances. The data used 
were from the 1996 survey.  

The work began by using fairly small weighting classes. The weighting classes are smaller than 
one would want to use in practice, because of concerns over the robustness of the approach with 
a sample the size of that of the GHS (9158 responding households in 1996). It was however in-
tended that this should form a starting point for comparison. Weighting was to individual level 
totals for an age/sex breakdown of the household resident population (38 classes) and a break-
down by region, split for England into metropolitan and non-metropolitan areas (17 classes). 
The age/sex breakdown was by 5 year age groups ranging from ages 0-4 then 5-9 to an upper 
age group of 90+, each broken down by sex. The region breakdown was the same as the sur-
vey’s regional stratification, with the exception of Scotland and Wales, which were each treated 
as single regions for the weighting.  

The results of the initial weighting were encouraging. It was relatively straightforward (if 
somewhat time-consuming) to estimate the calibration weights, the new variable estimates and 
their sampling errors. The examination of the effects on bias was less straightforward. The best 
study of the biases of the GHS was the work carried out using 1991 Census linked survey data. 
The current study, which used 1996 survey data, had no direct comparison with ‘known’ vari-
able values. It was felt, however, that biases on the GHS were fairly consistent over time and 
that any movements in the direction of correcting the observed 1991 biases, with a similar mag-
nitude to those identified in the study, were encouraging. Tables 2 and 3 show the results for 
selected GHS household level and individual level variables. Where these are comparable to 
variables used in the 1991 Census-linked non-response study, the results are shown. 

The columns headed ‘unwtd. est.’ and ‘unwtd. s.e.’ show the current unweighted estimates of 
percentages and their standard errors for a selection of GHS variables. The following two col-
umns give the weighted results using calibration weighting and the method of sampling error 
estimation described above. The following column shows the ratio of standard errors (weighted 
error divided by unweighted error). In almost all cases the weighted errors were smaller than the 
unweighted errors; intuitively the ‘post-stratification’ effect of the method outweighing the vari-
ance increasing effect of the variable case weights. An interesting feature of the results is the 
large differences in the effect of weighting on the different variables. Some of the effects were 
substantial, particularly for various household composition variables. For example calibration 
weighting halved the standard error of the estimate of the percentage of households with no 
children. For other variables the effects were much smaller. Two examples given here, long-
standing illness and weekly alcohol consumption are representative of a set of individual level 
variables, including other measures of longstanding illness and restricted activity, visits to GPs, 
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cigarette smoking and participation in sport, where the effect of calibration weighting was in the 
main relatively modest. 

The next column of the table shows the ratio of the estimates (again calculated as the weighted 
estimate divided by the unweighted one). The final column shows the correction factors calcu-
lated as part of the GHS Census linked non-response study which were the ratio of the set sam-
ple estimates to the responding sample estimates. Where there is an asterisk in the row above 
the variable, this indicates that a significant difference between the set and responding sample 
distributions was found in the study. NS indicates that the difference in distributions was not 
significant. In general the results were fairly encouraging, most changes in variable estimates 
between the unweighted and weighted values at least moving in the direction of bias reduction. 

Table 2: Initial weighting of selected GHS household level variables 

 Unwtd. 
est. 

Unwtd. 
s.e. 

Weight 
est. 

Weight 
s.e. 

Ratio 
of s.e. 

Ratio 
of est. 

Census 
Study 
factor 

Number of adults  
(% of households) 

      * 

1 adult 32.5 0.56 32.4 0.50 0.89 1.00 1.02 

2 adults 52.0 0.59 51.2 0.54 0.92 0.98 0.98 

3 adults 11.0 0.36 11.3 0.33 0.91 1.03 1.04 

4 or more adults 4.5 0.21 5.1 0.20 0.92 1.13 1.01 

Age of youngest child  
(% of households) 

      * 

No children 69.6 0.50 71.4 0.25 0.50 1.02 1.01 

Youngest aged 0-4 13.2 0.37 12.3 0.13 0.35 0.93 0.95 

Youngest aged 5-9 8.5 0.27 7.9 0.16 0.59 0.93 0.98 

Youngest aged 10-15 8.7 0.32 8.5 0.19 0.61 0.98 0.98 

Household composition  
(% of households) 

      * 

1 person only 27.3 0.50 28.0 0.45 0.89 1.03 1.03 

2 or more unrel. adults or 
separate families 

3.3 0.20 3.7 0.21 1.06 1.14 1.05 

Couple no children 28.3 0.51 28.1 0.43 0.84 0.99 0.99 

Couple & dep. children 25.2 0.51 24.4 0.34 0.67 0.97 0.96 
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Couple & non-dep. children 
only 

6.5 0.26 7.0 0.26 1.01 1.08 1.07 

Lone parent & dep. chil-
dren 

6.7 0.28 5.8 0.23 0.83 0.86 0.98 

Lone parent & non-dep. 
children only 

2.7 0.17 2.9 0.18 1.06 1.07 1 

Table 3: Initial weighting of selected GHS individual level variables 

 Unwtd. 
est. 

Unwtd. 
s.e. 

Weight. 
est. 

Weight. 
s.e. 

Ratio 
of s.e. 

Ratio 
of est. 

Census 
Study 
factor 

Marital status (% of 
adults aged 16+) 

      * 

Married 60.0 0.50 58.4 0.41 0.82 0.97 0.99 

Single 24.8 0.45 26.5 0.33 0.74 1.07 1.03 

Widowed or divorced 15.2 0.32 15.1 0.26 0.82 0.99 1.01 

Economic activity 
(% econ. active aged 
16+) 

       

Men 69.9 0.56 71.5 0.45 0.81 1.02  

Married/cohabiting 
women 

58.3 0.64 59.6 0.53 0.84 1.02  

Non-married women 43.9 0.92 43.1 0.68 0.74 0.98  

Longstanding illness  
(% of all persons) 

      NS 

Male 34.1 0.55 33.8 0.52 0.94 0.99  

Female 35.1 0.54 35.4 0.53 0.97 1.01  

Total 34.6 0.47 34.6 0.44 0.95 1.00 1 

Weekly alcohol con-
sumption (% of per-
sons aged 18+) 

       

Men        

Drank more than 21 
units 

27.3 0.57 28.1 0.58 1.02 1.03  



102  

NEW METHODS FOR SURVEY RESEARCH 

Drank more than 50 
units 

5.9 0.30 6.3 0.32 1.08 1.06  

Women        

Drank more than 14 
units 

13.7 0.39 13.8 0.38 0.97 1.01  

Drank more than 35 
units 

2.3 0.16 2.3 0.16 0.99 1.02  

 

The next stages of the project were concerned with investigating the effect of using more aggre-
gated weighting classes. As the examination of the full set of GHS variables used in the study 
would have been somewhat unwieldy, four key variables were selected for this stage. These 
were: the age of the youngest child in the household; household composition; marital status; and 
economic activity by sex and marital status, all defined as shown in Tables 2 and 3.  

A part of the estimation of sampling errors for a weighted estimate is the derivation of the re-
siduals of a regression model through the origin, with the numerator of the ratio as the depend-
ent variable and variables for each of the weighting classes as independent variables. Thus for 
example for an estimate of the proportion of individuals who are married, one would run a re-
gression through the origin with the count of married people in each household as the dependent 
variable and the count of people in each household in each age/sex group and region group as 
the independent variables. It was anticipated that there should be some relationship between the 
R2 values of these regressions and the performance of the weighting scheme, the performance in 
terms of variance reduction being better for models with higher R2 values. In fact on examining 
the R2 values for the full set of variables it was clear that this didn’t hold. In particular the abso-
lute value of the percentage being estimated  also played a part. For example several of the vari-
ables on percentage of households owning various consumer durables, such as televisions and 
telephones, had high estimated values (percentages over 90%) and relatively high R2 values 
(over 0.8) but in fact had only small differences in estimated sampling errors between un-
weighted and weighted estimates. It was therefore clear that the relationship was more complex. 
However for other variables with less extreme estimated values, there did appear to be some 
relationship between the R2 values and the effectiveness of the calibration weighting. 

Five more aggregated models of age/sex and regional breakdowns were considered in addition 
to the initial model for the four variables. These were: 

0) Initial model. 38 age/sex categories in 5 year bands upto age 90+. 17 regional categories, 
distinguishing metropolitan and non-metropolitan regions in England. 

1) Model 1. 38 age/sex categories as above. 12 regional categories as above without distin-
guishing metropolitan and non-metropolitan areas within region. Single variable identifying 
metropolitan areas in England. 

2) Model 2. 38 age/sex categories as above. Regions aggregated to Scotland, North, Midlands 
and East Anglia,  South West and Wales, London, South East with an indicator for metro-
politan areas in England as before. 
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3) Model 3. 38 age/sex categories as above. Regions aggregated to London, Scotland, Wales, 
metropolitan and non-metropolitan areas in England. 

4) Model 4. Age/sex categories for those under the age of 15 combined into 2 categories: age 
0-4 and age 5-14 – neither split by sex. Regions as in model 3. 

5) Model 5. Age/sex categories for those under the age of 15 as above. Grouping of adult 
age/sex categories into ages 15-24, 25-44, 45-64, 65-74, 75+ each split by sex. Regions as 
in model 3.  

With the exception of model 3 each of these is a hierarchical aggregation of the previous model. 
When carrying out formal testing of whether the constraints were appropriate (using F tests with 
the regression residual sums of squares) it was soon apparent that at each stage the hypothesis of 
the higher level model was rejected for at least some categories of some of the four key vari-
ables. If a strict approach to aggregation of the weighting classes had been taken we would have 
concluded that no aggregation was possible. However, this was felt to be undesirable, as there 
was concern that the classes were really too disaggregated to be assured of their robustness over 
time. 

Despite the changes in the residual sums of squares and the R2 values, generally the changes in 
the actual values of the parameter estimates and their sampling errors at each stage were fairly 
small and  in practice more aggregated classes still produced a good weighting system with 
gains over using unweighted data. In the end model 5, the most aggregate model considered was 
used as a weighting scheme and estimates and sampling errors recalculated for all the GHS 
variables considered by the study. The results are given for selected variables in Tables 4 and 5 
below. 

With the exception of the variable age of the youngest child, there was relatively little loss of 
precision in moving from the initial dissagregated weighting to the final aggregated weighting. 
The age of the youngest child was affected most by the aggregation of the ages of children.  

The results of the study were encouraging, indicating that there are gains to be made from even 
a relatively simple calibration weighting approach, both in terms of bias reduction on a number 
of variables and in terms of increased precision. This would indicate that this approach could be 
used successfully on surveys with smaller sample sizes that those of the surveys considered. 
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Table 4: Comparison of initial and final weighting of selected GHS household level 
variables 

 Unwtd. 
est. 

Unwtd. 
s.e. 

Weight. 
est. 

initial 
wt. 

Weight. 
s.e. 

initial 
wt. 

Weight. 
est. 

final 
wt.  

Weight. 
s.e. 

final 
wt. 

Number of adults (% of 
households) 

      

1 adult 32.5 0.56 32.4 0.50 32.3 0.50 

2 adults 52.0 0.59 51.2 0.54 51.1 0.55 

3 adults 11.0 0.36 11.3 0.33 11.5 0.34 

4 or more adults 4.5 0.21 5.1 0.20 5.1 0.20 

Age of youngest child 
(% of households) 

      

No children 69.6 0.50 71.4 0.25 71.1 0.28 

Youngest aged 0-4 13.2 0.37 12.3 0.13 12.2 0.13 

Youngest aged 5-9 8.5 0.27 7.9 0.16 7.9 0.20 

Youngest aged 10-15 8.7 0.32 8.5 0.19 8.7 0.28 

Household composition 
(% of households) 

      

1 person only 27.3 0.50 28.0 0.45 27.9 0.45 

2 or more unrel. adults or 
separate families 

3.3 0.20 3.7 0.21 3.6 0.21 

Couple no children 28.3 0.51 28.1 0.43 28.1 0.43 

Couple & dep. children 25.2 0.51 24.4 0.34 24.7 0.38 

Couple & non-dep. chil-
dren only 

6.5 0.26 7.0 0.26 7.0 0.26 

Lone parent &  dep. chil-
dren 

6.7 0.28 5.8 0.23 5.9 0.24 

Lone parent & non-dep. 
children only 

2.7 0.17 2.9 0.18 2.9 0.18 
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Table 5: Comparison of initial and final weighting of selected GHS individual level 
variables 

 Unwtd. 
est. 

Unwtd. 
s.e. 

Weight. 
est. 

initial 
wt. 

Weight. 
s.e. 

initial 
wt. 

Weight. 
est. 

final wt.  

Weight. 
s.e. final 

wt. 

Marital status (% of 
adults aged 16+)       

Married 60.0 0.50 58.4 0.41 58.7 0.42 

Single 24.8 0.45 26.5 0.33 26.2 0.35 

Widowed or divorced 15.2 0.32 15.1 0.26 15.1 0.27 

Economic activity (% 
econ. active aged 16+) 

      

Men 69.9 0.56 71.5 0.45 71.3 0.45 

Married/cohabiting 
women 

58.3 0.64 59.6 0.53 59.5 0.54 

Non-married women 43.9 0.92 43.1 0.68 43.1 0.69 

Longstanding illness  
(% of all persons) 

      

Male 34.1 0.55 33.8 0.52 33.9 0.53 

Female 35.1 0.54 35.4 0.53 35.3 0.52 

Total 34.6 0.47 34.6 0.44 34.6 0.44 

Weekly alcohol 
consumption (% of 
persons aged 18+) 

      

Men       

Drank more than 21 units 27.3 0.57 28.1 0.58 28.0 0.59 

Drank more than 50 units 5.9 0.30 6.3 0.32 6.2 0.32 

Women       

Drank more than 14 units 13.7 0.39 13.8 0.38 13.7 0.38 

Drank more than 35 units 2.3 0.16 2.3 0.16 2.3 0.16 
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Using Weighting to Compensate for Attritional Bias in 
Longitudinal Data from the Labour Force Survey 

Pam Tate 

Abstract 

The Labour Force Survey (LFS) is a rich source of longitudinal data on economic activity, but 
there are serious risks of distortion from the biases arising from sample attrition. Previous work 
has identified the main characteristics independently associated with higher rates of attrition. 
The paper describes new work to use these results in the weighting procedure to compensate for 
the attrition bias in population level estimates from the longitudinal data, and analyses the ef-
fects and effectiveness of this approach. 

Keywords 

Longitudinal data; labour force survey; survey non-response; attrition bias; weighting 

1. Introduction 

The Labour Force Survey (LFS) is a household survey, gathering information on a wide range 
of labour force characteristics and related topics. Since 1992 it has been conducted on a quar-
terly basis, with each sample household retained for five consecutive quarters, and a fifth of the 
sample replaced each quarter. The survey was designed to produce cross-sectional data, but in 
recent years it has been recognised that linking together data on each individual across quarters 
would produce a rich source of longitudinal data. The process of linking data on the same indi-
vidual from several quarters in the LFS is relatively straightforward. There are however serious 
risks of distortion in the results from such longitudinal linking, a major source of which is the 
biases arising from sample attrition. (The other main potential source of bias is response error, 
which is not considered in this paper, but its likely presence needs to be borne in mind.) 

This paper first summarises previous work that analysed the characteristics of members lost 
from the survey sample through non-response at each successive interview round, and hence 
identified the main characteristics independently associated with higher rates of attrition. It then 
describes a method of using these results to compensate for the effects of attrition bias by incor-
porating them into the weighting procedure for producing population level estimates from the 
survey. This approach utilises a calibration weighting method, and compensates for differential 
levels of attrition both through the population control totals and through the use of prior 
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weights. The effects of this approach are analysed, and the effectiveness of the compensation for 
attrition bias assessed. 

2. Non-response and its biasing effects 

Some sample members are lost from the LFS at the initial stage, because of non-response to the 
first interview, either because it has not been possible for them to be contacted during the nar-
row time window available, or because they have refused to be interviewed. After that, further 
sample members are lost from each successive quarterly interview round, either because they 
have moved house, or because it proves impossible to contact them or they refuse to continue. 
All these groups of people are, in different ways, atypical of the population as a whole, so their 
loss from the sample can introduce biases. 

Some of these biases are compensated for in the course of applying the normal LFS grossing 
procedure. This applies weights to people in the sample in such a way that the weighted total 
numbers by sex, age group and region are consistent with the population estimates (based on 
census data and population projections) produced by ONS and the Government Actuary’s De-
partment (GAD). It is clear that this process will compensate for biases arising, at all stages of 
the survey, from differential non-response by sex, age and region. However, biases in other 
characteristics which are not themselves used in the grossing procedure may or may not be 
compensated for in that process, depending on their relationship to the control variables. 

Work on this subject therefore looked first at what characteristics are more or less represented in 
the LFS sample than the whole population, and more or less represented in different waves of 
the LFS sample. (Each quarter, the sample is made up of five waves, the people in the first wave 
having their first interview, those in the second wave their second interview, and so on.)  It then 
examined whether and to what extent these characteristics are related to each other, and whether 
it is possible to define a set of variables which characterise those people who are likely to be 
under-represented. 

3. Characteristics of non-respondents 

Tate (1997) found that there was, consistently across all waves, a greater propensity to be under-
represented for young people aged 18 to 29 (and especially 18 to 24), single people, those living 
in London, people in rented accommodation (especially privately rented), the unemployed, and 
those in temporary employment. Several of these characteristics appeared likely to be related, 
and logistic regression and CHAID analysis, (which performs a segmentation of the data set into 
groups which have as great a variation as possible with respect to the characteristic of interest - 
see Magidson, 1993), were used to identify which characteristics were independently associated 
with a greater propensity to be lost from the sample. Both approaches produced similar findings 
- Table 1 shows the results of the logistic regression for those characteristics consistently asso-
ciated with high attrition. The principal groups under-represented in the longitudinal sample 
were found to be young adults (18 to 29, especially 18 to 24), and those living in privately 
rented accommodation, with some relatively minor additional effects of being single, or in a few 
instances in temporary employment or inactive. Separate analyses of the characteristics of those 
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sample members who had been lost through moving away, and those lost through non-contact 
(or, more rarely, refusal) showed the same patterns for both. 

Table 1: Multiplying factors for odds ratios - categories associated with high attrition 

Variable Category Multiplying factor for odds ratio 

  Wave 1 Wave 2 Wave 3 Wave 4

Age group 18-19 1.89 2.56 2.86 1.92 

 20-24 1.79 2.08 2.10 2.83 

 25-29 1.17 1.30 1.44 1.55 

Tenure Privately rented 2.12 1.52 1.86 2.29 

Marital status Single 1.25 (1.12) 1.27 1.49 

Economic activity/status Employee, full time, temp (1.12) (1.36) (1.13) 1.75 
Note:  ( ) indicates coefficient is not significant at 5% level  

 

The analysis described above identified the cross-sectional characteristics of sample members 
which were associated with greater non-response. There exists however a possibility that non-
response might be greater when the sample member is changing economic activity state be-
tween interviews, independently of which state he or she starts or finishes in. If this were the 
case, the proportion of people having transitions between different economic activity states 
would be lower, the later the wave. This was not however found consistently to be the case, as is 
shown by Table 2, suggesting that there is no additional probability of non-response associated 
with changing economic activity state. 

Table 2: Percentage of transitions between different economic activity states by wave 
for pairs of adjacent quarters 

Data set Wave 1-2 Wave 2-3 Wave 3-4 Wave 4-5 

Summer/autumn 1995 8.0 7.3 7.3 7.1 

Autumn 1995/winter 1995-6 7.2 6.7 6.5 6.5 

Summer/autumn 1996 7.6 7.0 7.3 7.5 

Autumn 1996/winter 1996-7 6.8 6.5 6.2 6.5 

 

4. Compensating for non-response bias within the grossing 
procedure 

Since the work described above concluded that most of the biasing effects of non-response 
could be attributed to the differential rates of sample loss by age and by tenure, and the existing 
grossing system for the LFS already incorporates age, a promising approach for compensating 
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for any remaining bias appeared to be the incorporation of tenure also into the weighting proce-
dure.  

This was tried by applying a calibration method of grossing, using the customary variables of 
sex, age and region to provide control totals, and using prior weights derived from the work de-
scribed above to compensate for differential non-response by tenure. 

5.  Trial production of weights 

For this trial, the data for two adjacent quarterly interviews were linked. It was desired to focus 
upon the population of working age, where most transitions between different economic activity 
states occur, so the sample selected was that of working age, (i.e. aged 16 to 59 for women and 
64 for men), at both the interviews. The quarters used were summer and autumn 1995, and the 
geographical coverage was of Great Britain, (since the Northern Ireland survey had recently 
moved to a quarterly basis, and the structure of the rotating sample was not yet fully developed). 

Since it was desired to constrain the grossed data to several marginal sets of control totals, and 
also to incorporate prior weights based on other variables, the calibration method, (a generalisa-
tion of the raking or raking ratio method) was thought appropriate. Elliot (1997) described the 
method and its development, and the results of applying it, using several variants of method and 
software, to data from two surveys. Based on Elliot’s work, this trial used the CALMAR soft-
ware (a SAS macro) developed by INSEE, and used the logit method, with a range of 0.5 to 1.7 
for the ratio of the final to initial weights.  

The population control totals for the grossing were based on those which had been derived from 
the ONS/GAD population estimates for use in grossing the LFS annual local area databases. 
They were thus already suitably adjusted for the population coverage of the survey, for example 
by the exclusion of the population living in communal establishments; but the time of reference 
of the estimates was not appropriate for the longitudinal data. The most appropriate control total 
population would have been that available to be sampled at both quarters, i.e. excluding deaths 
and international migrants between the two quarters. The closest approach to this which proved 
practicable was to use the population in the relevant age group at the second quarter, (i.e. those 
aged 16 to 59/64, less 0.25 of those aged 16), which allowed for losses by deaths and for net 
migration between the two quarters. 

As planned, the trial first incorporated prior weights to compensate for the effects of differential 
attrition by tenure. These prior weights were calculated in such a way as to adjust each category 
of tenure to the proportions in the unweighted cross-sectional sample from which the first time 
period of the linked sample was drawn. No attempt was made to account for possible differen-
tial non-response by tenure in the cross-sectional LFS sample, arising from either non-response 
at the first interview or the cumulative effects of past attrition on the cross-sectional sample. As 
regards the latter, this was because it was found that people moving into the sample addresses 
after the first interview introduced into the cross-sectional data sets adequate compensation for 
the differential attrition by tenure; and as regards the former, the only available data (from a 
census comparison study of 1991) came from a sample with tenure data which did not appear to 
be fully consistent with the full census and survey data sets, so that it was not possible to assess 
the existence or nature of any non-response bias. 
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Table 3: Percentage distributions for cross-sectional and longitudinally linked 
unweighted and weighted data:  

population of working age at each quarter; LFS summer/autumn 1995 

    Linked - weighted by: 

Variable/ cate-
gory 

Cross-
sect 

unwtd. 
Cross-

sect wtd.
Linked 
unwtd. tenure 

tenure+ 
mar stat 

tenure+ 
econ act 

tenure+ 
mar+econ

Tenure/landlord        

Owned 73.7 73.0 76.0 72.9 73.0 72.9 73.0 

Rented - social 
housing 

17.3 17.5 16.7 17.6 17.6 17.6 17.6 

Rented - private 
l’lord 

9.0 9.5 7.3 9.5 9.5 9.5 9.5 

Marital status        

Single 24.9 26.3 22.8 25.4 26.5 25.4 26.5 

Married 58.2 56.8 60.8 57.8 56.5 57.8 56.5 

Living together 8.3 8.6 8.1 8.7 8.8 8.7 8.8 

Sep/Widow/Div 8.5 8.4 8.4 8.1 8.2 8.1 8.2 

Econ. activity (Q1)       

In employment 72.2 72.3 73.2 73.0 73.0 72.4 72.5 

ILO unemployed 6.9 7.2 6.4 6.9 7.0 7.3 7.2 

Econ. inactive 20.9 20.6 20.4 20.0 20.0 20.3 20.3 

Econ. activity (Q2)       

In employment 71.7 72.2 73.6 73.4 73.4 73.0 73.0 

ILO unemployed 6.6 6.8 5.9 6.4 6.4 6.6 6.6 

Econ. inactive 21.2 21.0 20.5 20.2 20.2 20.4 20.4 

 

The results of this weighting, in terms of the distribution of the key variables affected by non-
response, are shown in the fourth column of Table 3. For comparison, the unweighted linked 
data are given in the third column, and the cross-sectional data from the first quarter, un-
weighted and weighted by the standard method for the survey, in the first two columns. It may 
be seen that, although the grossing reproduced the distribution by tenure of the weighted cross-
sectional data, it did not - despite the previous finding that tenure, (together with age), captured 
most of the non-response effects - fully reproduce the distributions by marital status or by eco-
nomic activity. The method was therefore applied with prior weights calculated on the basis of 
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tenure plus marital status, tenure plus economic activity, and all three variables - the results are 
given in columns five to seven of Table 3. It is clear that prior weights based on all three of the 
variables were needed in order to compensate adequately for non-response. However, the inclu-
sion of economic activity in the derivation of the prior weights has the unsatisfactory implicit 
assumption that the distribution of the cross-sectional sample by economic activity is unbiased. 
It is also apparent from Table 3 that even using prior weights incorporating economic activity at 
the first quarter does not satisfactorily reproduce the cross-sectional distribution of economic 
activity at the second quarter. 

6. Assessment of suitability of approach 

The results of this trial suggest that, although most of the biasing effects of sample attrition due 
to non-response can be related to differential non-response by age or tenure, adjusting for these 
characteristics alone is not enough to compensate satisfactorily for the bias; and nor even is the 
inclusion in the prior weights of the other variables which contributed to the non-response to a 
lesser extent. Other work currently in progress on modelling non-response in the LFS, as part of 
a joint programme of research by ONS and the University of Southampton on methodology for 
the estimation of labour force gross flows, is also beginning to produce results which suggest 
that the approach of prior weighting by known characteristics may not be adequate to compen-
sate for non-response in the LFS.  

However, the general approach used for this trial is relatively straightforward, and its demands 
on time and other resources not impracticably heavy, and it is likely that any operationally prac-
ticable method of compensation would need to be applied through an adapted but essentially 
similar approach - perhaps by incorporating into the prior weights additional calibration factors 
estimated through occasional model fitting exercises. 

The grossing method, and the software used, were conceptually straightforward to apply. How-
ever, in this trial, a good deal of time-consuming data manipulation was necessary in order to 
derive and prepare the auxiliary data files needed by the software, and to move between soft-
ware packages as necessary in doing so. It would undoubtedly be possible to reduce this consid-
erably when setting up a more streamlined process for regular production. But equally, it would 
be considerably increased by the inclusion of more elaborate structures of control totals and/or 
prior weights. 

In summary, the approach of incorporating prior weights into the grossing procedure is opera-
tionally practicable, and continues to present itself as a promising way of compensating for non-
response bias in LFS longitudinal data. However, recent findings suggest that further work is 
needed on developing adaptations to the calculation of the prior weights in order to compensate 
for elements of non-response bias which cannot be captured from known sample characteristics.  
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Calibration weighting in the Annual Business Inquiry 
Paul Smith, Mark Pont and Philip Kokic 

Abstract 

This large new survey (some 80,000 enterprises) is designed to produce accurate national esti-
mates of various economic variables (employment, value added, stocks, capital expenditure, 
etc.) by industrial sector, but there is also interest in producing regional estimates. The paper 
addresses the problem of finding a single set of weights that will simultaneously calibrate the 
survey results against external totals of number of businesses, employment, and turnover, and 
regional totals of employment. 

Keywords 

Regression estimation, sample survey, annual business inquiry, model weight 

1. Introduction 

Regression estimation is a standard technique in estimation from sample surveys (Cochran 
1977), in which a regression model based on some known auxiliary information is fitted to the 
survey responses, and then the fitted parameters are used to estimate the “survey responses” for 
non-sampled units. The total for the population in question is estimated by summing the sample 
responses and the non-sample estimates. This can be written 

T y yi
i s

i
i s

= ∑ + ∑
∈ ∉

  

where s denotes the sample, yi denotes a known survey response and yi  an estimated survey re-
sponse. The standard plug-in approach is to replace yi  in the above with an estimate of the mean 
response µ i  where µ i iy= E . Because of the dependence of the µ i  on the survey responses 
through the regression parameters, it is also well-known (for example in Särndal et al. 1992 and 
Chambers, Wehly & Dorfman 1992) that for a wide variety of estimates of µ i  this can be writ-
ten as 

T w yi
i s

i= ∑
∈

 

where the wi  are some weights which do not depend on the yi ’s. By choosing special cases of 
the numbers and types of explanatory variables, we obtain ratio estimation (one explanatory 
variable, no constant term) and number-raised estimation (a constant only). Some further work 
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on generalised regression (GREG) estimation has shown that there is utility in factorising the 
weights wi  into two parts, one called the design weight ( ai ), which is the inverse of the selec-
tion probability and depends only on the sample design, and one called the model weight ( gi ), 
which depends on the model used for estimation purposes (Estevao, Hidiroglou & Särndal 
1995). Note that in the model-based approach ai = 1 and selection probabilities are accounted 
for by including the appropriate explanatory variables in the model. In this paper, however, we 
confine our attention to the model-assisted approach (Särndal et al. 1992) where indeed ai  is 
the inverse of the selection probability. In this paper we look at the properties of these model 
weights in the cases of ratio and regression estimation with particular reference to a proposed 
large business survey, the Annual Business Inquiry (ABI). 

There are some properties of the weights that are of particular interest. In regression estimation, 
it is possible for the model weights to be negative, and this can induce negative estimates, espe-
cially when estimates for small domains are being produced. Also of interest are units whose 
combined weight w a gi i i=  is positive, but smaller than 1, as these units do not represent 
themselves in the design, a situation which sits slightly uncomfortably with the tenets of random 
sampling. Methods of constraining the model weights and the final weights are available (Este-
vao et al 1995), but before trying these we need to investigate the properties of weights from the 
design. 

Often with regression estimation a single regression model is chosen for the whole survey, but 
the model is fitted separately (that is, different parameter estimates are produced) in each seg-
ment of a partition of the survey population. These segments have been called model groups 
(Estevao at al. 1995). The number and definition of the model groups also affect the accuracy of 
the regression estimation method. The more constraints (explanatory variables × model groups) 
which we put in our estimation model, the more variability we induce in the resulting weights, 
but the more constrained (less variable) are the estimates. Since the sampling variability de-
pends both on the variability of the weights and the degree of constraining of the estimates, 
there should (conceptually at least) be a “best model” for a given set of explanatory variables. 
Adding more constraints (adding more variables or subdividing the model groups) to this best 
model induces more variability through the weights; and estimates from models with fewer con-
straints than the best model can still be made more accurate by adding more constraints. Silva & 
Skinner (1997) have presented some work on how to identify these optimal models. 

In this paper we consider the ABI, a proposed amalgamation of several annual structural sur-
veys of businesses covering all sectors of the economy, which will be run by the Office for Na-
tional Statistics (ONS) from 1998 onwards. It is anticipated that ratio estimation will be used, 
utilising one of two main auxiliary variables from the sampling frame, the Inter-Departmental 
Business Register (IDBR; Perry 1995). These auxiliary variables are VAT-registered turnover 
and employment (primarily from the Census of Employment or Annual Employment Survey), 
and are available for all the population members. The actual auxiliary variable used for estima-
tion of any particular survey variable is chosen according to the strength of the correlation be-
tween the survey variable and the available auxiliary variables. 

The ratio estimation model is widely used for business surveys in ONS, as it used to be the case 
that only a single auxiliary variable was available for a business, the actual variable depending 
on the sector of the economy. Since the inception of the IDBR, both auxiliary variables have 
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become available for all units, allowing a natural extension to two-variable regression estima-
tion. Consequently the effect on weighting schemes of this development is investigated here. 

A further issue in the ABI is introduced by the requirement for both estimates of the activity of 
reporting units (RUs) (usually whole businesses or homogeneous subsets (by activity or geogra-
phy) of businesses), and regional estimates, based on the activity of local units (LUs) (single 
locations). The survey will collect information from RUs, and then use imputation based on the 
LU breakdown of the RU’s employment, to generate the LU values for all LUs within a selected 
RU. This gives us a strict one-stage cluster design, but means that there is a linear dependence 
in the survey values for the LUs. Note that more than 95% of the RUs on the IDBR consist of a 
single LU. However, large, complicated RUs with more than one LU constitute about 0% of UK 
employment and 50% of UK turnover. We can ensure consistent population total estimates from 
estimates based on RU and LU values by fitting the model weights at RU level, and then using 
these weights for all the LUs within an RU. However, in order to maintain consistency with 
known regional employment totals it is planned to recalibrate the LU weights. This means that 
there will be two weighting systems, and every domain will have two different estimates, one 
from each set of weights. 

Using ratio estimation, both the register employment-based and register turnover-based ratios 
can be used to produce estimates of UK total activity, but these will be different. Using one aux-
iliary variable for all the survey variables will ensure consistency of estimates, but with different 
auxiliary variables for different survey variables there will need to be some complex manipula-
tion and rescaling to get consistent results from derived variables which depend on survey esti-
mates from different auxiliary variables. It is possible to use a regression estimation system in-
stead, which is calibrated on known auxiliary totals of several variables, and which conse-
quently produces consistent estimates using both of the important auxiliary variables. There is a 
question of how many variables should be used – we could easily generate a regression model 
with just turnover and employment auxiliaries, but this gives no constraining of estimates at the 
region level (because region is not a part of the sample stratification except in the case of North-
ern Ireland). We can however use regression estimation with additional regional auxiliary vari-
ables. The method of setting up these constraints is discussed in section 2. The main idea in this 
paper is to demonstrate the properties and effectiveness of this weighting scheme in the context 
of the ABI, and to compare its efficiency with the planned ratio estimators. 

2. Weights in the ABI  

Structure of the ABI and data sources 

Since the ABI has not yet been run, we have used a sampling scheme similar to that proposed 
for the survey – a stratified design with strata formed by the 4-digit industries of SIC92 (CSO 
1992) and employment size bands. 

Several samples were extracted from the IDBR. It is perfectly possible to calculate the weights 
before the survey has been run, as they depend only on the auxiliary variables. In order to emu-
late an actual survey, we have taken results from the Annual Census of Production (ACOP) for 
1996, and fitted appropriate regression models by stratum. These models have then been used to 
generate artificial survey data for the new sample by using the model fitted values plus a ran-
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dom residual sampled from the fitted model. As in the survey itself, LU values are imputed by 
splitting up the RU survey variable according to the proportion of employment in its LUs. Note 
that in the survey this introduces an additional linear dependence in the LU data which will af-
fect the variance calculated from LU models; this effect is side-stepped here by introducing 
some error into the imputed LU values and re-scaling them so that they correspond with the RU 
value. That is, the LU responses are treated as if they are real values that have been surveyed. 

The response variable that has been modelled here is value added, a key variable for the ABI but 
one which is normally derived from several survey variables rather than collected directly. 
Value added is the amount of sales produced by a business during a year less all input costs, and 
hence this variable can potentially take negative values. This property has been preserved in the 
modelled data. The actual model used at the RU level is 

( ) ( )1log+)log(log 210 ++= tey βββ  

where y is value added, e is register employment and t is register turnover. The same model was 
used with a sample from the ABI population to generate “survey values”, and a residual hot-
decked from the actual model residuals in the same subclass of SIC92 was added. Where the y-
value in the donor was negative, the observation was omitted from the model, but a pseudo-
residual was calculated from the model parameters and abs(y). Where one of these pseudo-
residuals was picked for the hot-deck procedure, the survey value was formed as y = exp(fitted 
value + pseudo-residual) −10,000. 

Construction of auxiliary variables for consistent weighting 

In order to include region-level constraints, we must include some region-level auxiliary vari-
ables in the regression model. The auxiliary variables available are register turnover, register 
employment, and industrial classification at the RU level, and register employment, industrial 
classification and region at the LU level. Note that industrial classification of the LUs may dif-
fer from that of the parent RU, except in single units where they must be the same. The RU aux-
iliary variables are also available for the LUs by association. There are two alternative ways of 
defining a regression model that will have the appropriate constraints 

• fit the model at LU level, that is defining the model groups from local unit characteristics, 
and use the local unit weights for all estimation including RU estimation, by associating the 
RU auxiliary values with the LUs; 

• fit the model at RU level, defining regional totals of the auxiliary variables from the LU val-
ues. Then use the RU weight for all LUs ∈ RU; estimation can be done either at LU level as 
before, or for RU level estimates, directly from the RU values and weights. 

There are advantages to the second approach as it enables one to express responses in the form 
of a single-stage design, and hence variance estimates can be obtained using standard ap-
proaches. 

For this second alternative we need to set up 11 regional variables for the 11 government offices 
regions (GORs) such that ∑

∈
• ==

ij
ijrri ree 11,,1, …  where 
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In this case the ije  are register employment, because that is the only auxiliary variable available 

at the LU level. By using the RU model groups, we get constraints for regional LU employment 
within the RU size band × industry model group. Note that we also need the population totals of 
the auxiliary variables in each model group. Also note that when producing regional estimates 
the response variables need to be set up in analogous way. 

We also need to define the model groups, the segments of the partition of the population where 
a regression model is fitted, and also the levels at which the constraints on the auxiliary vari-
ables will be satisfied. The first of the two bullets above requires that model groups are defined 
at LU level, and in order to get consistent estimates of activity in RU industry and region, the 
model groups must be a crossing of these two levels. This is a rather large number of model 
groups (200 × 11 ignoring size), which can lead to problems of model estimation because of 
small sample sizes. In this case the sample size of LUs is about 500,000, so the problem is not 
acute. 

The RU based model groups from the second bullet are a little more manageable; in this case we 
set up the model groups based on the RU industrial classification, and introduce the regional 
constraints through the additional, regional auxiliary variables defined above 

Note that both these models contain the same number of constraints (region × RU classification) 
– the real difference is in the data used to produce the parameter estimates for fitting the appro-
priate regressions. For the first bullet it is LU data, and for the second RU. We aim to choose 
the appropriate model group definition based on whether the RUs more consistently follow a 
model, or whether the LUs do; that is, based on which model has the higher coefficient of de-
termination, r 2 . In this paper we concentrate on the RU estimation in order to illustrate the 
principles. 

A variety of regression models is available from our two main auxiliary variables and the con-
structed regional variables. The most logical ones, which we choose to concentrate on here are 
the following (starting with the most general and simplifying) 

( ) ( ) ( )
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where the yi  are the survey responses. (4) and (3) are the single-variable ratio models for em-
ployment (e) and turnover (t) respectively, (2) is the two-variable regression without any re-
gional auxiliary variables and (1) is the full model with regional auxiliary variables. Note that 
(2)-(4) are all special cases of (1). These models are written for the second bullet model, but the 
first bullet model could be fitted into the same framework by replacing yi  with yij  and rie •  
with eijr , so we will use the same numbers to refer to the LU models. Other models are possible 

by partitioning the population into different model groups or choosing different auxiliary vari-
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ables, but the ones presented here correspond most closely to the requirements for the survey 
and to current practice. 

Weighting software 

The appropriate weights can be produced in several ways, but here we have used a purpose-
written package, the Generalized Estimation System (GES v4.0; Statistics Canada 1997). This is 
a package that uses the appropriate survey and auxiliary input values to calculate the design and 
model weights. The design weights are just the inverse of the selection probability, but the 
model weights are found as the solution to as set of equations arranged in such a way that the 
model constraints are satisfied. In the usual regression case this solution always exists, but GES 
also has the option to specify constraints for the weights, and in these cases a solution is some-
times impossible, in which case GES produces the solution closest to the required constraints. 
Note however that the constraints are not then satisfied. 

3. Results 

The distributions of the model weights from the four models are summarised in the boxplots in 
Fig. 1. There are no negative weights for the ratio estimators by definition, and 3.7% and 2.8% 
negative weights respectively for models (1) and (2). 

Fig. 2 shows the combinations of the two auxiliary variables in model (3) which give rise to par-
ticular model weight values. This demonstrates that the largest and smallest model weights are 
obtained when one auxiliary is small and the other is large (compared with the main part of the 
data). These correspond to points of high leverage with respect to the regression model and 
hence have large influence on the fitted model. Thus the extreme weights correspond with po-
tential inconsistencies in the data from the frame, which suggests that the survey accuracy and 
consistency could be improved by checking these observations to see whether they are errors. 

Figure 1: Boxplots of the model weights from respectively models 1-4.  
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Robustness to sample fluctuation and zero values 

The original dataset contains several features which arise because of the sample chosen; several 
observations have zero values of one or more of the auxiliary variables and are the only sample 
member in a model group, which causes difficulties in the algorithm for determining the model 
weights for ratio estimation. When the auxiliary total is also zero, the resultant weights are ei-
ther zero or, occasionally, very small and negative. When the total is non-zero, the model-
weight calculation algorithm tries to determine which number to multiply zero by to give this 
non-zero total, and hence comes up with a very large number, the exact value depending on the 
limits built into the algorithm. In GES the value is typically about 1010. These extreme values 
have been set to 1.00 in the weighting software, equivalent to expansion estimation, although 
the variance contribution is not the expansion variance. 

In regression estimation zeros are not such a large problem, and looking at all of the observa-
tions which cause unusable model weights in the ratio estimation models, none of them is very 
extreme in the full regression model. The extreme weights in the full model occur where the 
regional auxiliaries are difficult to align with the known totals. This is especially the case where 
the sample total of the auxiliary value from a region where alignment is required is zero. In this 
case again the algorithm is looking for an infinite multiplier, but this time it must find one while 
keeping the other auxiliary variables calibrated. The maintaining of other calibration totals tends 
to keep the extreme model weights smaller, so the most extreme are now of order 103, but now 
with positive and negative values. The more constraints we introduce, the more chance that 
there will be mismatches between the sum of the auxiliary variables for the sample members 
and the auxiliary totals in the population. Or alternatively, we could say that the fewer con-
straints we have, the more robust to sample fluctuations the model will be. 
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Variance estimates 

As an example we here use estimates for industry- and region-level activity from two-digit 
heading 27 (manufacture of basic metals and fabricated metal products) of the standard indus-
trial classification. The estimates and estimated coefficients of variation from the four models of 
section 2 are presented in tables 1 and 2. The logarithms of the sampling errors are plotted in a 
scatterplot matrix in Figure 3, which demonstrates that model (1) produces estimates of similar 
or slightly lower variance than model (2). The difference between the regression and ratio mod-
els is more marked, but there is little to choose between the two ratio models in terms of stan-
dard error. 

4. Discussion 

The example chosen here is a deliberately messy one to demonstrate the sorts of effects that will 
be seen when operating these methods in a real survey situation. Zero-valued auxiliaries with 
non-zero survey information can upset the ratio estimator, which presumes a relationship 
through the origin, and the presence of negative values of the survey variable introduces some 
large sampling variances. The model weights in “well-behaved” samples are smaller (and non-
negative) for the ratio estimators, but become rather more spread and containing both positive 
and negative values with the regression estimators. This can lead to negative estimates because 
of negative weights, although none of these estimates are evident in the results in table 1. The 

Figure 2: Regions of the auxiliary variable plane for model 2 (the two-variable 
regression model) which correspond to particular g-weight values. 
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proportion of negative weights is quite small, which is encouraging in suggesting that the results 
from the ABI will be relatively stable and not prone to negative estimates, but the proportion is 
certainly high enough to cause concern over the accuracy of estimates for tiny domains. 

In samples that are not “well-behaved”, the numeric solution to the weighting algorithm can be 
some extreme weights, and this has necessitated intervention in the turnover ratio estimate by 
setting extreme weights to 1 where some unbelievable estimates would otherwise be produced. 
In practice we would choose another more stable scheme (such as expansion estimation) in 
these cases, but having several estimation schemes in the same survey makes the processing and 
checking of outputs much more complicated. This really illustrates the importance of ensuring 
that the data correspond with the assumptions made in model for the estimation phase of survey 
processing. 

The model (1) weights have several advantages. From Figure 3 they generally give smaller 
standard errors than the other three models, and they also provide calibration to the known re-
gional employment totals, so that regional estimates are consistent. Any of the sets of model 
weights used on their own give a consistent weighting scheme such that region (LU-based) es-
timates sum to the same population total as industrial classification (RU-based) estimates. How-
ever, the proposed recalibration of weights from the RU estimation model to known regional 
totals gives a dual weighting system where different population total estimates arise from the 
different schemes. Since model (1) has the same properties but additionally the consistency of 
population totals, it seems that it is more sensible to use this model for the survey estimation. 

Practical considerations are also important. All of the models here are set up in such a way that 
industries can be processed separately, but in other schemes where the effect of region is held 
constant over strata, the whole survey must be processed in one step. Some of the variance es-
timates are complex, and the variability of variance estimates in designs with many constraints 
can be large. 
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Table 1: Estimates for industry- and region-level domains using the models from 
section 2 

Domain Domain estimate 

  Model (1) Model (2) Model (3) Model (4) 

SIC 27 5,082,079 5,225,354 4,581,928 4,482,621 

SIC 27100 1,806,282 1,810,718 1,808,091 1,788,641 

SIC 27210 70,247 70,247 70,247 70,247 

SIC 27220 471,069 481,389 663,128 697,464 

SIC 27310 59,027 59,013 59,244 59,389 

SIC 27320 51,299 47,472 43,517 39,436 

SIC 27330 50,480 50,480 48,463 49,304 

SIC 27340 863,515 862,452 157,009 154,424 

SIC 27350 68,798 68,880 59,871 58,760 

SIC 27410 -390,485 -448,833 -529,251 -536,530 

SIC 27420 586,646 569,648 605,381 577,324 

SIC 27430 90,532 89,797 89,308 90,373 

SIC 27440 220,352 223,591 213,266 221,270 

SIC 27450 255,936 462,117 279,277 241,792 

SIC 27510 419,643 422,387 416,736 410,657 

SIC 27520 127,548 129,231 164,069 169,041 

SIC 27530 118,564 117,215 126,728 109,314 

SIC 27540 212,624 209,549 306,844 281,713 

region 1 323,919 326,676 441,428 418,097 

region 2 1,034,440 1,040,431 334,204 314,670 

region 3 43,753 43,394 44,159 45,021 

region 4 1,060,602 1,060,373 1,047,006 1,051,812 

region 5 391,093 211,575 399,905 386,042 

region 6 1,155,465 1,287,527 1,088,344 1,064,855 

region 7 87,649 103,174 160,173 150,176 

region 8 -358,441 -326,424 -418,173 -398,818 

region 9 212,124 351,475 213,038 215,734 

region 10 -17,342 -14,937 121,161 118,157 

region 11 911,224 904,524 913,672 896,952 

region 12 225,704 224,224 247,729 183,540 

region 13 11,890 13,341 12,613 13,051 
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Table 2: Estimated coefficients of variation for industry- and region-level domains 
using the models from section 2 

Domain Coefficient of variation (%) 

 Model (1) Model (2) Model (3) Model (4)

SIC 27 4.04 4.15 6.98 6.31

SIC 27100 1.55 2.25 3.66 3.27

SIC 27210 0.00 0.00 0.00 0.00

SIC 27220 5.25 5.07 3.34 3.80

SIC 27310 0.00 0.00 0.24 0.23

SIC 27320 0.00 0.00 1.66 1.86

SIC 27330 1.91 1.91 4.27 3.56

SIC 27340 0.20 0.19 1.93 1.30

SIC 27350 3.35 3.35 8.61 7.64

SIC 27410 51.53 46.93 58.81 51.24

SIC 27420 2.01 3.37 2.49 2.09

SIC 27430 0.79 1.88 2.39 1.39

SIC 27440 1.03 1.02 2.05 1.55

SIC 27450 1.01 0.61 2.35 2.02

SIC 27510 1.45 1.45 1.29 1.36

SIC 27520 1.73 1.68 2.20 1.93

SIC 27530 2.48 2.16 2.56 2.98

SIC 27540 2.09 2.49 1.84 2.27

region 1 5.56 5.52 2.36 2.31

region 2 0.70 0.70 3.50 3.63

region 3 0.00 0.00 0.55 1.22

region 4 2.63 3.94 6.29 5.65

region 5 1.17 2.34 2.99 1.69

region 6 1.68 1.50 1.88 1.56

region 7 1.00 1.37 1.99 2.05

region 8 56.13 64.50 74.42 68.90

region 9 1.50 1.44 2.90 4.13

region 10 7.15 8.89 2.49 2.23

region 11 0.21 1.43 1.23 0.55

region 12 5.79 5.94 4.69 10.38

region 13 0.04 0.05 4.04 4.02
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Figure 3: Scatterplot matrix of logarithms of estimated standard errors (for total, 
industry and region domains) from the four models in section 2 

Model (2)

0

   13

Model (3)

0

  13

Model (4)

0

   13

Model (1)

0

   13

 

The diagonal in each box is y = x. 
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Models in Marketing Research: an overview 
Paul Harris 

Abstract 

This paper gives a review of the current use of models in UK market research survey analysis. It 
is inevitably a personal view but consultation with others in the field will hopefully have im-
parted some realism in to the viewpoint. The paper outlines the techniques used most often, 
pointing out some of their defects. A further section describes some other techniques that, al-
though potentially valuable, have not found so much favour and gives some suggestions why 
this may be so. The paper ends with an encouragement to those in the modelling world to offer 
and apply their skills in this field, where much scope to use modelling is available. 

Keywords 

Survey Tabulations. Linear Regression Models. Interactions. Stepwise Procedures. Ridge 
Regression. Partial Least Squares. Discriminant Analysis. Logistic Regression. Two Way 
Analysis. Correspondence Analysis. Log Linear Models. Factor Analysis. Cluster Analysis. 
Survey Sampling Errors. Automatic Interaction Detector. CHAID. CART. Conjoint Analysis. 
Graphical Modelling. Multilevel Models. Latent Structure Models. Neural Networks.  

1. Introduction 

Inevitably any person’s view of models must be constrained by their experience. I have spent 
most of my working life in market research, providing survey data for industry, commerce, ad-
vertising, marketing, etc. It has to be said that it is an area where cross tabulation is king. In a 
very high proportion of such surveys cross tabulation of the survey responses by themselves or 
by demographics is all that is required by the clients/users of the data. It has to be said that such 
analyses may, and often will, answer all the survey objectives and specified hypotheses. There-
fore there seems little point in going any further. In a commercial world, agencies will cost for, 
and provide only what they feel is necessary to fulfil the clients’ immediate needs. The use of 
modelling is implicit here in the sense that the survey results (e.g. differences between sub 
groups) will be tested for statistical significance, with the usual underlying model being as-
sumed. Also, two way tables will be examined systematically (i.e. removing column and row 
means) and thereby fitting a two way row and column effects model. This last analysis will be 
covered in more detail later in the paper. 

So where does formal modelling come in this world? Firstly, in some surveys, for example the 
survey objectives set by the client will formally ask for particular modelling to be carried out. 
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They perhaps may require a buying measure on the questionnaire to be related to a number of 
attitude measures, to determine which appear to affect buying most. Then, some linear model 
may be fitted to the data to examine the relationships. Secondly, having supplied the client with 
the specified survey cross tabulations, we often get asked questions like: - 

• “Can I do some multivariate analysis on this survey?” 

• “Can I do some modelling work on this survey?” 

• “Are there any interesting patterns in the data?” 

Now, we all know that it is preferable for multivariate/modelling analysis to be “hypothesis 
driven” rather than “technique driven”. So the first approach is to get the client to specify some 
potential hypotheses. If this fails, and it sometimes does, then we are in the field of data explo-
ration, or just thinking up our own hypotheses about the structure of the data. This approach is 
now commonplace and more complicated analyses are often carried out on surveys in my field. 

Over the years the amount of modelling work on commercial surveys has dramatically in-
creased. One of the main reasons is the advent and growth of powerful desktop computing 
available to all. Though, whether “putting sharp knives in the hands of children” is a good thing 
is a debatable point. Almost anyone can now carry out modelling on their survey data them-
selves. 

The second reason is that the some of the techniques of modelling are now well promoted. 
There is much literature about them and various bodies run educational courses on them. I and 
others have, for many years, run such courses for the Market Research Society and other organi-
sations and they have always been oversubscribed. 

However, let us not get carried away. There is still a long way to go before modern modelling 
techniques take their rightful place in commercial surveys. Some modelling techniques are 
much more popular than others. A few seem to have found hardly any favour at all. 

In the next section (2.) I describe those modelling techniques that have found acceptance, but 
still have problems in their implementation. I take a very loose definition of modelling here. For 
example, I make little distinction between modelling (to understand the target population) and 
segmentation (to identify special sub groups). All multivariate techniques and data exploration 
techniques will be included. Following that in section (3.), I describe some other techniques 
that, to my knowledge, are hardly used at all and offer some explanation why that may be so. 

2. Modelling Techniques Currently Used in Market Research 

Linear Regression Models 

Many survey questionnaires contain a numerical measure (e.g. amount bought, overall rating of  
a product)which it is required to relate to other potential predictor measures such as set of atti-
tude ratings.. Now the first thing that strikes me always when dealing with such a problem is the 
gulf between textbooks and the real world. Commonly we have many possible predictors, some-
times as many as 50. Most textbooks give examples with maybe up to 6 predictor variables and 
show how to get the most parsimonious model. This is not just restricted to regression but to 
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allied technique such as Log Linear Modelling. So first of all we have the problem of reducing 
the number of potential predictors. There are surprisingly few references I have found which 
give any advice on solving this problem, but the two cited are excellent (Cox and Snell pp 193-
194 and Searle pp 332-340). The former gives good advice on the perils of relying entirely on 
Stepwise Procedures for reducing the number of predictors. 

Next we come to the vexed question of including interactions in the model. In my experience 
there is rarely any need to include other than first order interactions in the model. Often these 
are small compared to the size of the main effects and it is therefore not surprising that only 
main effects models are used to describe the survey data. 

A fault that can sometimes be found in such models, where some interactions are deemed to be 
present, is the inclusion of an interaction term between two predictors, without including the 

main effect of each in the model. An allied problem is having a polynomial term like 2x  with-
out including x  in the model. Things like this can happen when relying on Stepwise Proce-
dures. It can be shown (McCullagh and Nelder pp 69-70) that such models are intrinsically 
wrong and do not accord with common sense. 

As model builders in all fields must expect, there are the usual problems arising from multicol-
linearity. Often the problem we are trying to solve is one of prediction so multicollinearity is not 
so much of an issue. When explanation is our aim then one turns to Ridge Regression or Partial 
Least Squares. 

As an example of this we cite the popular modern development of marketing surveys that at-
tempt to measure Customer Satisfaction. Finding out what potential predictors ‘drive’ overall 
satisfaction with service is a prime requirement, which is often tackled in the above way. Unfor-
tunately this give rise to a major problem. In the past survey researchers have used multiple re-
gression with overall satisfaction as the dependent variable regressed on the potential predictors. 
The multicollinearity referred to above makes the beta weights (standardised partial regression 
coefficients) unreliable and often the wrong sign. Even the additional techniques of Ridge Re-
gression and Partial Least Squares do not completely solve the problem. It is a perennial prob-
lem for market researchers to determine what actually is important in determining overall prod-
uct or service satisfaction. Unfortunately all the regression techniques tend to look backwards. 
A recent development is the technique of Scalar Conjoint Analysis which attempts to get over 
the problem that you can not ask survey respondents directly what is important in product 
choice. What we do is give them paired comparisons of all the potential attributes/predictors and 
ask them to choose their preference on 5 – point rating scales. When the number of predictors is 
large the number of possible paired comparisons is very large and balanced subsets of compari-
sons are shown to respondents. The data are then subjected to some scaling algorithm e.g. 
Thurstone Case V scaling to produce Utility values that measure relative importance. These val-
ues are then used in conjunction with the rating of current brands on the attributes to assess 
whether brands are at their optimum position. A brand that is rated as not particularly having a 
given attribute may not be a problem if that attribute has a low average importance. However it 
may be deficient if that attribute is seen to be important. 
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Other Regression Type Models 

Until recently, when the dependent variable was dichotomous, use was made of Discriminant 
Analysis to predict and/or explain why people did or did not buy a given brand in a product 
field. The choice of this technique was made because of the limited availability of good com-
puter software for Logistic Regression. This has now been redressed by packages such as SAS 
and SPSS, and now Logistic Regression is often preferred to Discriminant Analysis. Another 
attractive feature of Logistic Regression is that the predictors in market research data often are 
not Normally distributed, which is a property required by Discriminant Analysis. Extensive use 
is made of Logistic Regression models currently in market research. 

Often the dependent variable is not dichotomous but multinomial (Heavy/Medium/Light Buyers 
of a product). There is, of course, a parallel to ordinary Discriminant Analysis in the form of 
Multiple Discriminant Analysis, but this relies on distributional assumptions. These may not be 
valid with most market research data. One therefore has to turn to Polytomous Logistic Regres-
sion (Multinomial Logistic Regression) models. Computer software is available for fitting such 
models and they can also be fitted using a variant of Log Linear models (see below), if the pre-
dictor variables are also categorical. The recently developed GOLDMineR software is specially 
designed to cater for ordinal dependent variables such as Heavy/Medium/Light. Such models 
are now being used extensively by some practitioners in the marketing field. 

Two Way Analysis and Correspondence Mapping 

A very common form of survey output is a two way table with Brands as columns and product 
Attributes as rows. The cells of the table can be percentages (% of respondents saying that the 
Brand does have the Attribute) or arithmetic mean scores derived from say 7 point rating scales. 
With tables having perhaps 10 Brands and 20 Attributes it is difficult to sort out any patterns or 
structure by eye. What is needed is some systematic procedure to draw out any conclusions 
about what the data are saying. 

In recent years market researchers and their clients have become smitten with producing Corre-
spondence Analysis maps from such two-way tables. The resulting (usually two-dimensional) 
maps show a simultaneous plot of the relationships between the Brands, the Attributes and the 
Brands and Attributes jointly. A Brand/Attribute combination plotted together on the map 
shows that they are associated in some positive way. A Brand and an Attribute plotted on oppo-
site sides of the map show they are associated in some negative way. Not all people agree on 
this interpretation concept and some papers have been written warning of interpreting the plot-
ted points in this way. Empirical evidence cited below suggests that in the overwhelming major-
ity of cases the interpretation will have some validity. 

Of course the great appeal of Correspondence Analysis Maps is their visual display, involving 
no numbers! But there is a simpler modelling approach to analysing such tables, which I will 
call Two Way Analysis. The approach is originally due to the pioneering work of Andrew 
Ehrenberg. We first calculate the row means and the column means and then re-order the col-
umns and re-order the rows both in ascending order of their means. This turns a table with a 
jumble of low and high numbers all over the place in to a table with basically all the high num-
bers down in the bottom right hand corner and all the low figures in the top left hand corner. In 
statistical terms we have virtually fitted an additive (rows and columns) main effects model. 
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Now the row and column means themselves convey useful information. We can now by eye 
pick out aberrant cells that do not fit the row/column marginal patterns, i.e. the interactions. We 
can find two types of aberrant cell; those that are above expectation and those that are below 
expectation. For each Brand we can deduce therefore what the marketing people call the Brand 
“Personality”. 

Over the last few years, I have carried out both these analyses on literally hundreds of two-way 
tables. Almost universally I have found a direct relationship between the Brand/Attribute com-
bination on the Correspondence Analysis map and the positive/negative Brand/Attribute aber-
rant cells of the Two Way Analysis. Where a Brand and Attribute are plotted together on the 
map there will always be a positive deviation from the main effects model. Similarly when the 
Brand and the Attribute appear on opposite sides of the map, then that combination will be a 
negative deviation from the row/column model. Given that the Correspondence Analysis map, 
inevitably being a simple summary in just two dimensions must lose something, there appears 
little to be gained over the Two Way Analysis, which retains all the features of the original data 
table. 

Log Linear Models 

These models were specifically developed for analysing the relationship between categorical 
variables. Given that much market research data is of this type it is not surprising that Log Lin-
ear models potentially have much to offer market survey analysts. 

The models can be used in two different ways. First, they are most usually formulated as ex-
pressing the relationships between a whole set of variables, just like a correlation analysis be-
tween continuous variables. 

On the other hand I find it much more useful to use it in its second formulation. Here we choose 
one of our categorical variables as a Response and the others as Factors. It then takes the form 
of a linear model with a dependent variable and some potential predictors. The trick here is, if 
we have, say, a response variable C and two factors A and B, then all the predictive models fit-
ted must also include the A term, the B term and the AB interaction term. We are then interested 
in models that express C in terms of A, B and AB. (Upton pp 81-84). This approach allows us 
flexibly to fit and test all possible models with main effects and interactions. 

However we are still left with the problem referred to above of having too many potential pre-
dictor variables (Factors). This approach works well with say only 6 potential Factors, where 
even then there are 15 possible first order interactions. 

Segmentation Analysis by Factor Analysis/Cluster Analysis 

For many years now market researchers have been interested in segmenting consumers by their 
attitudes or beliefs. Qualitative research will have produced, say, 75 relevant attitude statements 
in consumer’s terminology. A quantitative study will then have got relevant consumers to rate 
these attitudes on 7-point semantic rating scales. Factor Analysis will then be carried out to re-
duce the dimensionality and perhaps a 12 Factor solution will have emerged. Finding and inter-
preting the “correct” factor solution is a problem in itself. The ensuing factor scores for the 12 
factors are then put in to some clustering procedure (often k-means) and a ‘meaningful’ cluster 
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solution (perhaps 7 clusters) is chosen. The whole exercise is complex and somewhat arbitrary 
and, surprisingly, it often gives useful results. Useful in the sense that the resulting clusters are 
usually well separated in terms of attitudes and there is often a good correlation between the 
clusters and other survey variables such as demographics. 

Inevitably when we do data reduction by Factor Analysis we lose some of the detail and doubts 
have been seriously cast recently on the whole approach. (Green and Krieger) (Green and 
Schaffer). The papers cited urge us to go straight to the clustering of the 75 attitude measure-
ments, dropping the Factor Analysis altogether. This is of course not a problem with our modern 
day computing. Given that the papers cited are fairly recent it is not yet known whether using 
the two approaches on the same data set will give very different answers. There is clearly scope 
for further research on this topic. 

Another development in market survey segmentation is the clustering of respondents on their 
responses to mixed variables (binary, classified, ordinal and continuous). I know the theory has 
been around for some time based on Gower’s Coefficient (Gower) and clustering using the 
similarity matrix between all respondents. I am not aware until recently that such cluster analy-
sis was routinely carried out on market research studies. 

Modelling of Survey Sampling Errors 

Most quantitative market research studies commonly use a two-stage sampling design. A strati-
fied random sample of sampling points is drawn and respondents are selected at the second 
stage. I know that this is an oversimplification but it will suffice to make the points below. The 
theory of calculation and modelling for sampling errors has been known for many years (Coch-
ran). It is well known that stratification can reduce the sampling error and the two-stage process 
(clustering) can increase it. The net effect is usually that sampling errors are greater than that for 
Simple Random Samples of the same size. 

Why is it that it is commonplace for sampling errors to be reported as though one had used 
Simple Random Sampling? I suppose because it is easier to do so! Often people increase the 
Standard Error by a Design factor ‘based on previous experience’ and this is probably not so 
bad. But these days there is really no excuse as there are now many software packages for calcu-
lating the real sampling errors of a study. Many use the principle of re-sampling the data such as 
Balanced Repeated Replications. I think that there is still a lot of work to be done in convincing 
the users of market research data that they really need exact sampling errors and this represents 
an excellent opportunity for us all. I will return to this point about opportunity later in the paper. 

Segmentation by Tree Diagrams (AID et al.) 

As said previously market researchers are often interested in predicting or explaining one survey 
(dependent) variable in terms of many others. The pioneering technique of Automatic Interac-
tion Detector (AID) was introduced many years ago. (Sonquist and Morgan). It was found to be 
very useful in examining the behaviour of a key variable and seeing how its average value dif-
fered by sub groups of the total sample. It used a continuous dependent variable and used binary 
splits of the data. In the last few years a similar technique (CHAID) has achieved popularity 
among market research analysts. It has done so because it uses a categorical dependent variable 
(more often found in survey data) and because the software has become readily available under 
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SPSS. It also allows for multi-category splits. But perhaps its greatest strength (or some would 
say its weakness) is its visual appeal as with Correspondence Analysis maps. Now the technique 
has a number of known weaknesses (e.g. correlation of predictors can give misleading results) 
but when used judiciously can give revealing patterns in the data that would be time consuming 
to tease out with cross tabulation techniques. It appears to be the ‘flavour of the month’ among 
survey analysts currently. What will undoubtedly happen in the future is that such techniques as 
AID and CHAID and the allied technique of CART will gain popularity. Helping this along will 
be the recently released AnswerTree software from SPSS. This package enables one to fit all 
three models to the data and even includes a new development called QUEST.  

Conjoint Analysis 

Conjoint Analysis modelling is currently being extensively used in market research studies. 
Finding out optimum combinations of product attributes and particular levels of those attributes 
is clearly the key to marketing success. The basic technique uses least squares to fit an additive 
model of ‘Utility’ values deduced from respondents ranking or rating of a number of product 
‘scenarios’. A ‘scenario’ is a typical product exhibiting one level of each possible attribute. In 
the basic model interactions are assumed to be not present or small relative to the main effects. 
Other versions of the technique allow for interactions (Choice Based Conjoint) and carrying out 
the data collection by computer is now commonplace. Many variants of the data collection 
methods are used, as are many variants of the models fitted to the data. The area is not without 
its problems with some deficiencies in the software available. For example one needs to get a 
balanced orthogonal design involving a number of scenarios to present to respondents. One 
well-known software package always produces a minimum number of scenarios that leaves no 
degrees of freedom to measure error; the classic case of over-fitting. The solution here is then to 
ask the program to give a larger number of scenarios than originally offered. 

Specialist Test Market Models. 

A very real problem that is addressed by market researchers is helping marketing people to pre-
dict the likely success of new products. This used to be done by Test Marketing, which con-
sisted of launching the new product in one small area only, and measuring by shop audits its 
sales. This method is now hardly used mainly because of cost. What has taken its place are spe-
cialist Simulated Test Marketing Systems that use mathematical/statistical models. They collect 
from respondents in a hall test situation such data as their reaction to the new test product, and 
their assessment of rough copies of the proposed advertising material. Added to this are two 
other sources of data – Management data such as proposed advertising expenditure and Market-
place data such as likely competitive action, seasonality. There are a number of competing mod-
els in the field (e.g. BASES, SENSOR, LTM) and they all have their own complex algorithms. 
A common feature is some future purchase intention measure that is calibrated to account for 
factors like over-claiming. The models rely extensively on normative back data. Perhaps it is 
appropriate to introduce here the concept of the generalisation of models as these particular 
models have been extensively tested on many sets of data. In market research using all the tech-
niques described here we make much use of split sample modelling, building the model on one 
random half and testing it on the other half. Many of our surveys are repeated at regular inter-
vals and relationships can be tested for stability by attempting to fit the same model to different 
sets of data. 
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3. Modelling Techniques Not Used So Often in Market Research 

In an area where progress is being made steadily with the concomitant growth in computer 
power it is not surprising that there are always new developments. By new I mean in the last 
twenty years or less. Inevitably the passing of new theory and methods in to practice and into 
the mainstream of marketing analysis takes time and may be hindered by the complexity of such 
new methods. I give below just a selection of very worthwhile modelling techniques/approaches 
that have emerged in the recent past and try to suggest why they may not have been generally 
enthusiastically embraced by market researchers. 

Graphical Modelling 

Graphical Modelling is a form of multivariate analysis that uses graphs to represent models. It 
can be traced back to Path Analysis and Statistical Physics but its modern form is of more recent 
origin and is associated with the names of Dempster, Lauritzen and Edwards among others. The 
latter named has provided a Windows based computer program called MIM to carry out the 
analyses and has written a book called “An Introduction to Graphical Modelling”. Basically the 
technique centres on models that can be specified in terms of pairwise conditional independ-
ence. It can be applied in all modelling areas such as Log Linear Modelling and the Normal 
modelling of continuous variables and to mixed variable situations. There is a close analogy 
between this new technique and existing techniques. In Log Linear Models, for example, the 
pairwise conditional independences are equivalent to zero two factor interactions. One may 
therefore legitimately ask why we need Graphical Models that in that situation only offer a 
graphical representation of the same model. I am not aware that these models are being applied 
in market research. 

Multilevel Models 

As long ago as the 1980’s interest began in the development of modelling hierarchically struc-
tured data. Aitkins’s work was the starting point and the approach owes much to such names as 
Longford and Goldstein. Now the theory has become formalised and there is more than one 
program for carrying out the modelling. We have already referred in Section 2.6 to hierarchical 
data in market research under the heading of Two- Stage Sampling. There, we were interested in 
evaluating the overall sampling error of estimates and the distinction here is that Multilevel 
Models aim to investigate the magnitude of the errors at both stages of the design. Of course 
both approaches have similar aims in as much that sample survey designers are also interested 
in sources of error to improve sample design. I am not aware that these models are being applied 
in current market research studies except in the field of social survey research. Why they should 
not be used is puzzling, as they appear to have much to offer. 

Latent Structure Models 

We have referred often to market research data as being mostly categorical. The class of Latent 
Variable Models includes Latent Structure Models, which aim to explain variation in terms of a 
number of unobservable constructs. It can be thought of as a form of Factor Analysis applicable 
to binary and classified data. Although computer software has been available for some time now 
it does not appear to have made any headway in the analysis of market research surveys. This 



PAUL HARRIS: MODELS IN MARKETING RESEARCH 139 

NEW METHODS FOR SURVEY RESEARCH 

may be due to the fact direct clustering of data matrices (2.5 above) can produce the required 
structure of the data just as well. 

Neural Networks 

We are all, to some extent, resistant to change and potential threats to our livelihood can cause 
us anguish. I once saw a Course on Neural Networks billed as a Course that would show “how 
statisticians are going to be put out of business”. Neural Networks are computer ‘black boxes’ 
which ‘learn the data’ by looking at it millions of times. They can determine, it is claimed, the 
structure of the data spotting the interactions and the non-linearities. They are supposed to take 
the drudgery out of model building. In my experience they are very good at prediction often ob-
taining better results than traditional statistical model building techniques. What they can not do 
very well is tell us the form of the model they have found and fitted to the data. Their powers of 
explanation are not impressive but they will impinge on our world in the years to come. There is 
some evidence that market researchers are experimenting with them. SPSS, used by many com-
panies, offers a package called Neural Connection.  

4. The Future and Opportunities 

I have tried to paint an authentic picture of the state of modelling currently in market research. It 
was not my intention to encourage or depress you. Things are what they are and we must accept 
them as they are currently. That is not to say that we have to accept that position in the future. 
Far from it . I hope what I have said will be a spur to those of you who are not actively involved 
in commercial market research to change things. It would be true to say that the onus is on you. 
I always feel that in my own field there are those of you out there who have more expert knowl-
edge of the techniques I have described in the paper. Maybe the limited use of the techniques in 
the market research by practitioners like myself is because we are missing something. A word 
of caution though – you will be entering a world where everything is assessed in a cost benefit 
way. As an example, consider Log Linear Models, which are used to some extent in market re-
search. Imagine you are trying to persuade a company that all surveys they conduct throughout 
the year should not only have the usual cross tabulations but all should have extensive Log Lin-
ear Modelling carried out. What particular benefits could you offer them? Perhaps the safety of 
not drawing wrong conclusions? Hopefully you could persuade them that it will improve their 
profitability as well. 
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Using the Results of a Survey to Establish Prevailing Wages in 
the Pennsylvania Construction Industry:  
Dealing with Sparse Data 

Christopher K. McKenna 

Abstract 

The Minimum Prevailing Wage is an economic phenomenon in the United States of America 
and separately in Pennsylvania and 31 other states that have enacted Prevailing Wage Legisla-
tion. By the Minimum Prevailing Wage, we mean a wage established by a unit of government 
(either the federal government or the various state governments) for specific construction occu-
pations. This officially established wage is the minimum wage that can be paid to these con-
struction workers on any project that is funded with government dollars. 

The survey yielded a mean wage or a majority wage (a wage earned by more than half the 
workers) for each occupation in each county. The Secretary then established the legislatively 
required Minimum Prevailing Wage (MPW) on the basis of this survey, rather than solely on 
the basis of referral to local collective bargaining agreements. Where the survey did not provide 
sufficient data, MPW had to rely on substitute rates. 

The purpose of this paper is to reanalyze the survey data in order to develop a model of how the 
wage for an occupation in a county can be represented by four components: an overall state-
wide component, a county-specific component, an occupation-specific component, and a build-
ing-type-specific component. Fitted wages are more consistent than either survey-based mean 
wages or substitute wages, and would be especially useful where survey data were too sparse to 
be useful. 

Keywords 

Survey, missing data, regression, dummy variables, graphics, Prevailing Wage, Minimum 
Prevailing Wage, Pennsylvania. 

1. Introduction 

A survey on wages, like other public use surveys, may gather data from a rather large sample 
yet leave substantial portions of the target population unrepresented. The survey sample ana-
lysed in this paper gathered wage data on almost 180,000 employees, yet left more than half the 
target cells without sufficient data to allow for the required wage setting. In such cases decision 
makers apply experience and subjective judgement to arrive at substitute values. This paper de-
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scribes an alternate process that uses all the available data to arrive at fitted or fitted values to 
fill in the blanks. A comparison shows the fitted values to be more consistent than the more sub-
jective substitute values.  

2. The Minimum Prevailing Wage 

The Minimum Prevailing Wage (MPW) is an economic phenomenon in the United States and 
separately in Pennsylvania and 30 other states. By the MPW we mean a wage established by a 
unit of government (either the federal or one of the various state governments) for specific con-
struction occupations. This established wage is the minimum that can be paid to workers in 
these construction occupations on any publicly funded project. 

In Pennsylvania the Minimum Prevailing Wage legislation is applied to all publicly funded pro-
jects with a project cost of at least $25,000. 

Governing Legislation 

The intent of the Minimum Prevailing Wage legislation was to ensure that those working on 
public projects will be paid at least the equivalent of what they would be paid were they work-
ing on private projects. Setting a local MPW was originally intended to prevent an employer 
from underbidding a project and manning it with [non-local] workers willing to work at less 
than the local going rate. 

In Pennsylvania, the Secretary of the Department of Labor and Industry is charged with the re-
sponsibility of establishing the MPW for the various construction occupations in each of the 67 
counties or other local labor markets. 

Methods of Determining the Prevailing Wage 

In essence the legislation establishes two steps: 1. By means of a survey or other practice, the 
Secretary of the Department of Labor and Industry shall determine the prevailing wage for each 
occupation in each county or other local area; 2. Based on that determination, the Secretary shall 
promulgate a minimum prevailing wage, the minimum wage that can be lawfully paid to a 
worker on a publicly funded project.  

Prior to 1996 the Secretary of the Department of Labor and Industry determined the Prevailing 
Wage by referring to the wages established by collective bargaining agreements between private 
employers and employees. Although only a minority of construction workers was actually cov-
ered by such agreements, all construction workers working on public projects were thus paid at 
least the union wage established by agreement in the local or a nearby labor market.  

In 1996 the Secretary chose to change the method of determining the Prevailing Wage. He 
authorised a comprehensive wage survey to estimate wages actually paid on private projects. 
The Department planned on using the results of the survey to establish the MPW for each Oc-
cupation in each County for each Type of construction. For those County-Occupation-Type 
cells where the survey provided sufficient data, the determination of the prevailing wage was 
quite straightforward. Where there were insufficient data, the determination was not so direct, as 
the next section describes.  
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3. The Pennsylvania Wage Survey 

This section presents a summary of the design of the survey and data collection process, the 
methods of data analysis, and how the results were to be used to establish the Minimum Prevail-
ing Wage.  

Survey Design and Data Collection 

The purpose of the survey led to the identification of the target population as all construction 
employees who worked on a project with the following characteristics: privately funded; a pro-
ject cost of at least $25,000; residential with more than four units or non-residential construc-
tion; peak-employment week during the period January 1, 1995 through May 31, 1996.  

Since no registry or other source provides a list of such projects, the sample frame consisted of 
all construction employers who had filed the required Employment Security forms with the De-
partment of Labor and Industry for the third quarter of 1995, or appeared on a construction em-
ployer list in the Pennsylvania Department of Transportation. For purposes of economy, em-
ployers with fewer than five employees were eliminated from the sample frame. A second 
source of data consisted of employers and labor unions who were not on the sample frame list 
but who chose to submit project data. Whether they were responding to a specific request to par-
ticipate in the survey, or were participating without a specific request, employers and unions 
voluntarily provided wage data on employees working on identifiable and eligible projects. 

The final sample included data on 179,000 employees, where one person working on two dis-
tinct construction projects during the sample period was counted as two employees. Three char-
acteristics identified each employee: County, Occupation, Type of Construction. Data collected 
on each employee included, among other things, hourly wage and benefits. (Henceforth wage 
will refer to the sum of hourly wage and benefits.) 

Data Analysis 

The three characteristics noted above, County, Occupation, Type of Construction, defined the 
cells for summarising wage data and ultimately for determining prevailing wages. For a cell to 
qualify as having sufficient data, it had to represent at least three employers and at least three 
employees. 

Summary of wage data in a qualified cell involved three quite simple steps.  

1. Determine if a majority of employees worked under collective bargaining agreements 
(CBA). If so, no further analysis was needed.  

2. Determine if there was a majority wage – a single wage earned by more than 50% of the 
employees. If so, no further analysis was needed. 

3. Calculate the mean wage of all employees, where the mean was weighted by the number of 
hours worked during the week of peak employment. 

After eliminating rare occupations, 24 Occupations remained, not all of them reported for all 67 
Counties or for all 3 Types of construction. The Types of construction included Building, 
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Highway (including streets, roadways and parking lots), and Heavy (including water treatment 
plants, sewer plants, and the like). Ensuing analysis covered 1745 County/Occupation/Type 
cells. The following table shows the number in each category of eligibility, based on whether 
there was a sufficient number of employees and employers, and whether the majority of em-
ployees worked under CBA. 

Eligibility of Minimum Prevailing Wage cells Number Percent 

Sufficient data; majority of workers under CBA   384   22% 

Sufficient data: majority of workers not under CBA   419   24% 

Insufficient data   942   54% 

Total  1745 100% 

 

Using Survey Results to Establish Minimum Prevailing Wage 

For fewer than half the cells (46%), the survey provided a direct path to determining the prevail-
ing wage and hence to establishing the minimum prevailing wage. The other half (54%) pose 
the problem and are the main subject of the remainder of this paper. 

1. Sufficient Data: Using Collective Bargaining Agreements to Establish Minimum Prevailing 
Wage 

Cells having a majority of its workers under a CBA, the locally agreed upon collective bar-
gaining wage was set as the MPW for that cell, regardless of the survey data. 

2. Sufficient Data: Using Survey Results to Establish Minimum Prevailing Wage 

Cells with sufficient data, but where CBA workers did not hold a majority, relied directly on 
the results of the survey to determine the prevailing wage. Sixteen of the 419 cells in this 
category had a majority wage – a wage earned by more than half the workers. The majority 
wage, or the mean wage where there was no majority wage, was used to establish the MPW.  

3. Insufficient Data: Using Experience and Judgement to Establish Minimum Prevailing Wage 

In spite of the relatively large set of survey responses, most of the cells had no or sparse data 
so the results of the survey could not be used to determine the prevailing wage. For such 
cases, the Department had no choice but to refer to rates for other occupations within the 
same county – with some variation in the “other” occupation referred to-- or for the same oc-
cupation in other Types of Construction or in adjacent counties. It then applied its experience 
and judgement in using these “substitute” rates to establish the MPW.  

Here we offer an alternative: rather than relying on this judgement and subjectivity, we propose 
using all the available data to develop a model for fitting or estimating cell means where the 
data are sparse. 

4. Dealing with Sparse Data: Comparing Fitted Rates with Means 

The problem of missing or sparse data sometimes gets no more than an after-thought. The most 
fortuitous circumstance has sparse data only in a virtual corner of a study, having little impact 
on the overall results. However, the prevalence of sparse data in the current survey suggests a 
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more direct approach. Here we will describe and illustrate the model that generates estimated or 
fitted wage rates, and compare them with survey-based mean rates. In a following section we 
will compare fitted rates with those established by appeal to experience and judgement. 

Fitting Wages 

The fitted wage for any cell makes use of all wage data for all cells. Fitting wage rates relies on 
an underlying linear regression model, in which Wage is depicted as having an overall mean 
wage component, and an additional component specific to the County, Occupation and Type of 
Construction that defines the specific cell. (Readers interested in the formulation of the model 
will find it in Appendix 1.) By contrast, the survey-based mean wage uses only the data in the 
specific cell. We expected and found the fitted wage rates to show less fluctuation and to be less 
influenced by small cells than the mean wage rates. 

To illustrate the results of fitting wages we will refer to the three most common occupations 
among the 24 analysed. Carpenter, Electrician and Sheetmetal Worker comprise 45.4% of all 
employees. In addition we will restrict the illustration to Building Type of construction, since it 
comprises 91.1% of all employees. Along with the fitted wages we present mean wages, and 
limit this phase of the discussion to those cells with sufficient data to allow the survey to be 
used.  

Comparison of Mean and Fitted Wages 

The following table presents descriptive summaries of the fitted wage and the mean wage in 
counties with sufficient data for the three most common occupations. We expected there to be 
considerable variation in both mean wage and fitted wage across the counties. In fact, this belief 
led to the County component in the depiction of the fitted wage. Here we look especially at the 
consistency in the various summaries of the wages for each occupation. 

Table 1: Key Descriptive Statistics for Fitted Wage and Survey-based Mean Wage,  
for Selected Occupations. 

Occupation   Median 25th Percentile 75th Percentile Minimum Maximum

Carpenter Estimated Wage 23.02 20.75 25.46 13.77 31.81 

Electrician Estimated Wage 26.73 25.00 29.01 17.92 35.34 

Sheetmetal Estimated Wage 28.57 26.25 30.89 19.94 37.36 

       

Carpenter Mean Wage 22.64 18.44 25.08 11.08 32.78 

Electrician Mean Wage 26.87 23.62 29.79 14.45 38.53 

Sheetmetal Mean Wage 27.10 20.35 30.46 15.03 38.13 

 

For the fitted wage, the order revealed by the median (Carpenter is lowest, Sheetmetal worker is 
highest) is followed for all other summaries. For the mean wage, however, the same order is 
revealed by the median, but it is not followed by the first quartile (25th percentile) or the maxi-



146  

NEW METHODS FOR SURVEY RESEARCH 

mum. Since a single cell necessarily influences the maximum, an aberration there is not particu-
larly problematic. Inconsistency in either the lower or upper quartile represents a broader prob-
lem in the survey results. This inconsistency becomes more apparent in the corresponding Box-
plot 1.  

A boxplot of data represents the five key descriptive statistics appearing in Table 1 above. The 
boxplot consists of a box and a pair of extended lines. The bottom and top of the box represent 
the 25th and 75th percentiles; the line within the box represents 50th percentile, the median or 
middle value. Thus the box depicts the middle half of the data values, and provides a visual de-
scription of where the middle is. The pair of lines typically extend from the box to the minimum 
and maximum values, and thus depict how spread out the rest of the data are. Outliers, unusu-
ally small or large values, appear outside the extended lines. The boxplot, also referred to as a 
box and whiskers, thus depicts both where the middle values are, and how the data vary overall. 

Boxplot 1 clearly shows considerably greater variation – longer boxes and longer whiskers – in 
the survey-based mean wages than in the model-based fitted wages. In essence there is greater 
error in the mean than in the fitted wages.  

Boxplot 1: Fitted and Mean Wages for Carpenter, Electrician and Sheetmetal Worker 
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This inconsistency in the mean wage among the three occupations is particularly pronounced in 
counties with fewer than 11 employers, a result that is consistent with there being greater varia-
tion in estimates among smaller samples. Boxplot 2 shows this inconsistency, pronounced in the 
smaller counties but persisting even among counties with many employers. We also see in Box-
plot 2 that while the median wage for carpenters and sheetmetal workers increases with the 
number of employers in a county the other statistics do not show such a pattern, and the ranges 
of wages practically overlap. This belies any suggestion that we are just seeing a supply and 
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demand relationship between wages and number of employers in a county, or a simple pattern 
of decreasing variation with increasing sample size. What we are seeing is considerable mean 
wage variation.  

Boxplot 2: Mean Wages for Carpenter, Electrician and Sheetmetal Worker  
by Number of Employers in a County 
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Boxplot 3: Fitted Wages for Carpenter, Electrician and Sheetmetal Worker  
by Number of Employers 
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By contrast, because the estimates are based on all the data, not just the data for the particular 
county, fitted wages do not exhibit greater variation in smaller counties. Boxplot 3 shows that 
counties with fewer employers actually have less variation. Of course county-to-county varia-
tion still exists in the fitted wages for a single occupation, and that is precisely what comprises 
the County component in the fitting process or model. A firm finding at this stage points to fit-
ted wages as superior to mean wages, especially in those counties with sufficient – at least three 
employers and at least three employees – but not very much data.  

We note here that the fitted model (Appendix 1) requires that an occupation that has a higher 
fitted wage in one county will have a higher fitted wage in all counties. The fitted wage will 
vary from county to county according to the county-specific component of the model. Map 1 
depicts the County Component as the dollar amount associated with the wage of any occupation 
in that county. Solid shaded counties have a positive component; the fitted wages of all occupa-
tions in dark shaded counties are higher than the fitted wages in light shaded or striped counties. 
Such a map allows users of the survey results to see the relationship among wages in adjacent 
counties. 

For instance, all but two counties in the Western part of the state have solid shading, indicating 
that their fitted wages have positive county components, although even the positive components 
vary considerably. The two striped counties in that region have negative county components. 
Their fitted wages are considerably lower than in the surrounding shaded counties. Substituting 
one county’s wages for employees in another county will lead to inequitable results, either posi-
tive or negative.  
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Map 1: County Component of Wage (in Dollars) 

 

 <-3  -2.99 to -2.0  -1.99 to -1.0  -0.99 to 0  0.01 to 1.0 1.01 to 2.0  2.01 to 3.0  > 3.0 

Pennsylvania Prevailing Wage Survey, 1996 
Penn State Harrisburg, Center for Survey Research 
Prepared by: The Pennsylvania State Data Center 
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By way of specific illustration, an electrician’s fitted wage varies from county to county pre-
cisely according to the County Component. A sheetmetal worker’s fitted wage varies from 
county to county according to the County Component as represented in the wage map. While 
the sheetmetal worker’s fitted wage and the electrician’s fitted wage both vary from county to 
county, the difference between them will remain at $2.07, the difference between their respec-
tive Occupation Components. The fitting model assumes this consistency between counties for 
all occupations, and between occupations for all counties. It does not account for variation in 
this pattern of consistency, even where local labor supply and demand might warrant a reversal 
in the order of wages paid to specific occupations. 

With this limitation of the model, a reasonable next step is to compare the results of the model 
with the results of using substitute wages where the survey did not provide sufficient data. 

5. Dealing with Sparse Data: Comparing Estimates with 
Substitutes 

For the majority (54%) of wage cells, the survey provided insufficient data to allow its use. 
Here we focus on the problem of how to deal with sparse data because even the cells with insuf-
ficient data must have a promulgated Minimum Prevailing Wage. 

Where a cell has insufficient data, the Department thus far has exercised its judgement in choos-
ing substitute wages from the same occupation in another county or construction type, or from 
another occupation in the same county and type. It has not used the option of statistically fitting 
wages for a variety of non-statistical reasons. Here we will compare Minimum Prevailing 
Wages in cells with sufficient data with those in cells with little or no data and compare both to 
fitted wages. 

Comparison of MPW According to Source of MPW 

There are currently three sources that support the established Minimum Prevailing Wage 
(MPW): a collective bargaining wage, a survey-based mean wage, and a substitute wage. To 
compare wages based on the three sources with one another, and to compare those three to the 
fitted wage, we continue to refer to the wages of the most common occupations: carpenter, elec-
trician and sheetmetal worker. 

We know there is substantial county-to-county variation in wages for any occupation. We are 
looking for whether there is also variation arising from the source (collective bargaining, sur-
vey, substitute). Any comparison of Minimum Prevailing Wages must avoid confusing the two 
kinds of variation.  

To make our comparison we will consider the following wage differences:  

1. The difference between the sheetmetal worker’s MPW and the electrician’s MPW; 

2. The difference between the sheetmetal worker’s MPW and the carpenter’s MPW. 

We use wages differences here for several reasons:  

1. Collective bargaining wages are based on a data source (labor contracts) outside the survey 
or the model, so single occupation comparisons are not otherwise possible. 
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2. We have already observed that differences between two occupations’ fitted wages do not 
vary from county to county; the difference then becomes a simple point of reference to com-
pare other wages with fitted wages. 

By and large the sheetmetal worker’s wages exceed either of the other two, so it is reasonable to 
use it in forming differences. 

We see in Boxplot 4 that in those counties where collective bargaining agreements were the 
source for the MPW for all three of these occupations, the sheetmetal-carpenter difference var-
ied from about $2.00 to about $8.00, with the middle half of the counties varying from about 
$3.00 to about $5.00; this indicates that sheetmetal workers earned more than carpenters in all 
collective bargaining counties. In those same counties the sheetmetal-electrician difference var-
ied from about -$4.00 to +$7.00, with the middle half between -$1.00 and +$2.00. The median 
is just above $0, indicating that in just over half the collective bargaining counties, sheetmetal 
workers earn more than electricians. These results tend to confirm the notion that collective bar-
gaining agreements tend to maintain relative steps between occupations. 

Boxplot 4: Differences in Minimum Prevailing Wage between Common Occupations,  
by Source of Minimum Prevailing Wage. 
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The second pair of boxplots shows that, in the few counties where all three occupations had 
their MPW based on the survey, the difference between sheetmetal workers and both electri-
cians and carpenters varied in the range -$2.00 to about + $3.00 more. 

The third pair of boxplots reveals the effect of using substitute wages as the source for at least 
one occupation’s MPW on the differences between sheetmetal worker and electrician, and be-
tween sheetmetal worker and carpenter. Sheetmetal worker’s wages varies from $14.00 less 
than an electrician’s to about $11.00 more, and from about $9.00 less than a carpenter’s to about 
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$13.00 more. The considerable fluctuation comes even with the careful application of judge-
ment in choosing appropriate substitute rates. 

Comparison with Fitted Wages 

For any source of data, the difference between sheetmetal worker and electrician varies over a 
range of a few dollars for the first two sources, but over a range of $25 dollars for the substitute 
wage source. How do these compare with the differences between fitted wages? The difference 
between the sheetmetal worker’s fitted wage and that of the carpenter is $5.56, and of course it 
does not vary among counties. Similarly the difference between the sheetmetal worker’s and the 
electrician’s fitted wage is $2.07. The differences between occupations are perfectly preserved, 
and are reflected in the Occupation component in the fitting model. 

There may well be some variation in the actual wage differences attributable to local supply and 
demand for particular occupations. The reader is invited to compare the fitted wage and the sub-
stitute wage as a way of arriving at MPW for those County-Occupation-Type cells for which 
there is insufficient wage survey data. In the last section we propose an extension of the present 
model to allow for such wage reversals due to factors in the local labor market. 

6. An Unresolved Issue in Using Fitted Wages 

A straight-forward linear model (see Appendix 1) with additive components, one for each of the 
67 counties, 24 occupations and 3 construction types, provides the basis for developing fitted 
wages. A consequence of this type of model is the constant difference between occupations 
across counties and types, and conversely the constant difference between counties for all occu-
pations and types. There indeed may be instances where, to use the occupations in our illustra-
tions, a carpenter earns less than an electrician in one county, but more in another county. To 
include such reversals in a model would require interaction terms, if not one for each County-
Occupation combination, certainly one for those combinations of greatest interest. Next steps 
toward extending the model include the following: 

1. explore the County-Occupation combinations to determine which exhibit reversals to the 
general fit of county-to-county variation; 

2. from those combinations, choose the ones that have the greatest impact because of high fre-
quency; 

3. when (and if) a new wage survey is conducted, fit the extended model to the new data set. It 
is necessary to use a different data set for this stage because it is inappropriate to use one 
data set for both exploring for the presence of patterns and fitting a model that represents 
the patterns. 

To the extent that the present application and data set exhibit reversals is the extent to which the 
model has limits on its usefulness. Likewise to the extent that substitute wages inadequately ac-
count for real patterns in wage rates is the extent to which they have limits on their usefulness.  
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Appendix 1 The Linear Regression Model Used for Estimating 
Wage Rates 

 

Estimated Wage   = B0 Overall component 

      + Bi Occupation i      Occupation component 

              + Bj  County j  County component 

                      + Bk Type k Type component 

                                + e ijk  Error component 

where Occupation, County, and Type are Yes-No (Dummy) variables, and e is the common es-
timate of sampling error. 

Appendix 2 Acknowledgements  

The Prevailing Wage Survey and its immediately associated research were supported entirely by 
The Pennsylvania Department of Labor and Industry. The research was designed and carried out 
by a research team from Penn State Harrisburg’s Center for Survey Research. The principal in-
vestigators for the project were Michael L. Young, Ph.D., and myself. The analysis contained in 
the present effort would not have been possible without the underlying survey research. I am 
grateful to the research team members for all their efforts, energy and creativity. I remain solely 
responsible for the extension of the research and any shortcomings contained herein. 

About the Author 

Prof. Christopher K. McKenna has taught statistics, research design and methods, survey de-
sign, focus groups, nominal groups, and management information systems at Penn State – Har-
risburg since 1971. His recent research efforts have applied survey research, focus group and 
other qualitative designs, and quantitative methods to public policy issues such as AIDS, wel-
fare reform, industrial wages and services for the ageing, and to management issues such as 
mortgage lending practices, quality improvement and data base development. Much of this re-
search has had the financial support of Pennsylvania's Office of Attorney General, Human Rela-
tions Commission, and Departments of Ageing, Health, Labor and Industry, and Public Welfare. 
He has conducted most of this research through the Pennsylvania State Data Center and The 
Center for Survey Research at Penn State - Harrisburg. 



154  

NEW METHODS FOR SURVEY RESEARCH 

His publications have ranged from a text, Quantitative Methods for Public Decision Making, 
McGraw-Hill, 1980, to a symposium, Qualitative Research Methods in Public Administration, 
in the International Journal of Public Administration, 1997. 

He and his research colleague Michael Young are senior partners in The McKenna-Young 
Group, a research consulting firm offering survey research, focus group research and other data 
gathering methods to private industry and professional associations. You may visit them at 
www.mckenna-young.com. 

Address: The Pennsylvania State University at Harrisburg; Middletown, PA 17057; USA.  

Email: ofe@psu.edu 

Phone:  1 717 948 6055 Fax: 1 717 948 6320 

 



NEW METHODS FOR SURVEY RESEARCH 
Edited by A. Westlake et al. 
Compilation © 1998 Association for Survey Computing 

 

Shrinkage estimation of local-area rates of economic activity 
Nicholas T. Longford 

Abstract 

Researchers in local government in the UK have recently gained access to the Samples of Anonymised 
Records (SAR) drawn from the 1991 UK Census. Even though SARs are large databases, the sample 
sizes for subpopulations relevant in a particular context, such as ethnic minorities, are small in many 
local areas, and so inferences about them are problematic. This paper describes shrinkage estimation 
of rates (proportions) of economic activity in local areas for subpopulations defined by ethnicity, sex, 
and age. Shrinkage estimators are more efficient than the (naive) sample proportions, especially when 
the variation among the (many) local areas is small. The gain in precision is achieved by taking advan-
tage of the similarity of the areas. Multivariate extensions enable pooling information not only across 
local areas but also across subpopulations. Information could be pooled also across surveys; inference 
from the SARs drawn from the 2001 UK Census could be strengthened by using the corresponding 
1991 SAR as auxiliary information. The methods are illustrated on several examples. 

Keywords 

Between-area variation, economic activity, Sample of Anonymised Records, shrinkage estimator.  

1. Introduction 

Local authorities require information about the rates (proportions) of economic activity for various 
subpopulations defined by ethnicity, age, and sex. (Economic activity rate is defined as the proportion 
or percentage of residents who are either employed or are actively seeking employment.)  These rates 
can be estimated by their sample versions from the Samples of Anonymised Records (SAR) drawn 
from the 1991 UK Census. However, the corresponding subsample sizes in SAR are for many local 
areas so small and the variances of the sample rates so large that these estimates are not very useful.  

An alternative estimator to the sample rate for a local area is the national rate. Although it is biased for 
any local area, unless all the local-area rates are identical, it has a small sampling variance. If the local-
area rates did not vary across the country the national rate would be very efficient for each local area. 
An obvious compromise of these two estimators is to use the local-area sample rate when the local-
area sample size is greater than a certain threshold and the national sample rate otherwise. The shrink-
age (composite) estimator is a refinement of this scheme. It combines the local-area and the national 
estimators, with weights determined so as to optimise the precision of the combination. The weights 
have a natural interpretation; they are proportional to the precisions of the components. The shrinkage 
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estimator is a substantial improvement on the local-area sample rate when the local areas do not vary a 
great deal and when the local-area subsample size is small. 

In general, shrinkage estimators are efficient because they borrow strength across units; some informa-
tion about any one local area is contained in all the other local areas. The same principle can be ap-
plied when rates, or other summaries (e. g., means), are estimated for several subpopulations. For in-
stance, if the local-area rates for two ethnic groups are correlated estimation for one group can be im-
proved by borrowing strength from the other group. In this context, bivariate (multivariate) shrinkage, 
applied to two (several) groups simultaneously, is an improvement on the (univariate) shrinkage ap-
plied separately to each group. Strength is borrowed not only across local areas but also across the 
subpopulations. 

The ideas underlying shrinkage estimation can be traced back to James and Stein (1961). Fay and Her-
riot (1979) applied shrinkage to estimation of the mean income for small places in the USA, based on 
a systematic sample of the 1970 US Decennial Census. Our application adapts their approach to di-
chotomous data. See Ghosh and Rao (1994) for a review of small-area estimation in which shrinkage 
estimators play an important role. Efron (1996) describes a hierarchical Bayes framework for estimat-
ing ensembles of quantities (large numbers of parameters). It is important to draw a distinction among 
several goals of inference about small areas: estimation of the rate (or mean) for a single local area, 
estimation of the rank of an area, and estimation of the distribution of the local-area rates; see Shen 
and Louis (1998). We are interested only in the first of these goals, motivated by the needs of a typical 
local authority in the UK. 

The remainder of this section gives a brief background to SARs and introduces notation. The next sec-
tion defines the (univariate) shrinkage estimator and discusses its properties. Section 3 presents an 
analysis of the SAR of individuals from the 1991 UK Census. Section 4 defines multivariate shrinkage 
and extends on the analysis of Section 3. The paper is concluded with a discussion. 

The SAR database of individuals is a 2% simple random sample without replacement of individuals 
from the 1991 UK Census. It contains information on economic activity (y=1 for economically active 
and y=0 otherwise), sex, age, ethnic group, and local area of residence for about 1.15 million subjects 
who lived in Great Britain (excluding Northern Ireland) at the time of the Census. There are 278 local 
areas in Great Britain. Many local areas coincide with large local authorities, while others are unions 
of two local authorities; see Heath (1994) for details.  

Let nl be the subsample size for local area l = 1, …, L = 278, and n = n1 + ⋅ ⋅ ⋅ + nL  be the ‘national’ 
sample size. We denote by yil  the economic activity status of the ith sampled resident in local area l. 
Of interest is to estimate the local-area rate of economic activity, πl , defined as the proportion of eco-
nomically active residents in area l. Its obvious estimator is the (local-area or naive) sample rate pl = 
∑i yil/nl ; it is unbiased and its sampling variance, ignoring the finite-population correction, is vl = 
πl(1−πl)/nl . The national rate of economic activity, π, is estimated by the (national) sample rate p = ∑l 

∑i yil/n. For the rates πl  we define the area-level variance, varl(π.) = σ2. Note that we consider two 
kinds of expectations: over local areas, as in the definition of σ2, and over sampling, as in Es (pl | πl) = 
πl . Whenever ambiguity might arise, we indicate the kind of expectation by the subscript of the expec-
tation (E) or variance (var). 
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2. Shrinkage estimation 

When all the local areas have the same rate of economic activity the national sample rate p is a much 
more efficient estimator of every local-area rate πl . When the rates do not vary a great deal, one 
should be able to improve on the sample rate pl by using information about the other areas; indeed, the 
national rate p may still be competitive. The shrinkage estimator combines the local-area and national 
sample rates, 

rl  = (1− bl)pl +  bl p; 

the shrinkage coefficient bl is set so as to minimise (exactly or approximately) the expected mean 
squared error EMSE = E{(rl − πl )2}. This expectation is over both sampling and local areas. If the 
subsample from local area l is a small fraction of the national database, EMSE attains its minimum 
(approximately) for  

bl  =  vl/{vl + vars(p) + σ2} . 

Whenever the national database is large, vars(p) is much smaller than vl or σ2, and can therefore be 
ignored. Note that 0 ≤ bl ≤ 1; the extremes are reached when vl = 0 (that is, when the subsample size nl 
is large), and when σ2 = 0 (no between-area differences). Since σ2, or more precisely, vars(p) + σ2, is 
the mean squared error of p as an estimator of πl , rl  can be interpreted as combining the local-area and 
national sample rates with weights proportional to the precisions of the components. The minimum 
EMSE attained is 1/(1/vl + 1/σ2). Compared to the variance of the sample rate, vl = vars(pl), this 
amounts to a reduction by blvl  or 1 + vl/σ2 times. Details of the derivation are given in Longford 
(1998).  

The properties of the shrinkage estimator are easy to explore because it has an analytic form. The lar-
ger the sample-rate variance vl the greater the gain due to shrinkage, although larger vl is associated 
with larger EMSE of the shrinkage estimator. The shrinkage estimator is most effective (makes the 
greatest difference) for the local areas with the smallest subsample sizes. 

The shrinkage estimator has the optimal properties (minimum EMSE) when the variances vl and σ2 are 
known. In practice, vl and σ2 have to be estimated. Below, we discuss estimation of σ2, the impact of 
the uncertainty about the variances, as well as the assumptions underlying our approach. Fortunately, 
the binary nature of the data and the sampling design impose quite stringent limits on these variances, 
so the uncertainty about the variances is also limited.  

The between-area variance σ2 is estimated by moment matching from the weighted sum of squares SB  
= ∑l nl(pl − p)2. Simple manipulation yields the unbiased estimator 

s2 = {SB − (L − 1)p(1 − p)} / (n − m − L + 1) , 

where m = (n1
2 + … + nL

2)/n. This estimator can be interpreted as the part of the (weighted) observed 
dispersion of the sample rates pl which is in access of what would be expected if the underlying rates 
πl  were constant, that is, if σ2 were equal to zero. 

The variance σ2 is estimated with greater precision the more local areas there are, but the sampling 
variation of s2 depends also on the (unknown) value of σ2 itself. Some insight can be gained by con-
sidering the number of degrees of freedom associated with s2. If each of the L local areas had very 
large subsamples in the data s2 would be associated with L − 1 degrees of freedom. When the within-
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area subsamples are moderate to small s2 has fewer degrees of freedom. The sampling distribution of 
s2 can be estimated by a simple bootstrap procedure described in the next section. However, our inter-
est is not in the uncertainty about σ2, but in its impact on the properties of the shrinkage estimator. 
This we explore on examples in Section 3. 

Researchers are reluctant to use shrinkage estimates because the estimates display much less variation 
than the sample rates. They are concerned that differences among two local areas are obscured by 
shrinkage. However, shrinkage estimators are optimal not only for the rates but also for the difference 
of the rates for two areas, so long as the areas are identified prior to observing the sample rates.  

For completeness, we give the optimal shrinkage weights when the correlation of pl and p is taken into 
account: 

bl  =  vl(1 − nl/n) / {vl(1 − 2nl/n) + vars(p) + σ2} . 

The expected mean squared error of the associated estimator rl  = (1− bl)pl + blp is 

EMSE =   blvl(1 − nl/n) = {vl(1 − nl/n)}2 / {vl(1 − 2nl/n) + vars(p) + σ2} . 

An additional assumption for this estimator is that no local area is in a majority on its own, that is, nl/n 
< 0.5. The coefficient bl is positive, barring vl = 0, but it can be greater than unity, although only in a 
very unlikely set of circumstances. 

Some alternatives 

An assumption underlying our approach is that the rates πl are concentrated around the national rate π: 

πl = π + εl ,  

where εl  is a random sample from an unspecified distribution with zero mean. Logistic, probit, and 
similar models are more commonly considered for dichotomous data. For instance,  

logit(πl) = θ + δl .  

Unlike our approach, this model requires a specification of the distribution of δl ; usually, the normal-
ity assumption is adopted. However, in the range of the values of πl , logit is very close to a linear 
function, and so the models using the identity and logit links differ only slightly. The computing for 
the former is easier, but more importantly, the analytic formulae enable a simple in-depth discussion 
of the properties of the shrinkage estimators. 

Another avenue of generalisation is to use explanatory (descriptive) variables in a regression model, 
such as  

logit(πl) = a + bxl + δl   

(with the obvious extension to several covariates), or similarly for models with other link functions. 
Also, an adjustment can be defined for the individual outcomes: 

logit(πil) = a + bxil + δl . 

These models have their parallels for the identity link. In the application discussed in the next section 
no covariates are available. However, in Section 4 we introduce a generalization which can be related 
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to linear regression. In order to distinguish the shrinkage introduced in this section from its generaliza-
tion to estimating several rates in Section 4, we refer to it as the univariate shrinkage. 

The assumption that the rates of economic activity are in the range (0.20, 0.80) for almost all local ar-
eas is realistic. In this range, the sampling variance πl(1 − πl)/nl does not vary a great deal as a function 
of πl , and so it is satisfactorily estimated by pl(1 − pl)/nl , unless nl is very small, in which case p(1 − 
p)/nl can be used. Another argument in favour of the linear link function is that the economic rates are 
associated with expenditures (approximately) linearly related to the rates, and so it is not desirable to 
represent small differences among extreme rates (rates close to 0.0 or 1.0) by large differences in the 
corresponding values of the logit transforms. 

3. Examples 

The SAR database contains 26,963 records of White men aged 16−19, that is, about 97 subjects per 
local area. The number of subjects within the areas varies a great deal. At one extreme, some of the 
Inner London areas are represented by only 30−50 subjects each; at the other, Glasgow City, Sheffield, 
Leeds, and Birmingham have 270, 277, 331, and 359 subjects, respectively. To avoid quoting very 
small numbers, we give the values of all estimates and standard errors as percentages. The standard 
error is defined as the square root of EMSE.  

The within-area sample rates (percentages) 100pl are in the range 35.5−79.3; their sample variance is 
53.7. This variance is a composite of the between-area variance σ2 and of the contribution due to the 
errors in estimating 100πl . The moment-matching estimate of 1002σ2 is s2 = 21.6; since it is based on 
many areas, its standard error is quite small. (The standard error cannot be estimated directly, but can 
be established by bootstrap.)  Thus, most of the observed dispersion (1−21.6/53.7, that is, 60%) of the 
sample rates pl is due to estimation error, as opposed to the dispersion of the underlying rates πl . 
Therefore, some caution is in order when interpreting the observed differences among the local-area 
sample rates. 

For the largest local areas, cities with subsample sizes nl over 250, the sample rates are quite precise, 
and so shrinkage is unlikely to lead to much improvement. Indeed, shrinkage brings about only minute 
changes in these estimates. The national rate is assigned very small weight (bl is in the range 
0.025−0.028). Shrinkage is more effective for the smallest areas; for the local areas with fewer than 50 
subjects in the sample, bl are in the range 0.065−0.088.  

The shrinkage estimates and their standard errors are plotted in Figure 1, in the top and bottom panels, 
respectively. The sample rates and the shrinkage estimates (as well as their standard errors) are con-
nected by vertical segments; the shrinkage estimates and their standard errors are marked by black 
dots. The areas are plotted according to subsample sizes, so as to illustrate their impact on the extent of 
shrinkage. To avoid clutter, only every third local area is plotted, and the local areas with subsample 
sizes greater than 250 are left out, so as to improve the resolution of the plot. The figure illustrates that 
smaller sample size is associated with greater shrinkage and greater reduction of the standard error. 
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More precise standard errors 

The formula for the mean squared error given in Section 2 is somewhat optimistic because it ignores 
the uncertainty about the estimates of vl and σ2. The additional uncertainty about the local rate πl , at-
tributable to not knowing vl and σ2 precisely, can be assessed by a simple bootstrap procedure. It com-
prises of repeated evaluation of the estimator s2 for simple random samples of L local areas drawn with 
replacement from the analysed dataset. (The data from each local area are included in such a sample 
en bloc.)  For each value of s2 the shrinkage estimator is evaluated. These values of the estimator rl 
represent its sampling distribution, so their sample standard deviation is an estimator of the standard 
error of rl . In the applications of this procedure we evaluated rl  400 times.  

The inflation of the standard errors due to uncertainty about vl and σ2 is negligible for all areas. For 
instance, the standard error for young men in area 1 (Cities of London and Westminster, 45 subjects, 
100pl = 46.7% and 100rl =58.5%) is increased from 3.89% to 3.96%, reducing the gain vis-à-vis the 
sample rate, 7.44%, only slightly. For local areas with large subsamples, the inflation is much smaller; 
for instance, for local area 67 (Leeds, 331 subjects, 100pl = 64.7% and 100rl =64.3%), the standard 
error is increased from 2.282% to 2.284%, still well below the standard error of the sample rate, equal 
to 2.63%. The between-area variance σ2 is estimated with high precision; the standard deviation of the 

Figure 1: Univariate shrinkage estimates (top panel)  
and their standard errors (bottom panel) for young men (aged 16−19) 
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The shrinkage estimates are marked with black dots. The local areas are plotted according to sub-
sample size. Every third local area is plotted, and the areas with the subsample sizes above 250 are 
omitted.  
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simulated values of 1002s2 is 3.50 (21.6±3.50). The standard deviation of the values of 100s is 0.38 
(4.65±0.38). The assumption of normality is palatable for both s2 and s. The bootstrap can be also used 
to verify that s2 and s have negligible (or no) bias. 

The impact of uncertainty about the variance vl of the sample rate can be assessed similarly. However, 
since the variance varies little with the underlying rate πl and the underlying rates have relatively small 
variance σ2, this impact is of even smaller order of magnitude. The finite population correction is ap-
plied straightforwardly by adjusting the values of vl and var(p). 

Economic activity rates for minorities 

For many purposes, information about more detailed subpopulations is desired. For instance, local 
government planners are interested in the rates of economic activity among the minorities (men or 
women, possibly in certain age groups). The corresponding area-level subsample sizes vary a great 
deal; the minorities are very unevenly distributed across the country. As an illustration, we discuss 
estimation of the rates of economic activity for all minorities, separately for men and women.  

The SAR database contains records of 19,343 men and 19,586 women from ethnic minorities (catego-
ries 2−10 of the variable ETHGROUP). Birmingham stands out as having by far the highest number of 
minority residents in the sample (1257 men and 1200 women, 6.5% and 6.1% of the respective sub-
samples). Six other local areas have more than 400 men and seven local areas have more than 400 
women in the subsample; most of these areas are in Inner London. The median subsample size, for 
both men and women, is 21. Many local areas, in Wales, Scotland, and outside the large conurbations 
in England, are represented in the subsamples by very few residents each. For such small subsamples, 
the sample estimators, with standard errors of 10% or greater, are of little utility. Even the straightfor-
ward estimation of the sampling variance of pl is problematic because several sample rates pl are equal 
to zero or unity. (Every one of them is based on very small nl .)  Anticipating small variance of the un-
derlying rates πl , we estimate vl  by p(1 − p)/nl . More complex schemes for estimating vl combine the 
estimators based on pl  and p. In our context, the complexity is not rewarded by more efficient estima-
tion of vl . 

The national sample rates of economic activity among the ethnic minorities are 75.5% (standard error 
0.65%) for men and 52.2% (standard error 1.15%) for women. The estimated between-area standard 
deviations (s) are 4.44% for men and 8.48% for women. The higher between-area variance for women 
reflects the variation in the within-area compositions of the minorities. Note its impact on the precision 
of the national sample rate. 

For many local areas, radical shrinkage takes place (bl is close to 1), because of the modest within-area 
information. For instance, shrinkage pulls the sample rate for local area 52 (Gateshead in Tyne and 
Wear, nl = 9) from 66.7% to 74.8%, most of the way toward the national sample rate of 75.5% (b52 = 
0.92). The estimated standard error is reduced from 15.2% to 4.3%. The standard error of the national 
rate p as an estimator of the rate for Gateshead, equal to 4.5%, is only slightly higher!  Thus, for areas 
with fewer than ten subjects in the subsample, we lose little by estimating the local-area rate by the 
national sample rate. 

For women, shrinkage is slightly less effective because of the greater between-area variance. For in-
stance, the sample rate for Gateshead, based on 8 cases in the subsample, is 50%, with standard error 
17.7%. The shrinkage estimate is 51.8% (b52 = 0.81) with standard error 7.8%. The standard error of 
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the national sample rate as an estimator of the local rate for Gateshead is 8.6%; the local-area informa-
tion is of perceptible utility, but the information from the rest of the country dominates.  

For minority women, the threshold local-area sample size which renders local-area information of lit-
tle utility, is somewhat smaller than for minority men; never-the-less the sample rate is practically use-
less for many local areas because they are represented in the subsample by very few subjects. Natu-
rally, this implies that the local-area rates for some of the more detailed subpopulations (such as spe-
cific minorities or minorities within age groups) cannot be estimated much more efficiently than by 
the corresponding national sample rates, with the exception of a few local areas where the subpopula-
tions are highly concentrated. 

Validation 

How can we (empirically) validate the properties of the shrinkage estimator?  If the population rates 
that we estimated were available validation would be straightforward. The area-level economic activ-
ity rates, based on the entire 1991 UK Census, are available for all adult men and women from the Lo-
cal Government Management Board and the London Research Center. However, the corresponding 
within-area subsample sizes are so large that shrinkage is ineffective; most of the shrinkage coeffi-
cients bl are very small, as are the adjustments rl − pl . Instead, we selected a 2% simple random sub-
sample from the SAR data, obtaining a 0.04% sample from the Census, and evaluated the shrinkage 
estimates for the local areas based on this subsample. It contained 8061 men and 9077 women, with 
national sample rates of 72.1% (men) and 49.6% (women). The shrinkage estimates were closer to the 
Census-based rates than the sample rates for 218 (78%) and 209 areas (75%) for men and women, re-
spectively. The shrinkage and sample rates can be compared using other discrepancy summaries that 
take into account the amount of improvement. For instance, the sum of squares of the deviations from 
the Census-based rates is almost six times greater for the sample rates than for the shrinkage estimates: 

∑l (pl − πl)2 = 5.9×∑l (rl − πl)2. 

We noted earlier that the sample rates pl have greater observed variance than the variance σ2 of the 
underlying rates πl . On the other hand, the shrinkage estimates rl  have smaller observed variance than 
σ2. Which set of estimates, pl  or rl , is a better reflection of πl?  Louis (1984) proposed the shrinkage 
which would yield the observed variance equal to s2. Although this shrinkage estimator is suboptimal, 
it does convey the appropriate impression of the dispersion of the underlying rates πl . When the sam-
ple sizes nl  vary a great deal, the shape of the empirical distribution of the pl  may be different from 
that of the πl . If it suffices to characterise the distribution of the πl  by a numerical summary (as op-
posed to a graph), an obvious avenue is to define and then estimate this summary. For instance, σ2 is 
such a summary, estimated by s2. 

4. Multivariate shrinkage 

The univariate shrinkage estimator introduced in Section 2 borrows strength (uses information) from 
the sample rates for the same population in the other areas. For estimating the rate for a particular sub-
population, the rates for other subpopulations, in the same area or in other areas, may also be useful. 
As an illustration, suppose the (underlying) rates for White residents are about 5% higher than for a 
minority group. Then the sample rates for White residents, adjusted by 5%, are an alternative estimator 
to the sample rates for minority residents. Since in most local areas there are many more White than 
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minority residents, the resulting estimator is much more efficient than the naive sample rate. When 
estimating the local-area rates for several non-overlapping subpopulations the univariate shrinkage can 
be applied separately to each subpopulation. In this way, information is pooled across areas. However, 
if the sets of rates within an area are similar, information could be pooled also across the subpopula-
tions. This is the main rationale for multivariate shrinkage. Algebraically, it is a natural multivariate 
extension of the univariate shrinkage. See Longford (1998) for details. 

The multivariate shrinkage estimator can be applied when the area-level rates of some or only of one 
component subpopulation are of interest. The data for the other components (subpopulations) is said to 
provide auxiliary information. Auxiliary information reduces EMSE except when the rates for the aux-
iliary subpopulation(s) are uncorrelated with the rates for the subpopulation(s) of interest. 

The simplest case arises when we estimate the rate for a single subpopulation and use another sub-
population as auxiliary information. In this case, the improvement due to the auxiliary information is  

vl1
2 / (dl1 − σ12

2/dl2) , 

where σ12 is the covariance of the two sets of area-level rates, πl1 and  πl2 , and dl1 and dl2 are the total 
variances, dlk = σk

2 + var(pk) + vlk , k = 1, 2. The index 1 stands for the subpopulation of interest and 2 
for the auxiliary subpopulation. Therefore, given choice among alternative auxiliary subpopulations, 
the one with the largest value σ12

2/dl2 is preferred. That is, the reduction of EMSE is greater, the higher 
the correlation between the area-level rates for the two subpopulations, the more precise the estimation 
for the auxiliary subpopulation, and the smaller the between-area variation σ2

2 of the area-level rates 
for the auxiliary subpopulation. In other words, the ideal auxiliary subpopulation is the one with large 
subsample sizes and substantial homogeneity of the area-level rates. 

An application of multivariate shrinkage in educational testing is discussed in Longford (1997). 

Examples (continued) 

An obvious application of bivariate shrinkage is to use (young) men as auxiliary information for 
(young) women and vice versa, expecting that the corresponding local-area rates of economic activity 
are highly correlated. The national sample rates for White men and women aged 16−19 are 63.2% and 
56.3%, respectively. The estimated between-area variances are 21.6 and 24.6, respectively, and the 
correlation of the area-level rates is 0.91; the within-area rates πl are very similar for men and women. 
However, the bivariate shrinkage estimator is only a modest improvement on the univariate shrinkage. 
For instance, the sample rates for local area 3 (Hackney in Inner London, with 39 men and 57 women 
aged 16−19 in SAR) are 59.0% and 42.1% for men and women, respectively, with estimated standard 
errors 7.9% and 6.5%. The univariate shrinkage estimates are 62.1% and 51.1%, with respective stan-
dard errors 4.0% and 4.0%. The bivariate shrinkage estimates are 58.8% and 51.1%, with standard 
errors 3.5% and 3.7%. The gains of the bivariate shrinkage over univariate shrinkage are modest for all 
the other local areas; they are in the range 0.3−0.6%. The auxiliary information used in this example is 
not effective because there is little scope of improvement beyond the univariate shrinkage. The area-
level sample sizes for men and women are similar, and so for local areas with small subsample sizes 
there is little auxiliary information from the other sex, whereas for local areas with large subsample 
sizes even the sample rates are fairly precise. 

The sample rates, the univariate and the bivariate shrinkage estimates for the young adult men and 
women are plotted in Figure 2. A local area is represented by segments connecting the three points 
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with coordinates equal to the pairs of estimates for men and women. The univariate shrinkage esti-
mates are marked by circles and the bivariate shrinkage estimates by black dots. To avoid clutter, only 
every third local area is plotted. The horizontal and vertical lines mark the national mean rates for 
women and men, respectively. The thin solid lines are the regressions of the men’s rates on women’s 
rates and vice versa. The bivariate shrinkage contracts all estimates toward a compromise of these two 
regression lines. This shrinkage is so radical because the estimated correlation of the rates pl  is very 
high (0.91). The distances between the sample rates and univariate shrinkage estimates are much 
greater than between univariate and bivariate shrinkage estimates. The estimates for Hackney are 
marked with the symbol  "H". 

Since White residents are a majority in most local areas their sample rates are likely to be very effec-
tive as auxiliary information for the rates of ethnic minorities. The estimated national rates are 75.5% 
(minorities) and 73.3% (White) with respective standard errors 0.65% and 0.26%. The between-area 
variances are 19.7 (minorities) and 14.5 (White), and the correlation of the area-level rates is 0.90. The 
high correlation indicates that the (relatively precisely) estimated rates for White men are very infor-
mative about the rates for minorities in the same local area. For instance, the estimated rate for minor-
ity men in Gateshead (9 records in SAR) is 71.7%, with estimated standard error of only 2.3%, much 
smaller than the standard error of the univariate shrinkage estimate (4.3%), which is a substantial im-
provement on the sample rate (standard error 15.3%).  

For women, the bivariate shrinkage, using White women as auxiliary information, is not as effective 
because the correlation of the area-level rates is much smaller. Its estimate is 0.51. However the im-
provement over univariate shrinkage is still appreciable for local areas represented in SAR by very few 
minority women. For instance, the bivariate shrinkage estimate for Gateshead (8 records in SAR) is 
48.3%, with standard error 6.9%, reduced from 7.8% for the univariate shrinkage (and 17.7% for the 
sample rate). 

Using the local-area sample rates for the minorities of the other sex would seem to be an alternative to 
using the sample rates for White residents. However, the resulting bivariate shrinkage is not very ef-
fective because the sample sizes associated with the auxiliary information are small. Also, the correla-
tion of the local-area rates for minority men and women is only 0.67. For example, the estimates of the 
rates for Gateshead are 73.9% (men) and 48.7% (women), with respective standard errors 4.1% (re-
duced from 4.3% for univariate shrinkage) and 7.8% (smaller than for univariate shrinkage by only 
0.03%). Using White residents as auxiliary information is much more effective. 

The sample rates, the univariate and the bivariate shrinkage estimates for the minority men and women 
are plotted in Figure 3 using the same layout and the same scale as in Figure 2. So as to avoid clutter 
of the points and lines, the estimates are plotted only for every fourth area. For areas with subsample 
sizes for men exceeding 100, only the bivariate shrinkage estimates are plotted, using the symbol *. 
The shrinkage estimates tend to be much closer to the national means than the sample rates but, unlike 
in Figure 2, they do not congregate in any obvious pattern. This is because external auxiliary informa-
tion is used. The estimates for Gateshead are marked with the symbol  "G". 
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All the results quoted are without an adjustment for the uncertainty about the between-area variation. 
For an adjustment, the bootstrap procedure has to be run for each estimated rate. However, the uncer-
tainty contributes by less than 0.05% to the standard error in several cases where we applied the pro-
cedure. In principle, several components of auxiliary information can be declared, but the gains dimin-
ish and the contribution due to uncertainty increases. 

Figure 2: Shrinkage paths for young men and women 
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The solid lines connect the points with coordinates equal to the estimates for young men and women. 
The univariate shrinkage estimates are marked by circles, the bivariate shrinkage estimates by black 
dots. The horizontal and vertical lines are the national means for young women and men, respectively. 
The two thin solid lines are the estimated regression lines for men vs. women and vice versa. The es-
timates for Hackney are marked by the symbol  "H". 



166  

NEW METHODS FOR SURVEY RESEARCH 

5. Conclusions 

The univariate shrinkage estimator introduced in Section 2 improves on the (naive) sample estimator 
of the rate of economic activity for each local area by incorporating information from the other local 
areas. The gains are greater when the local areas have similar rates and the shrinkage is more useful 
for local areas with small subsamples, for which the information from the other areas dominates. In 
univariate shrinkage, borrowing strength takes place only for the rates defined for the same (sub-) 
population. 

The multivariate shrinkage described in Section 4 borrows strength not only across local areas but also 
across subpopulations. It is most effective relative to univariate shrinkage when the auxiliary (aug-
mented) sample local-area rates are based on large subsamples, are homogeneous, and highly corre-
lated with the rates for the subpopulation of interest. The sign of the correlation is immaterial. In the 
examples based on local-area estimation from SAR, the subpopulation of White residents is an obvi-
ous choice for the auxiliary information for estimating the local-area rates of economic activity for 
minorities.  

Figure 3: Shrinkage paths of the sample rates, the univariate  
and the bivariate shrinkage estimates for adult minority men and women 
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Similar layout is used as in Figure 2. For local areas with sample sizes (for men) greater than 100, only 
the bivariate estimates are plotted, marked by *. The sample means for Gateshead (area No. 52) are 
marked by the symbol  "G", and the black dot representing bivariate shrinkage estimates is encircled. 
The horizontal and vertical dashed lines indicate the national rates for women and men, respectively. 



WESTLAKE ET AL: NEW METHODS FOR SURVEY RESEARCH 167 

NEW METHODS FOR SURVEY RESEARCH 

The sample rates for the local areas, apart from being unbiased, are independent. The shrinkage esti-
mators are biased and correlated because they share the information from the other areas. But on aver-
age, they are closer to the underlying values than the sample rates. We paraphrase this comparison by 
referring to error-prone estimation of many quantities as eggs placed in baskets. Sample rates corre-
spond to placing each egg in a separate fragile basket and shrinkage estimates to placing eggs together 
in a well padded basket. If things go as expected, shrinkage is far superior to naive estimation. We 
validated the theoretical results about the superiority of the shrinkage estimator by applying the alter-
native estimators to a subsample of the SAR.  

Using future SARs; regularly conducted surveys 

Shrinkage ideas can be extended to pooling information across surveys. In the context of SARs, of 
particular importance may be using the SARs from the 1991 UK Census as auxiliary information for 
the SARs from the 2001 UK Census. If the local-area rates in the two census years are highly corre-
lated, as is reasonable to expect, then estimation of the rates for year 2001 can be greatly strengthened, 
reducing the EMSEs of the local-area rates to almost one half (almost doubling the information on 
which each estimate is based). Not taking advantage of this extra information is an example of ‘the 
culture of the single survey’. In a typical setting, surveys of similar populations (such as cohorts) are 
conducted at regular time intervals, using the same or similar designs and instruments. After the first 
few surveys we identify the relevant hypotheses and settle on the estimators and other statistics to be 
reported, but we analyse each survey in isolation, ignoring the wealth of information in the data from 
the previous surveys. Shrinkage estimation allows us to use old surveys as auxiliary information. The 
gain in efficiency of the shrinkage over the single-survey analysis can be traded off for progressively 
smaller sample sizes in future surveys. No assumptions are needed about the estimators used (other 
than their unbiasedness), or about the association (time-trend) of the parameters underlying the distinct 
surveys. 
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